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SC I ENT I F I C INTEGR I TY

What does research reproducibility mean?
Steven N. Goodman,* Daniele Fanelli, John P. A. Ioannidis

The language and conceptual framework of “research reproducibility” are nonstandard
and unsettled across the sciences. In this Perspective, we review an array of explicit and
implicit definitions of reproducibility and related terminology, and discuss how to avoid
potential misunderstandings when these terms are used as a surrogate for “truth.”

Concern about the reproducibility of scientif-
ic research has been steadily rising recently
with reports that the results of experiments
in numerous domains of science could not
be replicated (1, 2). Whereas problems in bio-
medical research have garnered most of the
attention, concerns have touched almost ev-
ery field in the biological and social sciences
and beyond (3) (Fig. 1). As the movement to
examine and enhance the reliability of research
expands, it is important to note that some of
its basic terms—reproducibility, replicability,
reliability, robustness, and generalizability—
are not standardized. This diverse nomencla-
ture has led to confusion, both conceptual
and operational, about what kind of confir-
mation is needed to trust a given scientific re-
sult. Here, we dissect this vocabulary, explore
the reasons for the confusion, and offer a frame-
work to improve both communication and
understanding.

DEFINING THE TERMS
Although the importance of multiple studies
corroborating a given result is acknowledged
in virtually all of the sciences (Fig. 1), the
modern use of “reproducible research” was
originally applied not to corroboration, but
to transparency, with application in the com-
putational sciences. Computer scientist Jon
Claerbout coined the term and associated it
with a software platform and set of proce-
dures that permit the reader of a paper to see
the entire processing trail from the raw data
and code to figures and tables (4). This con-
cept has been carried forward into many data-
intensive domains, including epidemiology (5),
computational biology (6), economics (7), and
clinical trials (8). According to a U.S. National
Science Foundation (NSF) subcommittee on
replicability in science (9), “reproducibility re-
fers to the ability of a researcher to duplicate

the results of a prior study using the same
materials as were used by the original inves-
tigator. That is, a second researcher might use
the same raw data to build the same analysis
files and implement the same statistical anal-
ysis in an attempt to yield the same results….
Reproducibility is a minimum necessary
condition for a finding to be believable and
informative.”

Documenting this kind of reproducibility
thus requires, at minimum, the sharing of an-
alytical data sets (original raw or processed
data), relevant metadata, analytical code,
and related software. Reproducibility defined
in this way mainly addresses issues of trust
that data and analyses are as represented.
The definition does not specify to what extent
deviations are acceptable. Such reproducibility
does not add new evidential weight, although
greater subjective weight is often accorded to
evidence that is more highly trusted. New ev-
idence is provided by new experimentation,
defined in the NSF report as “replicability,”
which refers to “the ability of a researcher to
duplicate the results of a prior study if the
same procedures are followed but new data
are collected.”

Although the preceding conceptual dis-
tinctions might seem clear, the definitions
do not provide clear operational criteria for
what constitutes successful replication or re-
production. Furthermore, the terminology is
not universally used, and sometimes the mean-
ings above are reversed. Consider the language
of Francis Collins, director of the U.S. National
Institutes of Health (NIH), in his commentary
on plans to enhance research reproducibility (10):

“… a complex array of other factors
seems to have contributed to the lack
of reproducibility. Factors include poor
training of researchers in experimental
design, increased emphasis on making
provocative statements rather than pre-
senting technical details, and publications
that do not report basic elements of ex-

perimental design. Some irreproducible
reports are probably the result of coin-
cidental findings that happen to reach
statistical significance, coupled with
publication bias. Another pitfall is over-
interpretation of creative ‘hypothesis-
generating’ experiments, which are
designed to uncover new avenues of in-
quiry rather than to provide definitive
proof for any single question. Still, there
remains a troubling frequency of pub-
lished reports that claim a significant re-
sult, but fail to be reproducible.”

This short passage covers a wide range of
issues subsumed under the rubric of reprodu-
cibility: design, reporting, analysis, interpretation,
and corroborating studies (that is, replication,
as previously defined). If one looks at the termi-
nologybeingused across the scientific literature,
one finds similar variation and intermingling of
concepts. For example, the largest-scale attempt
to replicate experiments in psychology was
published with the title “Estimating the repro-
ducibility of psychological science,” (2) clearly
allying the term “reproducibility” with the
conduct of new studies.

One notable absence from this diverse lex-
icon is the word “truth.” The fundamental
concern of Collins and others is, in fact, not
reproducibility per se, but whether scientific
claims based on scientific results are true. Be-
low, we discuss how treating reproducibility
as an end in itself—rather than as an im-
perfect surrogate for scientific truth—is partly
responsible for the current terminological and
operational morass, and suggest how we can
benefit by refocusing on cumulative evidence
and truth.

A NEW LEXICON FOR RESEARCH
REPRODUCIBILITY
We start the process of clarification by pro-
posing a new terminology to distinguish between
the various interpretations of reproducibility.
Rather than offer new technical meanings for
words whose common language interpreta-
tions are nearly identical (such as reproducibility,
replicability, and repeatability), we propose to ally
the word reproducibility—currently the most
widely used single term in this domain—with
descriptors for the underlying construct. This
yields three terms: methods reproducibility,
results reproducibility, and inferential repro-
ducibility. Although we apply these termsmainly
to the biomedical field, they have utility across
many domains of science, each of which has
different conventions and cultures about how
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to handle the role of chance, the level of certain-
ty required for making published claims, and
the adopted criteria for “proof” (Table 1) (11).

Methods reproducibility is meant to capture
the original meaning of reproducibility, that
is, the ability to implement, as exactly as pos-
sible, the experimental and computational
procedures, with the same data and tools, to
obtain the same results. Results reproducibil-
ity refers to what was previously described as
“replication,” that is, the production of corrobo-
rating results in a new study, having followed

the same experimental methods. Inferential
reproducibility, not often recognized as a sep-
arate concept, is the making of knowledge
claims of similar strength from a study replica-
tion or reanalysis. This is not identical to results
reproducibility, because not all investigators
will draw the same conclusions from the same
results, or they might make different analytical
choices that lead to different inferences from
the same data. Here, we explore the definitions
and operational complexities of each of these
concepts.

Methods reproducibility
Methods reproducibility refers to the provi-
sion of enough detail about study procedures
and data so the same procedures could, in
theory or in actuality, be exactly repeated.
Operationally, this can mean different things
in different sciences. In the biomedical sciences,
this means, at minimum, a detailed study pro-
tocol, a description of measurement proce-
dures, the data gathered, the data used for
analysis with descriptive metadata, the analysis
software and code, and the final analytical
results. In laboratory science, how key reagents
and biological materials were created or ob-
tained can be critical. In theory, these require-
ments are clear, but in practice, the level of
procedural detail needed to describe a study
as “methodologically reproducible” does not
have consensus. For example, the detection of
batch effects, which have been responsible for a
number of high-visibility claims and retrac-
tions, can require information on exactly which
samples were tested on which machine in what
order and on what day, together with calibra-
tion data. This level of detail is typically not
provided in publications and is not always re-
tained by the investigator.

In the clinical sciences, the definition of
which data need to be examined to ensure re-
producibility can be contentious. The relevant
data could be anywhere along the continuum
from the initial raw measurement (such as a
pathology slide or image), to the interpreta-
tion of those data (the pathologic diagnosis),
to the coded data in the computer analytic
file. Many judgments and choices are made
along this path and in the processes of data
cleaning and transformation that can be crit-
ical in determining analytical results. Last,
even if there is consensus on the appropriate
analytical data set, methodologic reproduci-
bility requires an understanding of which
and how many analyses were performed
and how the particular analyses reported in
a published paper were chosen. So, whether
a particular study is to be considered method-
ologically reproducible is contingent on whether
there is general agreement about the level of
detail needed in the description of the mea-
surement process, the degree of processing
of the raw data, and the completeness of the
analytic reporting.

Results reproducibility
Results reproducibility (previously described
as replicability) refers to obtaining the same
results from the conduct of an independent
study whose procedures are as closely matched
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Fig. 1. Reports rising. Number of publications recorded in Scopus that have, in the title or abstract,
at least one of the following expressions: research reproducibility, reproducibility of research, repro-
ducibility of results, results reproducibility, reproducibility of study, study reproducibility, reproducible
research, reproducible finding, or reproducible result. Papers are classified by discipline on the basis
of the journal, following an adaptation and expansion of Thomson Reuters’ Essential Science Indica-
tors classification system. Journals not included in the latter database were hand-classified on the
basis of their name. The subplot reports the percentage over the total number of records for each
discipline, in the last 2 years of the series. Disciplines legend: MA, mathematics; CS, computer
sciences; EN, engineering; SP, space science; PH, physics; CH, chemistry; BB, biology and biochemistry;
MB, molecular biology; MI, microbiology; PT, pharmacology and toxicology; CM, clinical medicine; NB,
neurobiology and behavior; PA, plant and animal sciences; EE, environment and ecology; AG, agri-
cultural sciences; EB, economics and business; PP, psychology and psychiatry; SO, social sciences,
general; AH, arts and humanities; MU, multidisciplinary. The time series was truncated at 2014.
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to the original experiment as possible. As with
methods reproducibility, this might be clear in
principle but is operationally elusive. The
problem arises in settings where there is sub-
stantial random error in any result, making
unclear the criteria for considering results to
be “the same.” The intuition and logic of results
reproducibility are derived from systems that
are deterministic or for which the signal-to-
error ratio is exceedingly high. But, when the
same intuition and logic are applied to studies
with substantive stochastic components, the
paradigm of accumulating evidence might be
more appropriate than any binary criteria for
successful or unsuccessful replication.

In a deterministic system (for example, com-
putational research), the outcome is determined
by the initial conditions. Methods reproduci-
bility is often demonstrated through results
reproducibility because the two are linked
by determinacy—the signal-to-noise ratio is
effectively infinite. A single failure to repro-
duce the original results with identical inputs
casts doubt on the methodology and on any
predictions (12).

Closely related is a proof-of-principle study,
which demonstrates a new phenomenon not
previously observed; for example, delivery of
the first normal, live-born infant derived from
in vitro fertilization or a first case of human
limb regeneration would be sufficient to show
that such phenomena are possible. That said, a
first demonstration will not be accepted with-
out intensive, independent scrutiny of the
methods employed and the outcomes claimed,
in order to rule out the possibility of mis-
conduct, selective reporting, or procedural
compromise. Failure to replicate the phenome-

non under circumstances that preclude ancil-
lary causes (for example, mistaken diagnosis,
faulty procedures, measurement error, biased
design, or fraud) constitutes effective disproof
of the original claim. This type of scrutiny
helped debunk claims of cold fusion (13) and
pluripotent stem cell creation (14).

The bright-line logic of deterministic and
proof-of-principle studies is superficially mi-
micked through statistical significance testing;
findings that are statistically significant are of-
ten regarded either as literally true or, at least,
as justifying a knowledge claim, and those
that aren’t are regarded as either confirming
the null hypothesis or inconclusive. However,
it is inappropriate to combine null hypothesis–
significance testing with intuition from fields
of science with determinacy or very high signal-
to-noise ratios. Statistical significance by itself
tells very little about whether one study has
“replicated” the results of another. For exam-
ple, two studies that show identical 10%
survival differences between the treatment
and control arms would have very different
degrees of statistical significance if their sam-
ple sizes were substantially different. If one
was highly significant and the other far from
significance, the two studies might be re-
ported individually as supporting opposite
conclusions, in spite of the fact that they are
mutually corroborative.

An interpretive error complementary to
the one described above involves the assump-
tion that multiple studies that fail to demonstrate
statistical significance necessarily confirm the
absence of an effect. This fallacy was demon-
strated, for example, in a well-known early
meta-analysis of the effect of tamoxifen on
breast cancer survival (15). (Meta-analysis is
the mathematical pooling of results of
multiple independent studies that investigate
the same research question.) In this pooled
analysis, 25 of 26 individual studies of tamox-
ifen’s effect were not statistically significant.
Naïvely, these nonsignificant findings could
be described as having been replicated 25
times. Yet, when properly pooled, they cumu-
latively added up to a definitive rejection of
the null hypothesis with a highly statistically
significant 20% reduction in mortality. So the
proper approach to interpreting the evidential
meaning of independent studies is not to
assess whether or not statistical significance
has been observed in each, but rather to assess
their cumulative evidential weight.

The above example involved randomized
experiments without major bias. If major bi-
ases are at play, having multiple statistically

significant studies and even a statistically sig-
nificant summary result for a meta-analysis
does not guarantee that a genuine effect exists.
For example, many studies on single nutrients
and even their meta-analyses show significant
associations with cancer or death risk, but most
reflect confounding and reporting biases (16).
What matters in such scientific fields is not
replication defined by the presence or absence
of statistical significance, but the evaluation of the
cumulative evidence and assessment of whether
it is susceptible to major biases, due to either the
study design or the self-selection of subjects
in ways that are unknown or not measurable.

It is easier to statistically define nonrepli-
cation than replication, through statistical
tests of heterogeneity, which can evaluate
whether the difference between two or more
experimental results might be due to the play
of chance. Two or more studies are judged to be
statistically heterogeneous when the between-
study variance in reported effects is substan-
tially greater than what is expected from
sampling error. Such tests, however, are greatly
underpowered and therefore unreliable when
comparing several studies, particularly when
they are small or imprecise (17). Conversely,
when there are many large studies, tests for
heterogeneity might demonstrate statistical
heterogeneity (and, therefore, lack of results
reproducibility) even if the effect sizes of differ-
ent studies are close (17) and regarded as sci-
entifically equivalent. Therefore, a preferred
way to assess the evidential meaning of two
or more results with substantive stochastic var-
iability is to evaluate the cumulative evidence
they provide vis-á-vis a hypothesis of interest
and not whether one contradicts or discre-
dits the other through the lens of statistical
significance.

Whether experiments can be pooled to
provide cumulative evidence depends further
on which features of a study or results are
considered scientifically equivalent enough to
pool. For example, in a recent replication effort
of the anti-Leishmania activity of tested pep-
tides, it was difficult to tell whether replication
had been achieved or not; the peptides were
found to have anti-Leishmania activity, but
at concentrations 10 to 50 higher than in the
original experiments and close to the toxicity
range of eukaryotic human cells (18). Rejection
of the null hypothesis in the two sets of
experiments was insufficient to garner consensus
about results reproducibility when consensus
was missing about the operational scientific
question, that is, whether the peptides had
activity at low (and clinically relevant) con-

Table 1. Examples of differences that
affect the approach to reproducibility in
distinct scientific domains.

Degree of determinism

Signal to measurement-error ratio

Complexity of designs and measurement tools

Closeness of fit between hypothesis and exper-
imental design or data

Statistical or analytic methods to test hypotheses

Typical heterogeneity of experimental results

Culture of replication, transparency, and cumu-
lating knowledge

Statistical criteria for truth claims

Purposes to which findings will be put and
consequences of false conclusions
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centrations or at any concentration. These
experiments could be regarded as conflicting
on the first question and mutually supportive
on the second, so the question of results repro-
ducibility is always dependent on the specific-
ity of the underlying scientific question.

In the absence of a consensus on what con-
stitutes successful results reproduction, in-
vestigators employ a range of operational
definitions, as occurred in the case of the eval-
uation of the (results) reproducibility of 100
psychology studies conducted by the Open
Science Collaboration (2). They acknowledged
the lack of an accepted definition and so ex-
amined the studies from a variety of perspec-
tives: significance levels, effect sizes, the number
of studies whose effect size was within the con-
fidence interval of another selected study,
whether the combined estimate of the original
and replication studies was statistically significant
and finally, a “subjective assessment” of reprodu-
cibility. The lack of a single accepted definition
opened the door to controversy about their
methodological approach and conclusions (19).

Robustness and generalizability
We briefly introduce these terms because they
are sometimes used in lieu of the term repro-
ducibility. Robustness refers to the stability of
experimental conclusions to variations in either
baseline assumptions or experimental proce-
dures. It is somewhat related to the concept
of generalizability (also known as transport-
ability), which refers to the persistence of an
effect in settings different from and outside of
an experimental framework. The issue of gen-
eralizability arises in clinical trials and other
types of studies in which the context of how
an intervention is delivered and the types of
subjects tested are highly relevant. When a
universal property of nature or biology is
being explored, generalizability is often as-
sumed, and the concept of robustness of a
finding to minor variations in experimental
procedures is more frequently invoked.Whether
a study design is similar enough to the original
to be considered a replication, a “robustness
test,” or some of many variations of pure repli-
cation that have been identified, particularly in
the social sciences (for example, conceptual re-
plication, pseudoreplication), is an unsettled
question (12).

Inferential reproducibility
This dimension of reproducibility, while un-
derrecognized, might be the most important
one. It refers to the drawing of qualitatively
similar conclusions from either an indepen-

dent replication of a study or a reanalysis of
the original study. Inferential reproducibility
is not identical to results reproducibility or
to methods reproducibility, because scientists
might draw the same conclusions from differ-
ent sets of studies and data or could draw dif-
ferent conclusions from the same original
data, sometimes even if they agree on the an-
alytical results. The aforementioned debate
about the interpretation of the psychology
reproducibility results could be seen as an
example of this (19). There are many contrib-
utors to these differences, including different
assessments of the prior probability of the hy-
potheses being explored—which can only be
examined through a Bayesian lens—and dif-
ferent choices about how to analyze and re-
port data, which we will discuss under the
general rubric of “multiplicity.”

Bayesian perspectives. What scientists and
science users are really concerned about when
they debate research reproducibility is the
truth of research claims. Research reproduci-
bility and other related concepts can be re-
garded as ways to operationalize truth. To
express this informally, if a finding can be re-
liably repeated, it is likely to be true, and if it
cannot be, its truth is in question (20). Un-
fortunately, the standard frequentist approach
to statistics does not allow the assigning of a
probability of truth to a hypothesis or claim
(21). However, the philosophy underlying
Bayesian statistics does: The probability that
a claim is true after an experiment is a
function of the strength of the new experimen-
tal evidence combined with how likely it was
to be true before the experiment. Viewed
through this lens, the aim of repeated experi-
mentation is to increase the amount of evi-
dence, measured on a continuous scale, either
for or against the original claim.

How much evidence needs to be gathered
for effective proof depends on the prior prob-
ability of the original hypothesis, which itself
depends on prior evidence. If a hypothesis is
highly unlikely a priori, such as the presence of
extrasensory perception or the therapeutic ef-
fect of homeopathy, a large amount of high-
quality evidence would have to be gathered to
outweigh the very strong prior reasons to
view such claims skeptically (22, 23). Con-
versely, for a hypothesis based on a plausible,
coherent, and robust body of prior work,
such as the research that preceded the devel-
opment of imatinib for leukemia (24), a claim
is more likely to be true both before and after
an experiment that supports it. Under the

Bayesian paradigm, every study contributes
evidence that adds to the prior evidence, rep-
resented by the a priori probability of truth of
a given claim. Reproducibility plays no formal
role except that repeated experiments with sim-
ilar findings will generate strong cumulative
evidence, which can confirm or refute an ini-
tial finding.

A hybrid Bayesian-frequentist index that
captures the traditional notion of results re-
producibility is predictive power: the probabil-
ity that, given a result in one experiment, the
next experiment of specified design will be sta-
tistically significant. This probability has been
dubbed the replication (25) or reproducibility
probability (26). After a significant result, this
probability is typically far lower than most
scientists suspect, due to the random variation
of the P value. This phenomenon shows that
the failure to observe a significant result in a
second experiment of similar design is to be
expected and cannot be used as a criterion to
undermine the credibility of the first experi-
ment (25–28).

Multiplicity. Multiplicity, combined with
incomplete reporting, might be the single
largest contributor to the phenomenon of
nonreproducibility, or falsity, of published
claims. Multiplicity can arise in many ways,
including testing many hypotheses in one ex-
periment, testing one hypothesis many times
or in multiple ways in one or more studies,
and other maneuvers that virtually guarantee
a chance observation that will appear to
strongly support some hypotheses. A diverse
vocabulary has developed in various fields for
the biases or practices that can mislead be-
cause of multiplicity (Table 2). These range
from the conduct of multiple experiments
(and reporting only “good” ones) to the use
of multiple endpoints, multiple predictors,
and, perhaps most invisibly, the fitting of
many mathematical or statistical models.
Coupled with incomplete or selective reporting,
these practices are a formula for generating
findings unlikely to be supported by further
experimentation. However, the adverse effects
of multiplicity can be greatly ameliorated
through complete reporting of analytical pro-
cedures and choices (for example, reporting
the total number of associations tested or
models considered).

These practices are likely to thrive when
there is low consensus on the correct meth-
odology and what is considered sufficiently
complete reporting.Many scientific fields have
seen an increasing burden of multiplicity,
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because they have expanded their capacity
to measure more variables and to fit in-
creasingly complex models. Scientific fields
that routinely work with multiple hypotheses
without correcting for or reporting the occur-
rence of multiplicity run a higher risk of non-
reproducibility of results or inferences.

A variety of old and new practices that are
described as specific forms of bias actually re-
sult from multiplicity. The classic file-drawer
publication bias problem (wherein non-
significant or “uninteresting” results are not
published) (29) results in bias under the as-
sumption that multiple studies are being
produced independently but a biased sample
is published. The acronym “HARKing”—
hypothesizing after the results are known—
is used in psychology literature to indicate
the phenomenon of constructing hypotheses
after the data are analyzed, suggesting that
only one hypothesis was tested while many
were contemplated (30). The practice of
P-hacking, a term recently coined in psychology
literature and applied to a long-recognized
phenomenon in modeling, refers to applying
multiple statistical analyses and subanalyses
until hitting upon and reporting a statistically
significant result while not completely report-
ing how it was obtained (31).

Ultimately, inferential reproducibility might
be an unattainable ideal, and in some situations
not even a desirable one, because differences
between scientists and their interpretations
of a single or multiple studies are the means
through which weaknesses or gaps in the evi-
dence base are identified and science pro-
gresses. What is clear, however, is that none

of these types of reproducibility can be assessed
without complete reporting of all relevant as-
pects of scientific design, conduct, measure-
ments, data, and analysis. Such transparency
will allow scientists to evaluate the weight of
evidence provided by any given study more
quickly and reliably and design a higher pro-
portion of future studies to address actual
knowledge gaps or to effectively strengthen
cumulative evidence, rather than explore blind
alleys suggested by research inadequately con-
ducted or reported.

CONCLUSIONS
The lexicon of reproducibility to date has been
multifarious and ill-defined. The causes of and
remedies for what is called poor reproducibil-
ity, in any scientific field, require a clear spec-
ification of the kind of reproducibility being
discussed (methods, results, or inferences),
a proper understanding of how it affects knowl-
edge claims, scientific investigation of its causes,
and an improved understanding of the limita-
tions of statistical significance as a criterion
for claims. Many aspects of the new interest in
research reproducibility have been salutary,
but we need to move toward a better under-
standing of the relationship between reproduc-
ibility, cumulative evidence, and the truth of
scientific claims.

REFERENCES AND NOTES
1. C. G. Begley, An unappreciated challenge to oncology

drug discovery: Pitfalls in preclinical research. Am. Soc.
Clin. Oncol. Educ. Book 466–468 (2013).

2. Open Science Collaboration, Estimating the reproduc-
ibility of psychological science. Science 349, aac4716
(2015).

3. C. G. Begley, J. P. A. Ioannidis, Reproducibility in science:
Improving the standard for basic and preclinical research.
Circ. Res. 116, 116–126 (2015).

4. J. Claerbout, M. Karrenbach, Electronic documents give
reproducible research a new meaning, in Proceedings of
the 62nd Annual International Meeting of the Society of
Exploration Geophysics, New Orleans, USA, 25 to 29 October
1992.

5. R. D. Peng, F. Dominici, S. L. Zeger, Reproducible epide-
miologic research. Am. J. Epidemiol. 163, 783–789
(2006).

6. E. Afgan, D. Baker, M. van den Beek, D. Blankenberg,
D. Bouvier, M. Čech, J. Chilton, D. Clements, N. Coraor,
C. Eberhard, B. Grüning, A. Guerler, J. Hillman-Jackson,
G. Von Kuster, E. Rasche, N. Soranzo, N. Turaga, J. Taylor,
A. Nekrutenko, J. Goecks, The Galaxy platform for accessible,
reproducible and collaborative biomedical analyses: 2016
update. Nucleic Acids Res. 10.1093/nar/gkw343 (2016).

7. J. Ioannidis, C. Doucouliagos, What’s to know about the
credibility of empirical economics? J. Econ. Surv. 27, 997–1004
(2013).

8. B. Lo, Sharing clinical trial data: Maximizing benefits,
minimizing risk. JAMA 313, 793–794 (2015).

9. K. Bollen, J. T. Cacioppo, R. Kaplan, J. Krosnick, J. L. Olds,
Social, Behavioral, and Economic Sciences Perspectives on

Robust and Reliable Science (National Science Foundation,
Arlington, VA, 2015).

10. F. S. Collins, L. A. Tabak, Policy: NIH plans to enhance re-
producibility. Nature 505, 612–613 (2014).

11. D. Fanelli, W. Glänzel, Bibliometric evidence for a hierarchy
of the sciences. PLOS One 8, e66938 (2013).

12. M. A. Clemens, The meaning of failed replications: A
review and proposal. J. Econ. Surv. 10.1111/joes.12139
(2015).

13. B. V. Lewenstein, W. Baur, A cold fusion chronology.
J. Radioanal. Nucl. Ch. 152, 273–297 (1991).

14. A. De Los Angeles, F. Ferrari, Y. Fujiwara, R. Mathieu, S. Lee,
S. Lee, H.-C. Tu, S. Ross, S. Chou, M. Nguyen, Z. Wu,
T. W. Theunissen, B. E. Powell, S. Imsoonthornruksa,
J. Chen, M. Borkent, V. Krupalnik, E. Lujan, M. Wernig,
J. H. Hanna, K. Hochedlinger, D. Pei, R. Jaenisch, H. Deng,
S. H. Orkin, P. J. Park, G. Q. Daley, Failure to replicate the
STAP cell phenomenon. Nature 525, E6–E9 (2015).

15. Early Breast Cancer Trialists’ Collaborative Group, Effects
of adjuvant tamoxifen and of cytotoxic therapy on mortality
in early breast cancer. An overview of 61 randomized
trials among 28,896 women. N. Engl. J. Med. 319, 1681–1692
(1988).

16. J. D. Schoenfeld, J. P. A. Ioannidis, Is everything we eat
associated with cancer? A systematic cookbook review.
Am. J. Clin. Nutr. 97, 127–134 (2013).

17. R. J. Hardy, S. G. Thompson, Detecting and describing
heterogeneity in meta-analysis. Stat. Med. 17, 841–856
(1998).

18. E. Iorns, W. Gunn, J. Erath, A. Rodriguez, J. Zhou,
M. Benzinou, The Reproducibility Initiative, Replication
attempt: “Effect of BMAP-28 antimicrobial peptides on
Leishmania major promastigote and amastigote growth:
Role of leishmanolysin in parasite survival.” PLOS One 9,
e114614 (2014).

19. D. T. Gilbert, G. King, S. Pettigrew, T. D. Wilson, Comment
on “Estimating the reproducibility of psychological science”.
Science 351, 1037 (2016).

20. S. N. Goodman, Toward evidence-based medical statistics.
2: The Bayes factor. Ann. Intern. Med. 130, 1005–1013
(1999).

21. S. N. Goodman, Toward evidence-based medical statis-
tics. 1: The P value fallacy. Ann. Intern. Med. 130, 995–1004
(1999).

22. J. N. Rouder, R. D. Morey, A Bayes factor meta-analysis
of Bem’s ESP claim. Psychon. Bull. Rev. 18, 682–689 (2011).

23. S. N. Goodman, J. Gerson, Mechanistic Evidence in
Evidence-Based Medicine: A Conceptual Framework
(Agency for Healthcare Research and Quality, Rock-
ville, MD, 2013); http://www.ncbi.nlm.nih.gov/books/
NBK154584/.

24. P. Keating, A. Cambrosio, Cancer on Trial: Oncology as a
New Style of Practice (University of Chicago Press, Chicago,
2011).

25. S. N. Goodman, A comment on replication, P-values and
evidence. Stat. Med. 11, 875–879 (1992).

26. D. D. Boos, L. A. Stefanski, P-value precision and reprodu-
cibility. Am. Stat. 65, 213–221 (2011).

27. A. Gelman, H. Stern, The difference between “significant”
and “not significant” is not itself statistically significant.
Am. Stat. 60, 328–331 (2006).

28. L. C. Lazzeroni, Y. Lu, I. Belitskaya-Lévy, Solutions for
quantifying P-value uncertainty and replication power.
Nat. Methods 13, 107–108 (2016).

29. R. Rosenthal, The file drawer problem and tolerance for
null results. Psychol. Bull. 86, 638–641 (1979).

30. N. L. Kerr, HARKing: Hypothesizing after the results are
known. Pers. Soc. Psychol. Rev. 2, 196–217 (1998).

31. U. Simonsohn, L. D. Nelson, J. P. Simmons, P-curve: A key
to the file-drawer. J. Exp. Psychol. Gen. 143, 534–547
(2014).

Table 2. Terminology to describe
practices that introduce or hide
multiplicity.

Multiple comparisons (many statisticians)

File-drawer problem (29)

Pseudoreplication (32)

Significance questing (33)

Data mining, dredging, torturing (34)

Hypothesizing after the results are known
(HARKing) (30)

Data snooping (35)

Selective outcome reporting (36)

Silent multiplicity (37)

Specification searching (38)

P-hacking (31)

P E R S P EC T I V E

www.ScienceTranslationalMedicine.org 1 June 2016 Vol 8 Issue 341 341ps12 5

 on N
ovem

ber 1, 2016
http://stm

.sciencem
ag.org/

D
ow

nloaded from
 

http://stm.sciencemag.org/


32. S. H. Hurlbert, Pseudoreplication and the design of ecolog-
ical field experiments. Ecol. Monogr. 54, 187–211 (1984).

33. K. J. Rothman, Significance questing. Ann. Intern. Med.
105, 445–447 (1986).

34. J.L.Mills, Data torturing.N. Engl. J.Med.329, 1196–1199 (1993).
35. H. White, A reality check for data snooping. Econometrica

68, 1097–1126 (2000).

36. A.-W. Chan, A. Hróbjartsson, M. T. Haahr, P. C. Gøtzsche,
D. G. Altman, Empirical evidence for selective reporting

of outcomes in randomized trials: Comparison of
protocols to published articles. JAMA 291, 2457–2465
(2004).

37. D. Berry, Multiplicities in cancer research: Ubiquitous
and necessary evils. J. Natl. Cancer Inst. 104, 1125–1133
(2012).

38. E. E. Leamer, Specification Searches: Ad Hoc Inference
with Nonexperimental Data (Wiley, Hoboken, NJ,
1978).

Funding: This work was funded by a grant by from the John
and Laura Arnold Foundation. Competing interests: The
authors declare that they have no competing interests.

10.1126/scitranslmed.aaf5027

Citation: S. N. Goodman, D. Fanelli, J. P. A. Ioannidis, What
does research reproducibility mean? Sci. Transl. Med. 8,
341ps12 (2016).

P E R S P EC T I V E

www.ScienceTranslationalMedicine.org 1 June 2016 Vol 8 Issue 341 341ps12 6

 on N
ovem

ber 1, 2016
http://stm

.sciencem
ag.org/

D
ow

nloaded from
 

http://stm.sciencemag.org/


10.1126/scitranslmed.aaf5027]
 (341), 341ps12. [doi:8Science Translational Medicine 

1, 2016) 
Steven N. Goodman, Daniele Fanelli and John P. A. Ioannidis (June
What does research reproducibility mean?

 
Editor's Summary

 
 
 

This information is current as of November 1, 2016. 
The following resources related to this article are available online at http://stm.sciencemag.org. 

Article Tools

http://stm.sciencemag.org/content/8/341/341ps12
article tools: 
Visit the online version of this article to access the personalization and

Related Content

http://stm.sciencemag.org/content/scitransmed/7/307/307rv5.full
http://stm.sciencemag.org/content/scitransmed/4/149/149fs32.full
http://stm.sciencemag.org/content/scitransmed/6/242/242cm6.full
http://stm.sciencemag.org/content/scitransmed/7/290/290ps13.full
http://stm.sciencemag.org/content/scitransmed/8/336/336ps11.full
http://stm.sciencemag.org/content/scitransmed/3/69/69cm3.full
http://stm.sciencemag.org/content/scitransmed/8/339/339ed7.full

's sites:ScienceThe editors suggest related resources on 

Permissions
http://www.sciencemag.org/about/permissions.dtl
Obtain information about reproducing this article: 

 is a registered trademark of AAAS.Medicine
Science TranslationalAssociation for the Advancement of Science; all rights reserved. The title 

Science, 1200 New York Avenue, NW, Washington, DC 20005. Copyright 2016 by the American
weekly, except the last week in December, by the American Association for the Advancement of 

 (print ISSN 1946-6234; online ISSN 1946-6242) is publishedScience Translational Medicine

 on N
ovem

ber 1, 2016
http://stm

.sciencem
ag.org/

D
ow

nloaded from
 

http://stm.sciencemag.org/content/8/341/341ps12
http://stm.sciencemag.org/content/scitransmed/8/339/339ed7.full
http://stm.sciencemag.org/content/scitransmed/3/69/69cm3.full
http://stm.sciencemag.org/content/scitransmed/8/336/336ps11.full
http://stm.sciencemag.org/content/scitransmed/7/290/290ps13.full
http://stm.sciencemag.org/content/scitransmed/6/242/242cm6.full
http://stm.sciencemag.org/content/scitransmed/4/149/149fs32.full
http://stm.sciencemag.org/content/scitransmed/7/307/307rv5.full
http://www.sciencemag.org/about/permissions.dtl
http://stm.sciencemag.org/


The Neyman— Rubin Model of Causal Inference and Estimation Via Matching Methods

Page 1 of 37

PRINTED FROM OXFORD HANDBOOKS ONLINE (www.oxfordhandbooks.com). (c) Oxford University Press, 2015. All Rights 
Reserved. Under the terms of the licence agreement, an individual user may print out a PDF of a single chapter of a title in 
Oxford Handbooks Online for personal use (for details see Privacy Policy).

Subscriber: University of Colorado at Boulder; date: 27 February 2017

Abstract and Keywords

This article presents a detailed discussion of the Neyman-Rubin model of causal 
inference. Additionally, it describes under what conditions ‘matching’ approaches can 
lead to valid inferences, and what kinds of compromises sometimes have to be made with 
respect to generalizability to ensure valid causal inferences. Moreover, the article 
summarizes Mill's first three canons and shows the importance of taking chance into 
account and comparing conditional probabilities when chance variations cannot be 
ignored. The significance of searching for causal mechanisms is often overestimated by 
political scientists and this sometimes leads to an underestimate of the importance of 
comparing conditional probabilities. The search for causal mechanisms is probably 
especially useful when working with observational data. Machine learning algorithms can 
be used against the matching problem.

Keywords: Neyman-Rubin model, causal inference, matching methods, Mill, causal mechanisms, machine learning 
algorithms

“CORRELATION does not imply causation” is one of the most repeated mantras in the social 
sciences, but its full implications are sobering and often ignored. The Neyman—Rubin 
model of causal inference helps to clarify some of the issues which arise. In this chapter, 
the model is briefly described, and some consequences of the model are outlined for both 
quantitative and qualitative research. The model has radical implications for work in the 
social sciences given current practices. Matching methods, which are usually motivated 
by the Neyman—Rubin model, are reviewed and their properties discussed. For example, 
applied researchers are often surprised to (p. 272) learn that even if the selection on 
observables assumption is satisfied, the commonly used matching methods will generally 
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make even linear bias worse unless specific and often implausible assumptions are 
satisfied.

Some of the intuition of matching methods, such as propensity score matching, should be 
familiar to social scientists because they share many features with Mill's methods, or 
canons, of inference. Both attempt to find appropriate units to compare—i.e. they attempt 
to increase unit homogeneity. But Mill never intended for his canons to be used in the 
social sciences because he did not believe that unit homogeneity could be achieved in this 
field (Sekhon 2004a). Because of its reliance on random assignment and other statistical 
apparatus, modern concepts of experimental design sharply diverge from Mill's 
deterministic methods. Modern matching methods adopt Mill's key insights of the 
importance of unit homogeneity to cases where analysts do not control their units 
precisely. Matching methods, and related methods such as regression discontinuity, drop 
observations to make inferences more precise as well as less biased because unit 
homogeneity can be improved by removing some observations from consideration.
Dropping observations is almost anathema to most quantitative researchers, but this 
intuition is wrong with nonexperimental data (Rosenbaum 2005). Case‐study research 
methods in the tradition of Mill contrast sharply with statistical methods, and the hunt for 
necessary and sufficient causes is generally misplaced in the social sciences given the 
lack of unit homogeneity.

The key probabilistic idea upon which statistical causal inference relies is conditional 
probability. But when we are making causal inferences, conditional probabilities are not 
themselves of direct interest. We use conditional probabilities to learn about 
counterfactuals of interest—e.g. would Jane have voted if someone from the campaign 
had not gone to her home to encourage her to do so? One has to be careful to establish 
the relationship between the counterfactuals of interest and the conditional probabilities 
one has managed to estimate. Researchers too often forget that this relationship must be 
established by design and instead rely on statistical models whose assumptions are 
almost never defended. A regression coefficient is not a causal estimate unless a large set 
of assumptions are met, and this is no less true of conditional probabilities estimated in 
other ways such as by matching methods. Without an experiment, natural experiment, a 
discontinuity, or some other strong design, no amount of econometric or statistical 
modeling can make the move from correlation to causation persuasive. This conclusion 
has implications for the kind of causal questions we are able to answer with some rigor. 
Clear, manipulable treatments and rigorous designs are essential.

1
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1 Neyman—Rubin Causal Model
The Neyman—Rubin framework has become increasingly popular in many fields including 
statistics (Holland 1986; Rubin 2006; 1974; Rosenbaum 2002), medicine (p. 273)

(Christakis and Iwashyna 2003; Rubin 1997), economics (Abadie and Imbens 2006;
Galiani, Gertler, and Schargrodsky 2005; Dehejia and Wahba 2002; 1999), political 
science (Bowers and Hansen 2005; Imai 2005; Sekhon 2004b), sociology (Morgan and 
Harding 2006; Diprete and Engelhardt 2004; Winship and Morgan 1999; Smith 1997), 
and even law (Rubin 2001). The framework originated with Neyman's (1990 [1923]) 
nonparametric model where each unit has two potential outcomes, one if the unit is 
treated and the other if untreated. A causal effect is defined as the difference between 
the two potential outcomes, but only one of the two potential outcomes is observed. 
(Rubin 2006; 1974), among others, including most notably Cochran (1965; 1953), 
developed the model into a general framework for causal inference with implications for 
observational research. Holland (1986) wrote an influential review article which 
highlighted some of the philosophical implications of the framework. Consequently, 
instead of the “Neyman—Rubin model,” the model is often simply called the Rubin causal 
model (e.g. Holland 1986) or sometimes the Neyman—Rubin—Holland model of causal 
inference (e.g. Brady, this volume).

Let Y  denote the potential outcome for unit i if the unit receives treatment, and let Y 

denote the potential outcome for unit i in the control regime. The treatment effect for 
observation i is defined by τ  = Y  – Y . Causal inference is a missing data problem 
because Y  and Y  are never both observed. This remains true regardless of the 
methodology used to make inferential progress—regardless of whether we use 
quantitative or qualitative methods of inference. The fact remains that we cannot observe 
both potential outcomes at the same time.

Some set of assumptions have to be made to make progress. The most compelling are 
offered by a randomized experiment. Let T  be a treatment indicator: 1 when i is in the 
treatment regime and 0 otherwise. The observed outcome for observation i is then Y  = T 

Y  + (1 − T )Y .  Note that in contrast to the usual regression assumptions, the 
potential outcomes, Y  and Y , are fixed quantities and not random variables.

i 1 i 0
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1.1 Experimental Data

In principle, if assignment to treatment is randomized, causal inference is 
straightforward because the two groups are drawn from the same population by 
construction, and treatment assignment is independent of all baseline variables. As the 
sample size grows, observed and unobserved confounders are balanced across treatment 
and control groups with arbitrarily high probability. That is, with random assignment, the 
distributions of both observed and unobserved variables in both groups are equal in 
expectation. Treatment assignment is independent of Y  and Y —i.e. {Y , Y  ⫫ T  }, 
where ⫫ denotes independence (Dawid 1979). Hence, for j = 0, 1,

(p. 274)  Therefore, the average treatment effect (ATE) can be estimated by:

The parameter γ can be estimated consistently in an experimental setting because 
randomization can ensure that observations in treatment and control groups are 
exchangeable. Randomization ensures that assignment to treatment will not, in 
expectation, be associated with the potential outcomes.

Even in an experimental setup, much can go wrong which requires statistical adjustment 
(e.g. Barnard et al. 2003). One of the most common problems which arises is the issue of 
compliance. People who are assigned to treatment may refuse it, and those assigned to 
control may find some way to receive treatment. When there are compliance issues, 
equation (2) then defines the intention‐to‐treat (ITT) estimand. Although the concept of 
ITT dates earlier, the phrase probably first appeared in print in Hill (1961, 259). Moving 
beyond the ITT to estimate the average treatment effect on the treated can be difficult. If 
the compliance problem is simply that some people assigned to treatment refused it, 
statistical correction is straightforward and relatively model free. When the compliance 
problem has a more complicated structure, it is difficult to make progress without making 
structural assumptions. Statistical corrections for compliance are discussed in detail in 
Green and Gerber (this volume).

One of the assumptions which randomization by itself does not justify is that “the 
observation on one unit should be unaffected by the particular assignment of treatments 
to the other units” (Cox 1958, §2.4). Rubin (1978) calls this “no interference between 
units” the Stable Unit Treatment Value Assumption (SUTVA). SUTVA implies that the 

0 1 i0 i1 i
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potential outcomes for a given unit do not vary with the treatments assigned to any other 
unit, and that there are no different versions of treatment. SUTVA is a complicated 
assumption which is all too often ignored. It is discussed in detail in Brady (this volume).

Brady (this volume) describes a randomized welfare experiment in California where 
SUTVA is violated. In the experiment, teenage girls in the treatment group had their 
welfare checks reduced if they failed to obtain passing grades in school. Girls in the 
control group did not face the risk of reduced payments. However, some girls in the 
control group thought that they were in the treatment group, probably because they 
knew girls in treatment (Mauldon et al. 2000). Therefore, the experiment probably 
underestimated the effect of the treatment.

Some researchers erroneously think that the SUTVA assumption is another word for the 
usual independence assumption made in regression models. A hint of the problem can be 
seen by noting that OLS is still unbiased under the usual assumptions even if multiple 
draws from the disturbance are not independent of each other. When SUTVA is violated, 
an experiment will not yield unbiased estimates of the causal effect of interest. In the 
usual regression setup, the correct specification assumption (and not the independence 
assumption) implicitly deals with SUTVA violations. It is assumed that if there are SUTVA 
violations, we have the correct model for them.

(p. 275) Note that even with randomization, the assumptions of the OLS regression model 
are not satisfied. Indeed, without further assumptions, the multiple regression estimator 
is biased, although the bias goes to zero as the sample size increases. And the regression 
standard errors can be seriously biased, even asymptotically. For details see Freedman 
(2008a; 2008b). Intuitively, the problem is that generally, even with randomization, the 
treatment indicator and the disturbance will be strongly correlated. Randomization does 
not imply, as OLS assumes, a linear additive treatment effect where the coefficients are 
constant across units. Researchers should be extremely cautious about using multiple 
regression to adjust experimental data. Unfortunately, there is a tendency to do just that. 
One supposes that this is yet another sign, as if one more were needed, of how ingrained 
the regression model is in our quantitative practice.

The only thing stochastic in the Neyman setup is the assignment to treatment. The 
potential outcomes are fixed. This is exactly the opposite of many econometric treatments 
where all of the regressors (including the treatment indicator) are considered to be fixed, 
and the response variable Y is considered to be a random variable with a given 
distribution. None of that is implied by randomization and indeed randomization explicitly 
contradicts it because one of the regressors (the treatment indicator) is explicitly 
random. Adding to the confusion is the tendency of some texts to refer to the fixed 
regressors design as an experiment when that cannot possibly be the case.
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1.2 Observational Data

In an observational setting, unless something special is done, treatment and 
nontreatment groups are almost never balanced because the two groups are not 
ordinarily drawn from the same population. Thus, a common quantity of interest is the 
average treatment effect for the treated (ATT):

Equation (3) cannot be directly estimated because Y  is not observed for the treated. Progress 
can be made by assuming that selection for treatment depends on observable covariates X. 
Following Rosenbaum and Rubin (1983), one can assume that conditional on X, treatment 
assignment is unconfounded ({Y , Y  ⫫ T} ǀ X) and that there is overlap: 0 < Pr(T =1 ǀ X) < 1. 
Together, unconfoundedness and overlap constitute a property known as strong ignorability of 
assignment which is necessary for identifying the treatment effect. Heckman et al. (1998) shows 
that for ATT, the unconfoundedness assumption can be weakened to mean independence: E(Y  ǀ
T , X ) = E(Y  ǀ X ).
Then, following Rubin (1974; 1977), we obtain

(p. 276) By conditioning on observed covariates, X , treatment and control groups are balanced. 
The average treatment effect for the treated is estimated as

where the outer expectation is taken over the distribution of X  ǀ (T  = 1) which is the 
distribution of baseline variables in the treated group.
Note that the ATT estimator is changing how individual observations are weighted, and 
that observations which are outside of common support receive zero weights. That is, if 
some covariate values are only observed for control observations, those observations will 
be irrelevant for estimating ATT and are effectively dropped. Therefore, the overlap 
assumption for ATT only requires that the support of X for the treated observations be a 
subset of the support of X for control observations. More generally, one would also want 
to drop treatment observations if they have covariate values which do not overlap with 
control observations (Crump et al. 2006). In such cases, it is unclear exactly what 
estimand one is estimating because it is no longer ATT as some treatment observations 
have been dropped along with some control observations.

It is often jarring for people to observe that observations are being dropped because of a 
lack of covariate overlap. But dropping observations which are outside of common 
support not only reduces bias but can also reduce the variance of our estimates. This may 
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be counter‐intuitive, but note that our variance estimates are a function of both sample 
size and unit heterogeneity—e.g. in the regression case, of the sample variance of X and 
the the mean squared error. Dropping observations outside of common support and 
conditioning as in equation (5) helps to improve unit homogeneity and may actually 
reduce our variance estimates (Rosenbaum 2005). Moreover, as Rosenbaum (2005)
shows, with observational data, minimizing unit heterogeneity reduces both sampling 
variability and sensitivity to unobserved bias. With less unit heterogeneity, larger 
unobserved biases need to exist to explain away a given effect. And although increasing 
the sample size reduces sampling variability, it does little to reduce concerns about 
unobserved bias. Thus, maximizing unit homogeneity to the extent possible is an 
important task for observational methods.

The key assumption being made here is strong ignorability. Even thinking about this 
assumption presupposes some rigor in the research design. For example, is it clear what 
is pre‐ and what is post‐treatment? If not, one is unable even to form the relevant 
questions, the most useful of which maybe the one suggested by Dorn (1953,680) who 
proposed that the designer of every observational study should ask “ [h]ow would the 
study be conducted if it were possible to do it by controlled experimentation?” This clear 
question also appears in Cochran's famous Royal Statistical Society discussion paper on 
the planning of observational studies of human populations (1965). And Dorn's question 
has become one which researchers in the tradition of the Neyman— Rubin model ask 
themselves and their students. The question forces the researcher to focus on a clear 
manipulation and then on the selection problem at hand. Only then can one even begin to 
think clearly about how plausible the strong ignorability assumption may or may not be. 
It is fair to say that without answering Dorn's question, (p. 277) one is unsure what the 
researcher wants to estimate. Since most researchers do not propose an answer to this 
question, it is difficult to think clearly about the underlying assumptions being made in 
most applications in the social sciences because one is unclear as to what precisely the 
researcher is trying to estimate.

For the moment let us assume that the researcher has a clear treatment of interest, and a 
set of confounders which may reasonably ensure conditional independence of treatment 
assignment. At that point, one needs to condition on these confounders denoted by X. But 
we must remember that selection on observables is a large concession; one which should 
not be made lightly. It is of far greater relevance than the technical discussion which 
follows on the best way to condition on covariates.
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2 Matching Methods
There is no consensus on how exactly matching ought to be done, how to measure the 
success of the matching procedure, and whether or not matching estimators are 
sufficiently robust to misspecification to be useful in practice (Heckman et al. 1998). The 
most straightforward and nonparametric way to condition on X is to exactly match on the 
covariates. This is an old approach going back to at least Fechner (1966 [1860]), the 
father of psychophysics. This approach fails in finite samples if the dimensionality of X
is large and is simply impossible if X contains continuous covariates. Thus, in general, 
alternative methods must be used.

Two common approaches are propensity score matching (Rosenbaum and Rubin 1983) 
and multivariate matching based on Mahalanobis distance (Cochran and Rubin 1973;
Rubin 1979; 1980). Matching methods based on the propensity score (estimated by 
logistic regression), Mahalanobis distance, or a combination of the two have appealing 
theoretical properties if covariates have ellipsoidal distributions—e.g. distributions such 
as the normal or t. If the covariates are so distributed, these methods (more generally 
affinely invariant matching methods ) have the property of “equal percent bias 
reduction” (EPBR) (Rubin 1976a; 1976b; Rubin and Thomas 1992).  This property, which 
is formally defined in Appendix A, ensures that matching methods will reduce bias in all 
linear combinations of the covariates. If a matching method is not EPBR, then that 
method will, in general, increase the bias for some linear function of the covariates even 
if all univariate means are closer in the matched data than the unmatched (Rubin 1976a).

(p. 278) 2.1 Mahalanobis and Propensity Score Matching

The most common method of multivariate matching is based on Mahalanobis distance 
(Cochran and Rubin 1973; Rubin 1979; 1980). The Mahalanobis distance between any 
two column vectors is:

,where S is the sample covariance matrix of X. To estimate ATT, one matches each treated unit 
with the M closest control units, as defined by this distance measure, md.  If X consists of more 
than one continuous variable, multivariate matching estimates contain a bias term which does 
not asymptotically go to zero at √n (Abadie and Imbens 2006).

4

5

6



The Neyman— Rubin Model of Causal Inference and Estimation Via Matching Methods

Page 9 of 37

PRINTED FROM OXFORD HANDBOOKS ONLINE (www.oxfordhandbooks.com). (c) Oxford University Press, 2015. All Rights 
Reserved. Under the terms of the licence agreement, an individual user may print out a PDF of a single chapter of a title in 
Oxford Handbooks Online for personal use (for details see Privacy Policy).

Subscriber: University of Colorado at Boulder; date: 27 February 2017

An alternative way to condition on X is to match on the probability of assignment to 
treatment, known as the propensity score.  As one's sample size grows large, matching 
on the propensity score produces balance on the vector of covariates X (Rosenbaum and 
Rubin 1983).

Let e(X ) ≡ Pr(T  = 1 ǀ X ) = E(T  ǀ X ), defining e(X ) to be the propensity score. Given 0 
< Pr(T  ǀ X ) < 1 and that Pr(T , T , … T  ǀ X , X , … X ) =

, then as Rosenbaum and Rubin (1983) prove,

,where the outer expectation is taken over the distribution of e(X ) ǀ (T  = 1). Since the 
propensity score is generally unknown, it must be estimated.
Propensity score matching involves matching each treated unit to the nearest control unit 
on the unidimensional metric of the propensity score vector. If the propensity score is 
estimated by logistic regression, as is typically the case, much is to be gained by 
matching not on the predicted probabilities (bounded between zero and one) but on the 
linear predictor, μ̑ = X β̑. Matching on the linear predictor avoids compression of 
propensity scores near zero and one. Moreover, the linear predictor is often more nearly 
normally distributed which is of some importance given the EPBR results if the 
propensity score is matched along with other covariates.

Mahalanobis distance and propensity score matching can be combined in various ways 
(Rubin 2001; Rosenbaum and Rubin 1985). It is useful to combine the propensity score 
with Mahalanobis distance matching because propensity score matching is particularly 
good at minimizing the discrepancy along the propensity score and Mahalanobis distance 
is particularly good at minimizing the distance between individual coordinates of X
(orthogonal to the propensity score) (Rosenbaum and Rubin 1985).

A significant shortcoming of common matching methods, such as Mahalanobis distance 
and propensity score matching, is that they may (and in practice, frequently (p. 279) do) 
make balance worse across measured potential confounders. These methods may make 
balance worse, in practice, even if covariates are distributed ellipsoidally symmetric, 
because EPBR is a property that obtains in expectation. That is, even if the covariates 
have elliptic distributions, finite samples may not conform to ellipticity, and hence 
Mahalanobis distance may not be optimal because the matrix used to scale the distances, 
the covariance matrix of X, can be improved upon.  Moreover, if co‐ variates are neither 
ellipsoidally symmetric nor are mixtures of DMPES distributions, propensity score 
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matching has good theoretical properties only if the true propensity score model is known 
with certainty and the sample size is large.

The EPBR property itself is limited and in a given substantive problem it may not be 
desirable. This can arise if it is known based on theory that one covariate has a large 
nonlinear relationship with the outcome while another does not—e.g.

, where X  and where both X  and X  have the same distribution. In such a case, reducing bias 
in X1 will be more important than X .
Given these limitations, it may be desirable to use a matching method which 
algorithmically imposes certain properties when the EPBR property does not hold. 
Genetic Matching does just that.

2.2 Genetic Matching

Sekhon (2008) and Diamond and Sekhon (2005) propose a matching algorithm, Genetic 
Matching, which maximizes the balance of observed covariates between treated and 
control groups. Genetic Matching is a generalization of propensity score and Mahalanobis 
distance matching, and has been used by a variety of researchers (e.g. Bonney and 
Minozzi 2007; Brady and Hui 2006; Gilligan and Sergenti 2006; Gordon and Huber 2007; 
Herron and Wand forthcoming; Morgan and Harding 2006; Lenz and Ladd 2006; Park 
2006; Raessler and Rubin 2005). The algorithm uses a genetic algorithm (Mebane and 
Sekhon 1998; Sekhon and Mebane 1998) to optimize balance as much as possible given 
the data. The method is nonparametric and does not depend on knowing or estimating 
the propensity score, but the method is improved when a propensity score is 
incorporated. Diamond and Sekhon (2005) use this algorithm to show that the long‐
running debate between Dehejia and Wahba (2002; 1997; 1999; Dehejia 2005) and Smith 
and Todd (2005b; 2005a; 2001) is largely a result of researchers using models which do 
not produce good balance—even if some of the models get close by chance to the 
experimental benchmark of interest. They show that Genetic Matching is able quickly to 
find good balance and reliably recover the experimental benchmark.

The idea underlying the Genetic Matching algorithm is that if Mahalanobis distance is not 
optimal for achieving balance in a given data‐set, one should be able to search over the 
space of distance metrics and find something better. One way of (p. 280) generalizing the 
Mahalanobis metric is to include an additional weight matrix,

1 1 2
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where W is a k × k positive definite weight matrix and S  is the Cholesky decomposition of S
which is the variance‐covariance matrix of X.
Note that if one has a good propensity score model, one should include it as one of the 
covariates in Genetic Matching. If this is done, both propensity score matching and 
Mahalanobis matching can be considered special limiting cases of Genetic Matching. If 
the propensity score contains all of the relevant information in a given sample, the other 
variables will be given zero weight.  And Genetic Matching will converge to Mahalanobis 
distance if that proves to be the appropriate distance measure.

Genetic Matching is an affinely invariant matching algorithm that uses the distance 
measure d(), in which all elements of W are zero except down the main diagonal. The 
main diagonal consists of k parameters which must be chosen. Note that if each of these k
parameters is set equal to 1 d() is the same as Mahalanobis distance.

The choice of setting the nondiagonal elements of W to zero is made for reasons of 
computational power alone. The optimization problem grows exponentially with the 
number of free parameters. It is important that the problem be parameterized so as to 
limit the number of parameters which must be estimated.

This leaves the problem of how to choose the free elements of W. Many loss criteria 
recommend themselves, and many can be used with the software which implements 
Genetic Matching.  By default, cumulative probability distribution functions of a variety 
of standardized statistics are used as balance metrics and are optimized without limit. 
The default standardized statistics are paired t‐tests and bootstrapped nonparametric 
Kolmogorov—Smirnov tests (Abadie 2002).

The statistics are not used to conduct formal hypothesis tests, because no measure of 
balance is a monotonic function of bias in the estimand of interest and because we wish 
to maximize balance without limit. Alternatively, one may choose to minimize some 
descriptive measure of imbalance such as the maximum gap in the standardized 
empirical‐QQ plots across the covariates. This would correspond to minimizing the D
statistic of the Kolmogorov—Smirnov test.

Conceptually, the algorithm attempts to minimize the largest observed covariate 
discrepancy at every step. This is accomplished by maximizing the smallest p‐value at 
each step.  Because Genetic Matching is minimizing the maximum discrepancy observed 
at each step, it is minimizing the infinity norm. This property holds even (p. 281) when, 

because of the distribution of X, the EPBR property does not hold. Therefore, if an analyst 

1/2

9

10

11

12



The Neyman— Rubin Model of Causal Inference and Estimation Via Matching Methods

Page 12 of 37

PRINTED FROM OXFORD HANDBOOKS ONLINE (www.oxfordhandbooks.com). (c) Oxford University Press, 2015. All Rights 
Reserved. Under the terms of the licence agreement, an individual user may print out a PDF of a single chapter of a title in 
Oxford Handbooks Online for personal use (for details see Privacy Policy).

Subscriber: University of Colorado at Boulder; date: 27 February 2017

is concerned that matching may increase the bias in some linear combination of X
even if the means are reduced, Genetic Matching allows the analyst to put in the loss 
function all of the linear combinations of X which may be of concern. Indeed, any 
nonlinear function of X can also be included in the loss function, which would ensure that 
bias in some nonlinear functions of X is not made inordinately large by matching.

The default Genetic Matching loss function does allow for imbalance in functions of X to 
worsen as long as the maximum discrepancy is reduced. This default behavior can be 
altered by the analyst. It is important that the maximum discrepancy be small—i.e. that 
the smallest p‐value be large. The p‐values conventionally understood to signal balance 
(e.g. 0.10) may be too low to produce reliable estimates. After Genetic Matching 
optimization, the p‐values from these balance tests cannot be interpreted as true 
probabilities because of standard pre‐test problems, but they remain useful measures of 
balance. Also, we are interested in maximizing the balance in the current sample so a 
hypothesis test for balance is inappropriate.

The optimization problem described above is difficult and irregular, and the genetic 
algorithm implemented in the R rgenoud package (Mebane and Sekhon 1998) is used to 
conduct the optimization. Details of the algorithm are provided in Sekhon and Mebane 
(1998).

Genetic Matching is shown to have better properties than the usual alternative matching 
methods both when the EPBR property holds and when it does not (Sekhon 2008;
Diamond and Sekhon 2005). Even when the EPBR property holds and the mapping from X
to Y is linear, Genetic Matching has better efficiency—i.e. lower mean squared error 
(MSE)—in finite samples. When the EPBR property does not hold, as it generally does 
not, Genetic Matching retains appealing properties and the differences in performance 
between Genetic Matching and the other matching methods can become substantial in 
terms of both bias and MSE reduction. In short, at the expense of computer time, Genetic 
Matching dominates the other matching methods in terms of MSE when assumptions 
required for EPBR hold and, even more so, when they do not.

Genetic Matching is able to retain good properties even when EPBR does not hold 
because a set of constraints is imposed by the loss function optimized by the genetic 
algorithm. The loss function depends on a large number of functions of covariate 
imbalance across matched treatment and control groups. Given these measures, Genetic 
Matching will optimize covariate balance.
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3 Case‐study Research Methods
Matching designs have long been used by social scientists conducting qualitative 
research methods. But case‐study matching methods often rely on the assumption

(p. 282) that the relationships between the variables of interest are deterministic. This is 
unfortunate because failure to heed the lessons of statistical inference often leads to 
serious inferential errors, some of which are easy to avoid. The canonical example of 
deterministic matching designs methods is the set of rules (canons) of inductive inference 
formalized by John Stuart Mill in his A System of Logic (1872).

The “most similar” and the “most different” research designs, which are often used in 
comparative politics, are variants of Mill's methods (Przeworski and Teune 1970). As 
such, Mill's methods have been used by generations of social science researchers (Cohen 
and Nagel 1934), but they contrast sharply with statistical methods. These methods do 
not lead to valid inductive inferences unless a number of very special assumptions hold. 
Some researchers seem to be either unaware or unconvinced of these methodological 
difficulties even though the acknowledged originator of the methods, Mill himself, clearly 
described many of their limitations.

These canonical qualitative methods of causal inference are only valid when the 
hypothesized relationship between the cause and effect of interest is unique and
deterministic. These two conditions imply other conditions such as the absence of 
measurement error which would cease to make the hypothesized causal relationship 
deterministic at least as we observe it. These assumptions are strict, and they strongly 
restrict the applicability of the methods. When these methods of inductive inference are 
not applicable, conditional probabilities should be used to compare the relevant 
counterfactuals.

For these methods to lead to valid inferences there must be only one possible cause of 
the effect of interest, the relationship between cause and effect must be deterministic, 
and there must be no measurement error. If these assumptions are to be relaxed, random 
factors must be accounted for. Because of these random factors, statistical and 
probabilistic methods of inference are necessary.

To appreciate how serious these limitations are, consider the case of benchmarking 
statistical software on modern computer systems—for details see Sekhon (2006). Such 
computers are Turing machines, hence they are deterministic systems where everything 
a computer does is in theory observable. To put it another way, your random number 
generator is not really random. Your pseudorandom numbers are the result of a 
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deterministic algorithm. But notwithstanding the deterministic nature of a computer, 
methods like those proposed by qualitative researchers for making inferences with 
deterministic systems are not used in the benchmarking literature. When benchmarking, 
it is common to match on (and hence eliminate) as many con‐ founders as possible and to 
report measures of uncertainty and statistical hypothesis tests. Since computers are 
deterministic, the remaining uncertainty must come from confounders—as opposed to 
sampling error—which could in theory be observed and hence eliminated. But the system 
is considered to be so complex that most (p. 283) benchmarking exercises resort to 
statistical measures of association. Thus, even in this setting where we know we are 
dealing with a deterministic system, benchmarking exercises rely on statistical measures 
because of the complexity involved. Certainly society is more complex than a computer, 
and our social measurements are more prone to error than those of computers.

3.1 Mill's Methods and Conditional Probabilities

Since the application of the five methods Mill discusses has a long history in the social 
sciences, I am hardly the first to criticize the use of these methods in all but very special 
circumstances. For example, Robinson, who is well known in political science for his work 
on the ecological inference problem,  also criticized the use of Mill‐ type methods of 
analytic induction in the social sciences (Robinson 1951). Robinson's critique did not, 
however, focus on conditional probabilities nor did he observe that Mill himself railed 
against the exact use to which his methods have been put. Many other critics will be 
encountered in the course of our discussion.

Przeworski and Teune, in an influential book, advocate the use of what they call the 
“most similar” design and the “most different” design (Przeworski and Teune 1970). 
These designs are variations on Mill's methods. The first is a version of Mill's Method of 
Agreement, and the second is a weak version of Mill's Method of Difference. Although the 
Przeworski and Teune volume is over thirty years old, their argument continues to be 
influential. For example, Ragin, Berg‐Schlosser, and de Meur in a recent review of 
qualitative methods make direct supportive references to both Mill's methods and 
Przeworski and Teune's formulations (Ragin, Berg‐Schlosser, and de Meur 1996). 
However, even when authors such as Ragin et al. recognize that Mill's methods need to 
be altered for use in the social sciences, they usually follow neither the advice of 
quantitative methodologists nor Mill's own advice regarding the use of conditional 
probabilities.

Mill described his views on scientific investigations in A System of Logic Ratioci‐ native 
and Inductive, first published in 1843.  In an often cited chapter (bk. III, ch. 8), Mill 
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formulates five guiding methods of induction: the Method of Agreement, the Method of 
Difference, the Double Method of Agreement and Difference (also known as the Indirect 
Method of Difference), the Method of Residues, and the Method of Concomitant 
Variations. These methods are often counted to be only four because the Double Method 
of Agreement and Difference may be considered to be just a derivative of the first two 
methods. This is a mistake because it obscures the tremendous difference between the 
combined method or what Mill calls the Indirect (p. 284) Method of Difference and the 
Direct Method of Difference (Mill 1872, 259). Both the Method of Agreement and the 
Indirect Method of Difference, which is actually the Method of Agreement applied twice, 
are limited and require the machinery of probability in order to take chance into account 
when considering cases where the number of causes may be greater than one or where 
there may be interactions between the causes (Mill 1872, 344). Other factors not well 
explored by Mill, such as measurement error, lead to the same conclusion (Lieberson 
1991). The Direct Method of Difference is almost entirely limited to the experimental 
setting. And even in the case of the Direct Method of Difference, chance must be taken 
into account in the presence of measurement error or if there are interactions between 
causes which lead to probabilistic relationships between a cause, A, and its effect, a.

Next, we review Mill's first three canons and show the importance of taking chance into 
account and comparing conditional probabilities when chance variations cannot be 
ignored.

3.1.1 First Canon: Method of Agreement

If two or more instances of the phenomenon under investigation have only one 
circumstance in common, the circumstance in which alone all the instances agree 
is the cause (or effect) of the given phenomenon. (Mill 1872, 255)

Assume that the possible causes, i.e. antecedents, under consideration are denoted by A, B, C, D, 
E, and the effect we are interested in is denoted by a.  An antecedent may comprise more than 
one constituent event or condition. For example, permanganate ion with oxalic acid forms 
carbon dioxide (and manganous ion). Separately, neither permanganate ion nor oxalic acid will 
produce carbon dioxide; but if combined, they will. In this example, A may be defined as the 
presence of both permanganate ion and oxalic acid.
Let us further assume that we observe two instances and in the first we observe the 
antecedents A, B, C, and in the second we observe the antecedents A, D, E. If we also 
observe the effect, a, in both cases, we would say, following Mill's Method of Agreement, 
that A is the cause of a. We conclude this because A was the only antecedent which 
occurred in both observations—i.e. the observations agree on the presence of antecedent
A. This method has eliminated antecedents B, C, D, E as possible causes of a. Using this 
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method, we endeavor to obtain observations which agree in the effect, a, and the 
supposed cause, A, but differ in the presence of other antecedents.

3.1.2 Second Canon: Method of Difference

If an instance in which the phenomenon under investigation occurs, and an 
instance in which it does not occur, have every circumstance in common save one, 
that one occurring only in the former; the circumstance in which alone the two 
instances differ is the effect, or the cause, or an indispensable part of the cause, of 
the phenomenon. (Mill 1872, 256)

(p. 285) In the Method of Difference we require, contrary to the Method of Agreement, 
observations resembling one another in every other respect, but differing in the presence 
or absence of the antecedent we conjecture to be the true cause of a. If our object is to 
discover the effects of an antecedent A, we must introduce A into some set of 
circumstances we consider relevant, such as B, C, and having noted the effects produced, 
compare them with the effects of the remaining circumstances B, C, when A is absent. If 
the effect of A, B, C is a, b, c, and the effect of B, C is b, c, it is evident, under this 
argument, that the cause of a is A.

Both of these methods are based on a process of elimination. This process has been 
understood since Francis Bacon to be a centerpiece of inductive reasoning (Pledge 1939). 
The Method of Agreement is supported by the argument that whatever can be eliminated 
is not connected with the phenomenon of interest, a. The Method of Difference is 
supported by the argument that whatever cannot be eliminated is connected with the 
phenomenon by a law. Because both methods are based on the process of elimination, 
they are deterministic in nature. For if even one case is observed where effect a occurs 
without the presence of antecedent A, we would eliminate antecedent A from causal 
consideration.

Mill asserts that the Method of Difference is commonly used in experimental science 
while the Method of Agreement, which is substantially weaker, is employed when 
experimentation is impossible (Mill 1872, 256). The Method of Difference is Mill's 
attempt to describe the inductive logic of experimental design. And the method takes into 
account two of the key features of experimental design, the first being the presence of a 
manipulation (treatment) and the second a comparison between two states of the world 
which are in Mill's case exactly alike aside from the presence of the antecedent of 
interest.  The method also incorporates the notion of a relative causal effect. The effect 
of antecedent A is measured relative to the effect observed in the most similar world 
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without A. The two states of the world we are considering only differ in the presence or 
absence of A.

The Method of Difference only accurately describes a small subset of experiments. The 
method is too restrictive even if the relationship between the antecedent A and effect a
were to be deterministic. Today we would say that the control group B, C and the group 
with the intervention A, B, C need not be exactly alike (aside from the presence or 
absence of A). It would be fantastic if the two groups were exactly alike, but such a 
situation is not only extremely difficult to find but also not necessary. Some laboratory 
experiments are based on this strong assumption, but a more common assumption, and 
one which brings in statistical concerns, is that observations in both groups are balanced
before our intervention. That is, before we apply the treatment, the distributions of both 
observed and unobserved variables in both groups are equal. For example, if group A is 
the southern states in the United States and group B is the (p. 286) northern states, the 
two groups are not balanced. The distribution of a long list of variables is different 
between the two groups.

Random assignment of treatment ensures, if the sample size is large and if other 
assumptions are met, that the control and treatment groups are balanced even on 
unobserved variables.  Random assignment ensures that the treatment is uncorrelated 
with all baseline variables  whether we can observe them or not.

Because of its reliance on random assignment, modern concepts of experimental design 
sharply diverge from Mill's deterministic model. The two groups are not exactly alike in 
baseline characteristics (as they would have to be in a deterministic setup), but instead, 
their baseline characteristics have the same distribution. And consequently the baseline 
variables are uncorrelated with whether a particular unit received treatment or not.

When the balance assumption is satisfied, a modern experimenter estimates the relative 
causal effect by comparing the conditional probability of some outcome given the 
treatment minus the conditional probability of the outcome given that the treatment was 
not received. In the canonical experimental setting, conditional probabilities can be 
directly interpreted as causal effects.

In the penultimate section of this chapter, I discuss the complications which arise in 
using conditional probabilities to make causal inferences when randomization of 
treatment is not possible. With observational data (i.e. data found in nature and not a 
product of experimental manipulation), many complications arise which prevent 
conditional probabilities from being directly interpreted as estimates of causal effects. 
Problems also often arise with experiments which prevent the simple conditional 
probabilities from being interpreted as relative causal effects. School voucher 
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experiments are a good example.  But the problems are more serious with observational 
data where neither a manipulation nor balance are present.

One of the continuing appeals of deterministic methods for case‐study researchers is the 
power of the methods. For example, Mill's Method of Difference can determine causality 
with only two observations. This power can only be obtained by assuming that the 
observation with the antecedent of interest, A, B, C, and the one without, B, C, are exactly 
alike except for the manipulation of A, and by assuming (p. 287) deterministic causation 
and the absence of measurement error and interactions among antecedents. This power 
makes deterministic methods alluring for case‐study researchers, who generally don't 
have many observations. Once probabilistic factors are introduced, larger numbers of 
observations are required to make useful inferences. Because of the power of 
deterministic methods, social scientists with a small number of observations are tempted 
to rely on Mill's methods. Because these researchers cannot conduct experiments, they 
largely rely on the Method of Agreement, which we have discussed, and Mill's third 
canon.

3.1.3 Third Canon: Indirect Method of Difference

If two or more instances in which the phenomenon occurs have only one 
circumstance in common, while two or more instances in which it does not occur 
have nothing in common save the absence of that circumstance, the circumstance 
in which alone the two sets of instances differ is the effect, or the cause, or an 
indispensable part of the cause, of the phenomenon.

(Mill 1872, 259)

This method arises by a “double employment of the Method of Agreement” (Mill 1872, 
258). If we observe a set of observations in all of which we observe a and note that they 
have no antecedent in common but A, by the Method of Agreement we have evidence that
A is the cause of the effect a. Ideally, we would then perform an experiment where we 
manipulate A to see if the effect a is present when the antecedent A is absent. When we 
cannot conduct such an experiment, we can instead use the Method of Agreement again. 
Suppose we can find another set of observations in which neither the antecedent A nor 
the effect a occur. We may now conclude, by use of the Indirect Method of Difference, 
that A is the cause of a. Thus, by twice using the Method of Agreement we may hope to 
establish both the positive and negative instance which the Method of Difference 
requires. However, this double use of the Method of Agreement is clearly inferior. The 
Indirect Method of Difference cannot fulfill the requirements of the Direct Method of 
Difference. For, “the requisitions of the Method of Difference are not satisfied unless we 
can be quite sure either that the instances affirmative of a agree in no antecedents 
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whatever but A, or that the instances negative of a agree in nothing but the negation of
A” (Mill 1872, 259). In other words, the Direct Method of Difference is the superior 
method because it entails a strong manipulation: We manipulate the antecedents so that 
we can remove the suspected cause, A, and then put it back at will, without disturbing 
the balance of what may lead to a. And this manipulation ensures that the only difference 
in the antecedents between the two observations is the presence of A or its lack.

Researchers are often unclear about these distinctions between the indirect and direct 
methods of difference. They often simply state they are using the Method of Difference 
when they are actually only using the Indirect Method of Difference. For example, 
Skocpol states that she is using both the Method of Agreement and the “more powerful” 
Method of Difference when she is only using at best the weaker Method of Agreement 
twice (Skocpol 1979, 36–7). It is understandable that Skocpol is not able to use the Direct 
Method of Difference since it would be impossible to (p. 288) manipulate the factors of 
interest. But it is important to be clear about exactly which method one is using.

Mill discusses two other canons: the Method of Residues (Fourth Canon) and the Method 
of Concomitant Variations (Fifth Canon). We do not review these canons because they are 
not directly relevant to our discussion.

We have so far outlined the three methods of Mill with which we are concerned. We have 
also shown that when scholars such as Skocpol assert that they are using the Method of 
Agreement and the Method of Difference (Skocpol 1979, 37), they are actually using the 
Indirect Method of Difference, and that this is indeed the weaker sibling of the Direct 
Method of Difference. This weakness would not be of much concern if the phenomena we 
studied were simple. However, in the social sciences we encounter serious causal 
complexities.

Mill's methods of inductive inference are valid only if the mapping between antecedents 
and effects is unique and deterministic (Mill 1872, 285–99, 344–50). These conditions 
allow neither for more than one cause for an effect nor for interactions between causes. 
In other words, if we are interested in effect a, we must assume a priori that only one 
possible cause exists for a and that when a's cause is present, say cause A, the effect, a, 
must always occur. In fact, these two conditions, of uniqueness and determinism, define 
the set of antecedents we are considering. This implies, for example, that the elements in 
the set of causes A, B, C, D, E must be able to occur independently of each other. The 
condition is not that antecedents must be independent in the probabilistic sense of the 
word, but that any one of the antecedents can occur without necessitating the presence 
or lack thereof of any of the other antecedents. Otherwise, the possible effects of 
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antecedents are impossible to distinguish by these rules.  Generalizations of Mill's 
methods also suffer from these limitations (Little 1998, 221–3).

The foregoing has a number of implications, the most important of which is that for 
deterministic methods such as Mill's to work there must be no measurement error. For 
even if there were a deterministic relationship between antecedent A and effect a, if we 
were able to measure either A or a only with some stochastic error, the resulting observed 
relationship would be probabilistic. It would be probabilistic because it would be possible 
to observe a case in which we mistakenly think we have observed antecedent A (because 
of measurement error) while not observing a. In such a situation the process of 
elimination would lead us to conclude that A is not a cause of a.

To my knowledge no modern social scientist argues that the conditions of uniqueness and 
lack of measurement error hold in the social sciences. However, the question of whether 
deterministic causation is plausible has a sizeable literature.  Most of (p. 289) this 
discussion centers on whether deterministic relationships are possible—i.e. on the 
ontological status of deterministic causation.  Although such discussions can be fruitful, 
we need not decide the ontological issues in order to make empirical progress. This is 
fortunate because the ontological issues are at best difficult and may be impossible to 
resolve. Even if one concedes that deterministic social associations exist, it is unclear 
how we would ever learn about them if there are multiple causes with complex 
interactions or if our measures are noisy. The case of multiple causes and complex 
interactions among deterministic associations would, to us, look probabilistic in the 
absence of a theory (and measurements) which accurately accounted for the complicated 
causal mechanisms—e.g. Little (1998, ch. 11). There appears to be some agreement 
among qualitative and quantitative researchers that there is “complexity‐ induced 
probabilism” (Bennett 1998). Thus, I think it is more fruitful to focus instead on the 
practical issue of how we learn about causes—i.e. on the epistemological issues related to 
causality.

Focusing on epistemological issues also helps to avoid some thorny philosophical 
questions regarding the ontological status of probabilistic notions of causality. For 
example, if one can accurately estimate the probability distribution of A causing a, does 
that mean that we can explain any particular occurrence of a? Wesley Salmon, after 
surveying three prominent theories of probabilistic causality in the mid‐1980s, noted that 
“the primary moral I drew was that causal concepts cannot be fully explicated in terms of 
statistical relationships; in addition, I concluded, we need to appeal to causal processes 
and causal interactions” (Salmon 1989, 168). I do not think these metaphysical issues 
ought to concern practicing scientists.
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Faced with multiple causes and interactions, what is one to do? There are two dominant 
responses. The first relies on detailed (usually formal) theories which make precise 
empirical predictions which distinguish between the theories. Such theories are usually 
tested by laboratory experiments with such strong manipulations and careful controls 
that one may reasonably claim to have obtained exact balance and the practical absence 
of measurement error. Such manipulations and controls allow one to use generalizations 
of the Method of Difference. A large number of theories in physics offer canonical 
examples of this approach. Deduction plays a prominent role in this approach.

The second response relies on conditional probabilities and counterfactuals. These 
responses are not mutually exclusive. Economics, for example, is a field which relies 
heavily on both formal theories and statistical empirical tests. Indeed, unless the 
proposed formal theories are nearly complete, there will always be a need to take random 
factors into account. And even the most ambitious formal modeler will no (p. 290) doubt 
concede that a complete deductive theory of politics is probably impossible. Given that 
our theories are weak, our causes complex, and data noisy, we cannot avoid conditional 
probabilities. Even researchers sympathetic to finding necessary or sufficient causes are 
often led to probability given these problems (e.g. Ragin 2000).

4 From Conditional Probabilities to 
Counterfactuals
Although conditional probability is at the heart of inductive inference, by itself it isn't 
enough. Underlying conditional probability is a notion of counterfactual inference. It is 
possible to have a causal theory that makes no reference to counterfactuals (Brady, this 
volume; Dawid 2000), but counterfactual theories of causality are by far the norm, 
especially in statistics. The Method of Difference is motivated by a counterfactual notion: 
I would like to see what happens both with antecedent A and without A. When I use the 
Method of Difference, I don't conjecture what would happen if A were absent. I remove A
and actually see what happens. Implementation of the method obviously depends on a 
manipulation. Although manipulation is an important component of experimental 
research, manipulations as precise as those entailed by the Method of Difference are not 
possible in the social sciences in particular and with field experiments in general.

We have to depend on other means to obtain information about what would occur both if
A is present and if A is not. In many fields, a common alternative to the Method of 
Difference is a randomized experiment. For example, we could either contact Jane to 
prompt her to vote as part of a turnout study or we could not contact her. But we cannot 
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observe what would happen if we both contacted Jane and if we did not contact Jane—i.e. 
we cannot observe Jane's behavior both with and without the treatment. If we contact 
Jane, in order to determine what effect this treatment had on Jane's behavior (i.e. 
whether she voted or not), we still have to obtain some estimate of the counterfactual in 
which we did not contact Jane. We could, for example, seek to compare Jane's behavior 
with someone exactly like Jane whom we did not contact. The reality, however, is that 
there is no one exactly like Jane with whom we can compare Jane's turnout decision. 
Instead, in a randomized experiment we obtain a group of people (the larger the better) 
and we assign treatment to a randomly chosen subset (to contact) and we assign the 
remainder to the control group (not to be contacted). We then observe the difference in 
turnout rates between the two groups and we attribute any differences to our treatment.

In principle the process of random assignment results in the observed and unobserved 
baseline variables of the two groups being balanced.  In the simplest setup, (p. 291)

individuals in both groups are supposed to be equally likely to receive the treatment, and 
hence assignment to treatment will not be associated with anything which may also affect 
one's propensity to vote. In an observational setting, unless something special is done, 
the treatment and nontreatment groups are almost never balanced.

The core counterfactual motivation is often forgotten when researchers estimate 
conditional probabilities to make causal inferences. This situation often arises when 
quantitative scholars attempt to estimate partial effects.  On many occasions the 
researcher estimates a regression and interprets each of the regression coefficients as 
estimates of causal effects holding all of the other variables in the model constant. For 
many in the late nineteenth and early twentieth centuries, this was the goal of the use of 
regression in the social sciences. The regression model was to give the social scientist the 
control over data which the physicist obtained via precise formal theories and the 
biologist obtained via experiments. Unfortunately, if one's covariates are correlated with 
each other (as they almost always are), interpreting regression coefficients to be 
estimates of partial causal effects is simply asking too much from the model. With 
correlated covariates, one variable (such as race) does not move independently of other 
covariates (such as income, education, and neighborhood). With such correlations, it is 
difficult to posit interesting counterfactuals of which a single regression coefficient is a 
good estimate.

A good example of these issues is offered by the literatures which developed in the 
aftermath of the 2000 presidential election. A number of scholars try to estimate the 
relationship between the race of a voter and uncounted ballots. Ballots are uncounted 
either because the ballots contain no votes (undervotes) or overvotes (more than the legal 
number of votes).  If one were able to estimate a regression model, for example, which 
showed that there was no relationship between the race of a voter and her probability of 
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casting uncounted ballots when and only when one controlled for a long list of covariates, 
it would be unclear what one has found. This uncertainty holds even if ecological and a 
host of other problems are pushed aside because such a regression model may not allow 
one to answer the counterfactual question of interest—i.e. “if a black voter became white, 
would this increase or decrease her chance of casting an uncounted ballot?” What does it 
mean to change a voter from black to white? Given the data, it is not plausible that 
changing a voter from black to white would have no implications for the individual's 
income, education, or neighborhood of residence. It is difficult to conceptualize a serious 
counterfactual for which this regression result is relevant. Before any regression is 
estimated, we know that if we measure enough variables well, the race variable itself in 
2000 will be insignificant. But in a world where being black is highly correlated with 
socioeconomic variables, it is not clear what we learn about the causality of ballot 
problems from a showing that the race coefficient itself can be made insignificant.

There are no general solutions or methods which ensure that the statistical quantities we 
estimate provide useful information about the counterfactuals of interest. (p. 292) The 
solution, which almost always relies on research design and statistical methods, depends 
on the precise research question under consideration. But all too often the problem is 
ignored. All too often the regression coefficient itself is considered to be an estimate of 
the partial causal effect. Estimates of conditional means and probabilities are an 
important component of establishing causal effects, but are not enough. One has to 
establish the relationship between the counterfactuals of interest and the conditional 
probabilities one has managed to estimate.

A large number of other issues are also important when one is examining the quality of 
the conditional probabilities one has estimated. A prominent example is the extent to 
which one can combine a given collection of observations. The combining of observations 
which are actually rather different is one of the standard objections to statistical analysis. 
But the question of when and how one can legitimately combine observations is and has 
long been one of the central research questions in statistics. In fact, the original purpose 
of least squares was to give astronomers a way of combining and weighting their 
discrepant observations in order to obtain better estimates of the locations and motions 
of celestial objects (Stigler 1986). Generally used methods, such as robust estimation, 
still require that the model for combining observations is correct for most of the sample 
under consideration so they do not get to the heart of the problem (e.g. Bartels 1996;
Mebane and Sekhon 2004). This is a subject that political scientists need to pay more 
attention to.
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5 Discussion
This chapter has by no means offered a complete discussion of causality and all one has 
to do in order to demonstrate a causal relationship. There is much more to this than just 
conditional probabilities and even counterfactuals. For example, it is often important to 
find the causal mechanism at work, in the sense of understanding the sequence of events 
which lead from A to a. And I agree with qualitative researchers that case studies are 
particularly helpful in learning about such mechanisms. Process tracing is often cited as 
being particularly useful in this regard.

The importance of searching for causal mechanisms is often overestimated by political 
scientists and this sometimes leads to an underestimate of the importance of comparing 
conditional probabilities. We do not need to have much or any knowledge about 
mechanisms in order to know that a causal relationship exists. For example, by the use of 
rudimentary experiments, aspirin has been known to help with pain since Felix Hoffmann 
synthesized a stable form of acetylsalicylic acid in 1897. In fact, the bark and leaves of 
the willow tree (rich in the substance called salicin) have been known to help alleviate 
pain at least since the time of Hippocrates. But the causal mechanism by which aspirin 
alleviates pain was a mystery until recently. Only in 1971 (p. 293) did John Vane discover 

aspirin's biological mechanism of action.  And even now, although we know how it 
crosses the blood—brain barrier, we have little idea how the chemical changes in the 
brain due to aspirin get translated into the conscious feeling of pain relief—after all, the 
mind—body problem has not been solved. But knowledge of causal mechanisms is 
important and useful and no causal account can be considered complete without a 
mechanism being demonstrated or at the very least hypothesized.

The search for causal mechanisms is probably especially useful when working with 
observational data. But it is still not necessary. In the case of the causal relationship 
between smoking and cancer, human experiments were not possible yet most (but not all) 
neutral researchers were convinced of the causal relationship well before the biological 
mechanisms were known.

In clinical medicine case studies continue to contribute valuable knowledge even though 
large‐N statistical research dominates. Although the coexistence is sometimes uneasy, as 
noted by the rise of clinical outcomes research, it is nevertheless extremely fruitful and 
more cooperative than the relationship in political science.  One reason for this is that in 
clinical medicine, researchers reporting cases more readily acknowledge that the 
statistical framework helps to provide information about when and where cases are 
informative (Vandenbroucke 2001). Cases can be highly informative when our 
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understanding of the phenomena of interest is very poor, because then we can learn a 
great deal from a few observations. On the other hand, when our understanding is 
generally very good, a few cases which combine a set of circumstances that we believed 
could not exist or, more realistically, were believed to be highly unlikely can alert us to 
overlooked phenomena. Some observations are more important than others and there 
sometimes are “critical cases” (Eckstein 1975). This point is not new to qualitative 
methodologists because there is an implicit (and all too rarely explicit) Bayesianism in 
their discussion of the relative importance of cases (George and McKeown 1985;
McKeown 1999). If one only has a few observations, it is more important than otherwise 
to pay careful attention to the existing state of knowledge when selecting cases and when 
deciding how informative they are. In general, as our understanding of an issue improves, 
individual cases become less important.

The logical fallacy of cum hoc ergo propter hoc (“with this, therefore because of this”) is 
committed by social scientists as a matter of course. Looking over a random sample of 
quantitative articles in the APSR over the past thirty years, there appears to be no decline 
in articles which commit this fallacy. The fallacy is now more often (p. 294) committed in 
a multivariate sense with the use of multiple regression as opposed to correlations or 
crosstabs. But that does not avoid the problem.

Historically, the matching literature, like much of statistics, has been limited by 
computational power. What is possible with matching today is nothing like what was 
possible in 1970 let alone during Mill's time. Not so long ago estimating a logistic 
regression, the common way today to estimate the propensity score, was prohibitive for 
all but the smallest of data‐sets. Today, as we have seen, we can apply machine learning 
algorithms to the matching problem. These technical innovations will continue, but 
history teaches us to be cautious about what the technical advances will bring us. 
Without a greater focus on experimental research and rigorous observational designs, it 
is unclear what substantive progress is possible.

Appendix A Equal Percent Bias Reductions 
(EPBR)
Affinely invariant matching methods, such as Mahalanobis metric matching and 
propensity score matching (if the propensity score is estimated by logistic regression), 
are equal percent bias reducing if all of the covariates used have ellipsoidal distributions 
(Rubin and Thomas 1992)—e.g. distributions such as the normal or t—or if the covariates 
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are mixtures of proportional ellipsoidally symmetric (DMPES) distributions (Rubin and 
Stuart 2005).

To formally define EPBR, let Z be the expected value of X in the matched control group. 
Then, as outlined in Rubin (1976a), a matching procedure is EPBR if

for a scalar 0 ≤ y ≤ 1. In other words, we say that a matching method is EPBR for X when the 
percent reduction in the biases of each of the matching variables is the same. One obtains the 
same percent reduction in bias for any linear function of X if and only if the matching method is 
EPBR for X. Moreover, if a matching method is not EPBR for X, the bias for some linear function 
of X is increased even if all univariate covariate means are closer in the matched data than in the 
unmatched (Rubin 1976a).
Even if the covariates have elliptic distributions, in finite samples they may not. Then 
Mahalanobis distance may not be optimal because the matrix used to scale the distances, 
the covariance matrix of X, can be improved upon.

The EPBR property itself is limited and in a given substantive problem it may not be 
desirable. This can arise if it is known based on theory that one covariate has a large 
nonlinear relationship with the outcome while another does not—e.g.

, where X  > 1. In such a case, reducing bias in X  will be more important than X .
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Notes:

I thank Henry Brady, David Collier, and Rocío Titiunik for valuable comments on earlier 
drafts, and David Freedman, Walter R. Mebane, Jr., Donald Rubin, and Jonathan N. Wand 
for many valuable discussions on these topics. All errors are my responsibility.

(1) Regression discontinuity is discussed in detail by Green and Gerber in this volume.

(2) Extensions to the case of multiple discrete treatment are straightforward (e.g. Imbens 
2000; Rosenbaum 2002, 300–2).

(3) Also see Abadie and Imbens (2006).
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(4) Affine invariance means that the matching output is invariant to matching on X or an 
affine transformation of X.

(5) The EPBR results of Rubin and Thomas (1992) have been extended by Rubin and 
Stuart (2005) to the case of discriminant mixtures of proportional ellipsoidally symmetric 
(DMPES) distributions. This extension is important, but it is restricted to a limited set of 
mixtures. See Appendix A.

(6) One can do matching with replacement or without. Alternatively one can do optimal 
full matching (Hansen 2004; Rosenbaum 1991) instead of the greedy matching. But this 
decision is a separate one from the choice of a distance metric.

(7) The first estimator of treatment effects to be based on a weighted function of the 
probability of treatment was the Horvitz—Thompson statistic (Horvitz and Thompson 
1952).

(8) For justifications of Mahalanobis distance based on distributional considerations see
Mitchell and Krzanowski (1985; 1989).

(9) The Cholesky decomposition is parameterized such that S = LL′, S  = L. In other 
words, L is a lower triangular matrix with positive diagonal elements.

(10) Technically, the other variables will be given weights just large enough to ensure 
that the weight matrix is positive definite.

(11) See <http://sekhon.berkeley.edu/matching>.

(12) More precisely, lexical optimization will be done: all of the balance statistics will be 
sorted from the most discrepant to the least and weights will be picked which minimize 
the maximum discrepancy. If multiple sets of weights result in the same maximum 
discrepancy, then the second‐largest discrepancy is examined to choose the best weights. 
The process continues iteratively until ties are broken.

(13) Needless to say, although Mill was familiar with the work of Laplace and other 
nineteenth‐century statisticians, by today's standards his understanding of estimation and 
hypothesis testing was simplistic and often erroneous. He did, however, understand that 
if one wants to make valid empirical inferences, one needs to obtain and compare 
conditional probabilities when there may be more than one possible cause of an effect or 
when the causal relationship is complicated by interaction effects.

(14) Ecological inferences are inferences about individual behavior which are based on 
data of group behavior, called aggregate or ecological data.

1/2
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(15) For details on the relationship between qualitative comparative analysis and 
standard regression see Seawright (2004).

(16) For all page referencing I have used a reprint of the eighth edition of A System of 
Logic Ratiocinative and Inductive, first published in 1872. The eighth edition was the last 
printed in Mill's lifetime. The eighth and third editions were especially revised and 
supplemented with new material.

(17) Following Mill's usage, my usage of the word “antecedent” is synonymous with 
“possible cause.” Neither Mill nor I intends to imply that events must be ordered in time 
to be causally related.

(18) The requirement of a manipulation by the researcher has troubled many 
philosophers of science. But the claim is not that causality requires a human 
manipulation, but only that if we wish to measure the effect of a given antecedent we 
gain much if we are able to manipulate the antecedent. For example, manipulation of the 
antecedent of interest allows us to be confident that the antecedent caused the effect and 
not the other way around—see Brady (this volume).

(19) Aside from a large sample size, experiments need to also meet a number of other 
conditions. See Campbell and Stanley (1966) for an overview particularly relevant for the 
social sciences. An important problem with experiments dealing with human beings is the 
issue of compliance. Full compliance implies that every person assigned to treatment 
actually receives the treatment and every person assigned to control does not. 
Fortunately, if noncompliance is an issue, there are a number of possible corrections 
which make few and reasonable assumptions—see Barnard et al. (2003).

(20) Baseline variables are the variables observed before treatment is applied.

(21) More formally, random assignment results in the treatment being stochastically 
independent of all baseline variables as long as the sample size is large and other 
assumptions are satisfied.

(22) Barnard et al. (2003) discuss in detail a broken school voucher experiment and a 
correction using stratification.

(23) In an experiment much can go wrong (e.g. compliance and missing data problems), 
but the fact that there was a manipulation can be very helpful in correcting the problems
—Barnard et al. (2003). Corrections are more problematic in the absence of an 
experimental manipulation because additional assumptions are required.
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(24) Mill's methods have additional limitations which are outside the scope of this 
discussion. For example, there is a set of conditions, call it Z, which always exists but is 
unconnected with the phenomenon of interest. For example, the star Sirius is always 
present (but not always observable) whenever it rains in Boston. Is the star Sirius and its 
gravitational force causally related to rain in Boston? Significant issues arise from this 
question which I do not discuss.

(25) See Waldner (2002) for an overview.

(26) Ontology is the branch of philosophy concerned with the study of existence itself.

(27) Epistemology is the branch of philosophy concerned with the theory of knowledge, in 
particular the nature and derivation of knowledge, its scope, and the reliability of claims 
to knowledge.

(28) Mill places great importance on deduction in the three‐step process of “induction, 
ratiocination, and verification” (Mill 1872, 304). But on the whole, although the term
ratiocinative is in the title of Mill's treatise and even appears before the term inductive, 
Mill devotes little space to the issue of deductive reasoning.

(29) This occurs with arbitrarily high probability as the sample size grows.

(30) A partial effect is the effect a given antecedent has on the outcome variable net of all 
the other antecedents—i.e. when all of the other variables “are held constant.”

(31) See Herron and Sekhon (2003; 2005) for a review of the literature and relevant 
empirical analysis.

(32) Process tracing is the enterprise of using narrative and other qualitative methods to 
determine the mechanisms by which a particular antecedent produces its effects—see
George and McKeown (1985).

(33) He was awarded the 1982 Nobel Prize for Medicine for this discovery.

(34) R. A. Fisher, one of the fathers of modern statistics and the experimental method, 
was a notable exception. Without the manipulation offered by an experiment, he 
remained skeptical. He hypothesized that genetic factors could cause people to both 
smoke and get cancer, and hence there need not be any causal relationship between 
smoking and cancer (Fisher 1958a; 1958b).

(35) Returning to the aspirin example, it is interesting to note that Lawrence Craven, a 
general practitioner, noticed in 1948 that the 400 men he had prescribed aspirin to did 
not suffer any heart attacks. But it was not until 1985 that the US Food and Drug 
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Administration approved the use of aspirin for the purposes of reducing the risk of heart 
attack. And in 1988 the Physicians' Health Study, a randomized, double‐blind, placebo‐
controlled trial of apparently healthy men, was stopped early because the effectiveness of 
aspirin had finally been demonstrated (Steering Committee of the Physicians' Health 
Study Research Group 1989).

(36) Note that DMPES defines a limited set of mixtures. In particular, countably infinite 
mixtures of ellipsoidal distributions (1) where all inner products are proportional and (2) 
where the centers of each constituent ellipsoidal distribution are such that all best linear 
discriminants between any two components are also proportional.

Jasjeet Sekhon
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1 I n t r o d u c t i o n  

A h n o s t  two  decades  have  p a s s e d  s ince  P a u l  H o l l a n d  p u b l i s h e d  his s e m i n a l  

p a p e r ,  H o l l a n d  (1986),  by  t h e  s a m e  t i t le .  O u r  u n d e r s t a n d i n g  of causa l  

i n f e r e n c e  has  s ince  i n c r e a s e d  severa l  folds, d u e  p r i m a r i l y  t o  a d v a n c e s  in  

t h r e e  a reas :  

1. N o n p a r a m e t r i c  s t r u c t u r a l  e q u a t i o n s .  

2. G r a p h i c a l  m o d e l s .  
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3. Symbiosis between counterfactual and graphical methods.  

This paper aims at summarizing and exemplifying these advances. 

These advances are central to the empirical sciences because the re- 
search questions tha t  motivate most studies in the health, social and be- 
ha~doral sciences are not statistical but  causal in nature. For example, what 
is the efficacy of a given drug in a given population? Whether  data  can 
prove an employer guilty of hiring discrimination? What  fraction of past 
crimes could have been avoided by a given policy? What  was the cause 
of death of a given individual, in a specific incident? Not surprisingly', 
the central target  of such studies is the elucidation of cause-effect rela- 
tionships among variables of interests, for example, t reatments ,  policies, 
preconditions and outcomes. While good statisticians have always known 
tha t  the elucidation of causal relationships from observational studies must 
be shaped by assumptions about how the data  were generated, the relative 
roles of assumptions and data  has been a subject of numerous controver- 
sies. This paper settles these controversies by introducing useful language 
for formulating such assumptions and tools for analyzing empirical da ta  in 
light of these assumptions. 

In order to express causal assumptions mathematically,  certain exten- 
sions are required in the s tandard mathematical  language of Statistics, and 
these extensions are not generally emphasized in the mainstream literature 
and education. As a result, large segments of the statistical research com- 
muuity find it hard to appreciate and benefit from the  many theoretical 
results tha t  causal analysis has produced in the past two decades. These 
include advances in graphical models (Pearl, 1988; Lauritzen, 1996; Cowell 
et al., 1999), counterfactual  or "potential outcome" analysis (Kosenbaum 
and Rubin, 1983; Robins, 1986; Manski, 1995; Angrist et al., 1996; Green- 
land et al., 19991)), s tructural  equation models Heckman and Smith (1998), 
and a more recent formulation, which unifies these approaches under a 
single interpretat ion (Pearl, 1995a, 2000). 

This paper aims at making these advances more accessible to the gen- 
eral research community  1. To this end, Section 2 begins by illuminat- 
ing two conceptual barriers tha t  impede the transit ion from statistical to 
causal analysis: (i) coping with untested assumptions and (ii) acquiring 

1Excel le , l t  i n t r oduc t o ry -  e x p o s i t i o n s  c a n  also be  f o u n d  in K a u f m a n  a n d  K a u f m a n  

(2001) and Robins (2001). 



Statistics and Causal Inference 283 

new mathematical  notation. Crossing these barriers, Section 3.1 then in- 
troduces the fundamentals  of causal modeling from a perspective tha t  is 
relatively new to the statistical literature. It is based on s tructural  equa- 

t ion models  (SEM), which have been used extensively in economics and 
the social sciences (Goldberger, 1972; Duncan, 1975; Joreskog and Sorbom, 
1978), even though the causal content of these models has been obscured 
sig~lificantly since their inception (l\iuthen, 1987; Chou and Bentler, 1995) 
(see Freedman, 1987, for critique and Pearl, 2000, Chapter 5 for histori- 
cal perspective). Section 3.2 uses these modeling fundamentals  to develop 
simple mathematical  tools for estimating causal effects and for the control 
of confounding. These tools permit investigators to communicate causal 
assumptions formally using diagrams, then inspect the diagram and 

1. Decide whether  the assumptions made are su~cient  for obtaining 
consistent estimates of the  target  quantity; 

2. Derive (if the answer to i tem 1 is affirmative) a closed-form expression 
for the target  quanti ty in terms of distributions of observed quantities; 
and 

3. Suggest (if the answer to i tem 1 is negative) a set of observations and 
experiments that ,  if performed, would render a consistent estimate 
feasible. 

Section 4 relates these tools to procedures tha t  are used in the potential 
outcome approach. Finally, Section 4.3, offers a symbiosis that  exploits 
the best features of the two approaches structural models and potential 
outcome. 

2 F r o m  a s s o c i a t i o n a l  t o  c a u s a l  a n a l y s i s :  D i s t i n c t i o n s  a n d  
b a r r i e r s  

2.1 T h e  bas ic  d i s t i n c t i o n :  c o p i n g  w i t h  c h a n g e  

The aim of s tandard statistical analysis, typified by regression and other 
estimation techniques, is to infer parameters of a distribution from samples 
drawn of tha t  distribution. With  the help of such parameters,  one can in- 
fer associations among variables, estimate the likelihood of past and future 
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events,  as well as upda t e  the  l ikel ihood of events in l ight of new evidence 

or new measu remen t s .  These  tasks  are m a n a g e d  well by s t a n d a r d  stat is-  

t ical  analysis  so long as expe r imen ta l  condi t ions  remain  the  same.  Causal  

analysis  goes one step fur ther ;  its a im is to  infer aspects  of the  d a t a  gen- 

e ra t ion  process.  W i t h  t he  help of such aspects ,  one can  deduce  not  on ly  
the  l ikel ihood of events  under  s ta t ic  condi t ions ,  bu t  also the  dynamics  of 

events  under  cflangi~g conditions. This capabi l i ty  includes pred ic t ing  the  

effects of in tervent ions  (e.g., t r e a t m e n t s  or pol icy decisions) an d  sponta-  

neous changes (e.g., epidemics or na tu ra l  disasters) ,  ident i fy ing  causes of 
r e po r t e d  events~ and  assessing responsibi l i ty  and  a t t r i b u t i o n  (e.g.~ whe ther  

event  x was necessary  (or sufficient) for the  occur rence  of event  ~/). 

This  d i s t inc t ion  implies t h a t  causal and associa t ional  concepts  do not  

mix.  Associat ions charac ter ize  s ta t ic  condit ions,  while causal  analysis deals 

~dth changing  condi t ions .  T h e r e  is no th ing  in the  jo int  d i s t r ibu t ion  of 
s y m p t o m s  and diseases to  tell us t h a t  cur ing the  former  would or would not  

cure  the  la t te r .  More  generally, the re  is no th ing  in a d i s t r ibu t ion  func t ion  
to tell us how t h a t  d i s t r ibu t ion  would differ if ex te rna l  condi t ions  were to  

change s w  f rom o b s e r v a t i o n a l t o  expe r imen ta l  se tup because  the  laws of 

p robabi l i ty  t he o ry  do not  d ic ta te  how one p r o p e r t y  of a d i s t r ibu t ion  ought  

to change when ano the r  p r o p e r t y  is modif ied  2. 

Drawing  ana logy  to  visual pe rcep t ion ,  the  i n fo rma t ion  con ta ined  in a 

p robabi l i ty  func t ion  is analogous  to  a geomet r ica l  descr ip t ion  of a th ree-  

d imens iona l  objec t ;  it is sufficient for p red ic t ing  how t h a t  ob jec t  will be 

viewed f rom any  angle outs ide  the  objec t ,  b u t  it is insufficient for p red ic t ing  

how the  objec t  ~qll be de fo rmed  if m a n i p u l a t e d  and squeezed by ex te rna l  

forces. T h e  addi t iona l  i n fo rma t ion  needed  for mak ing  such predic t ions  (e.g., 
the  ob jec t ' s  resilience or elast ic i ty)  is analogous  to the  in fo rma t ion  t h a t  
causal  assumpt ions  provide  in various f o r m s - - g r a p h s ,  s t ruc tu ra l  equa t ions  

or plain English.  The  role of this in fo rma t ion  is to  ident i fy  those  aspects  of 

the  world t h a t  r emain  invar iant  when ex te rna l  condi t ions  change,  say due 

to t r e a t m e n t s  or policy" decisions. 

These  considera t ions  imply t h a t  the  slogan "cor re la t ion  does not  imply  

causa t ion"  can be t r a n s l a t e d  into a useful principle:  one canno t  subs tml t ia te  

eEven tke theory of stochastic processes, which provides probabilistic characterization 
of certain dynamic phenomena, assumes a fixed density function over time-indexed vm'i- 
ables. There is nothing in such a function to tell us how it would be altered if external 
conditions were to change; for example, restricting a variable to a certain value, or forcing 
one variable to track another. 
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causal claims f rom associat ions  alone, even at  the  popu la t i on  level b eh in d  

every  causal  conclus ion there  must  lie some causal a s su m p t io n  t h a t  is not  

t es tab le  in observa t iona l  studies.  Car twr igh t  (1989) expressed  this pr inciple  

as "no causes in, no causes ou t " ,  mean ing  we canno t  conver t  s ta t i s t ica l  

knowledge into causal knowledge.  

2.2 F o r m u l a t i n g  t h e  b a s i c  d i s t i n c t i o n  

A useful d e m a r c a t i o n  line that makes the  d is t inc t ion  be tween  associat ional  

and  causal concepts  unambiguous  and  easy to  apply,  can  be fo rmula ted  as 

follows. An associa t ional  concept  is any  re la t ionship  t h a t  can  be def ined in 

t e rms  of a jo int  d i s t r ibu t ion  (be it personal  or f l 'equency-based)  of observed  

variables,  and  a causal concept  is any re la t ionship  t h a t  c an n o t  be def ined 

f rom the  d i s t r ibu t ion  alone. Examples  of associa t ional  concepts  are:  cor- 

re la t ion,  regression,  dependence ,  condi t ional  independence ,  l ikelihood, col- 

lapsibili ty,  risk ratio,  odd  rat io,  margina l iza t ion ,  condi t iona l iza t ion ,  "con- 
t ro l l ing for," a nd  so on :~. Examples  of causal concepts  are: r andomiza t ion ,  

influence,  effect, confounding,  "hold ing  cons tan t , "  d i s turbance ,  spurious 

corre la t ion ,  i n s t rumen ta l  variables,  in tervent ion ,  explana t ion ,  a t t r ibu t ion ,  

and  so on. T h e  purpose  of this  d e m a r c a t i o n  line is not  to  exclude these  

causal concepts  f rom the  province  of s ta t i s t ica l  analysis 4 but ,  ra ther ,  to  

make  it easy for invest igators  to  t r ace  the  assumpt ions  t h a t  are needed  
for subs t an t i a t i ng  various types  of scientific claims. Eve ry  claim invoking 

causal concepts  mus t  b e t r aced  to  some prenfises t h a t  invoke such concepts ;  

it canno t  be der ived or inferred from stat is t ical  associat ions alone. 

2 .3  R a m i f i c a t i o n s  o f  t h e  b a s i c  d i s t i n c t i o n  

This  pr inciple  has far reaching  consequences  t h a t  are not  general ly  recog- 

nized in the  s t a n d a r d  stat is t ics  l i te ra ture .  Man y  researchers ,  %r example ,  

are convinced t h a t  con found ing  is solidly founded  in s t andard ,  frequen- 

t is t  s tat is t ics ,  and  t h a t  it can be given an associa t ional  defini t ion saying 

aThe term 'risk ratio' and 'risk factors' have been used ambivalently in the literature; 
some authors insist on a risk factor having causal influence on the outcome, and some 
embrace factors that are merely associated with the outcome. 

4Pearl (2000) termed tttis distinction "causal vs. statistical" to reflect the overwhelm- 
ing emphasis on associational concepts in the statistical literature. The term "causal vs. 
associational" is used here as an invitation for statisticians to correct past neglects. 
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(roughly): "U is a potential confounder for examining the effect of treat- 
ment X on outcome Y when both U and X and U and Y are not indepen- 
dent." Tha t  this definition and all its many variants nmst fail, is obvious 
from basic considerations: 

. 

. 

Confounding deals with the discrepancy between an association mea- 

sured in an observational s tudy and an association that  would prevail 
under ideal experimental conditions. 

Associations prevailing under experimental conditions are causal 
quantities because they cannot be inferred from the joint distribu- 
tion alone. Therefore, confounding is a causal concept; its definition 

cannot be based on statistical associations alone, since these c~t,z be 
derived from the joint distribution. 

Indeed, one can construct simple examples showing that the associa- 
tional criterion is neither necessary nor sufiScient, that  is, some confounders 
may not be associated with X nor with Y and some non-confounders may 

be associated with both X and V (Pearl, 2000, pp. 185-186); see also Sec- 
t ion 3.15 . This further implies tha t  confounding bias cannot be detected or 

corrected by statistical methods alone, not even by the most sophisticated 
techniques tha t  purport to ;;control for confounders", such as stepwise se- 
lection KleiN)aura et al. (1998) or collapsibility-based methods Crayson 
(1987). One must make some assumptions regarding causal relationships 
in the problem, in particular about how the potential "confounders" affect 
other covariates in the problem, before an adjustment  can safely correct 
for confounding bias. It follows tha t  the rich epidemiological literature 
on the control of confounding nmst be predicated upon some tacit  causal 
assumptions and, since causal vocabulary has generally been avoided in 
much of tha t  literature (e.g., Bishop, 1971; Whit temore,  1978; Crayson, 
1987; Hauck et al., 1991; Becher, 1992), 6 major efforts would be required to 

assess the relevance of this impressive literature to the modern concepcion 

5Simi la r  a r g u m e n t s  a p p l y  t o  t h e  c o a c e p t s  of  " r a n d o m i z a t i o n "  a n d  " i n s t r u m e n t a l  vari-  

ab l e s "  w h i c h  are  c o m m o n l y  t h o u g h t  t o  h a v e  a s s o c i a t i o n a l  de f in i t i ons .  O u r  d e m a r c a t i o n  

l ine imp l i e s  t h a t  t h e y  d o n ' t ,  a n d  t h i s  i m p l i c a t i o n  g u i d e s  u s  t o w a r d  e x p l i c a t i n g  t h e  c a u s a l  
a s s u m p t i o n s  u p o n  w h i c h  t h e s e  c o n c e p t s  a re  f o u n d e d  (see S e c t i o n  3.4).  R a n d o m i z a t i o n ,  

tor  e x a m p l e ,  is b a s e d  on t h e  a s s u m p t i o n  t h a t  t h e  o u t c o m e  of a t a i r  co in  is n o t  " c a u s a l l y  

intq-uenced '~ by  an?" v a r i a b l e  t h a t  c a n  be  m e a s u r e d  on a m a c r o s c o p i c  level.  

~ N o t a b l e  e x c e p t i o n  is t h e  a n a l y s i s  o t  G r e e n l a n d  a n d  R o b i n s  (1986) .  
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of confounding as effect bi~s Greenland et al. (1999b) 7. 

Another ramification of the sharp distinction between associational and 
causal concepts is tha t  any mathematical  approach to causal analysis must 
acquire new notat ion for expressing causal assumptions and causal claims. 

The vocabulary of probabili ty calculus, with its powerful operators of con- 
ditionalization and marginalization, is insufficient %r expressing causal in- 
formation. To illustrate, the syntax of probabili ty calculus does not permit  
us to express the simple fact tha t  "symptoms do not cause diseases", let 
alone draw mathematical  conclusions from such facts. All we can say is 
tha t  two events are dependen t - -mean ing  that  if we find one, we can expect 
to encounter the  other, but  we cannot distinguish statistical dependence, 
quantified by the conditional probabil i ty P(diseasels'yrr~ptom) from causal 
dependence, for which we have no expression in s tandard probabil i ty cal- 
culus s. Scientists seeking to express causal relationships must  therefore 
supplement the language of probabil i ty with a vocabulary for causality, 

one in which the symbolic representation for the  relation "symptoms cause 
disease" is distinct from the symbolic representation of "syn~ptoms are as- 
sociated with disease." Only aRer achieving such a distinction can we label 
the former sentence "false," and the latter "true", so as to properly in- 
corporate causal information in the design and interpretation of statistical 
studies. 

The preceding two requirements: (1) to commence causal analysis with 
untested ~, theoretically or judgmental ly  based assumptions, and (2) to ex- 
tend the syntax of probabili ty calculus, constitute, in my experience, the 
two main obstacles to the acceptance of causal analysis among statisticians 
and among professionals with traditional training in statistics. V~.~ shall 
now explore in more detail the nature of these two barriers, and why they 
have been so tough to cross. 

'~Although t h e  confou, lding l i t e ra tu re  has  p e r m i t t e d  one causal  a s s u m p t i o n  to con- 
t a m i n a t e  i ts v o c a b u l a r y - - t h a t  the  adjus ted  confounder  must, not be  "affected by the  
t r e a t m e n t " ,  Cox (1958) t h i s  cond i t ion  a lone is insufficient for d e t e r m i n i n g  which vari 
ables  need be  ad jus ted  for (Pearl ,  2000, pp. 182 9). 

SAt t emp t s  to  define causal  dependence  by add ing  t e m p o r a l  i n fo rma t ion  and cond i t ion  

lag on tke  ent i re  past  (e.g., Suppes ,  1970) v io la te  t he  s t a t i s t i ca l  r equ i r emen t  of l imi t ing 
the  analys is  to "observed var iab les" ,  and encoun te r  o the r  i n s u r m o u n t a b l e  difficulties (see, 
E.ells, 1991; Pearl ,  2001, pp.  249 2.57). 

aBy ' ;untes ted"  I mean  untes ted  using f requency d a t a  in n o n e x p e r i m e n t a l  s tudies .  
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2.4 T h e  b a r r i e r  of  u n t e s t e d  a s s u m p t i o n s  

There are three fundamental  differences between associational and causal 
assumptions. First, associational assumptions, even untested, are testable 
in principle, given sufficiently large sample and sufficiently fine measure- 
ments. Causal assumptions, in contrast, cannot be verified even in prin- 
ciple, unless one resorts to experimental  control. This difference is espe- 
cially accentuated in Bayesian analysis. Though the priors tha t  Bayesians 
commonly assign to statistical parameters  are untested quantities, the sen- 
sitivity to these priors tends to diminish with increasing sample size. In 
contrast, sensitixdty to priors of causal parameters,  say those measuring 
the effect of smoking on lung cancer, remains non-zero regardless of sample 
size. 

Second, associational assumptions can be expressed in the familiar lan- 
guage of probability calculus, and thus assume an aura of scholarship and 
scientific respectability. Causal assumptions, as we have seen before, are 
deprived of tha t  honor, and thus |)ecome imn~ectiate suspect of informal, 
anecdotal or metaphysical thinking. Again, this difference becomes illmni- 
nated among Bayesians, who are accustomed to accepting untested, judg- 
mental  assumptions, and should therefore invite causal assumptions with 
open a rms - - they  don't .  A Bayesian is prepared to accept an expert 's judg- 
ment, however esoteric and untestable, so long as the judgment  is presented 
as a probability expression. Bayesians tu rn  apprehensive when tha t  same 
judgment  is cast in plain causal English, as in " t reatment  does not change 
gender." A typical example can be seen in Lindley and Novick (1981) treat-  
ment of confounding, in the context of Simpson's paradox (see Pearl, 2000, 
pp. 174 182 for details). 

The third  resistance to causal (vis-g-vis associational) assumptions 
stems from their intimidating clarity. Assumptions about  abstract  proper- 
ties of density functions or about conditional independencies among vari- 
ables are, cogmtively speaking, rather opaque, hence they  tend to be for- 
given, rather  than debated. In contrast,  assumptions about  how variables 
cause one another are shockingly transparent,  and tend therefore to invite 
counter-argumenl, s and counter-hypotheses. Iromcally, it is the latter fea- 
ture tha t  often deters researchers from articulating assumptions in causal 
vocabulary. Indeed, since the bulk of scientific knowledge is orgaNzed in 
causal schema, scientists are incredibly creative in constructing compel, ing 
alternatives to any causal hypol, hesis, however plausible. Statistical hy- 
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potheses in contrast, having been several levels removed from our store of 
knowledge, are relatively protected from such challenges, and offer therefore 
a safer ride toward the conclusion. 

It is important  to emphasize, therefore, tha t  causal analysis does not 

deal with defending modeling assumptions, in much the same way that  
differential calculus does not deal ~ t h  defending the physical validity of 
a differential equation that  a physicist chooses to use. In fact no analysis 
void of experimental da ta  can possibly defend causal assumptions.  Instead, 
causal analysis deals with the conclusions tha t  logically follow" from the 
combination of d~ta and a given set of assumptions,  just in case one is 
prepared to accept the  latter. Thus, all causal inferences are necessarily 
conditional, and the most one can demand from such analysis is: 

1. Tha t  the premises be amenable to mathematical  analysis. 

2. Tha t  the premises be art iculated in a meaningful and unambiguous 
language for one to judge their plausibility or inevitability. 

The structural  equation language introduced in Section 3 will be shown 
to have these two features. 

2 . 5  T h e  b a r r i e r  o f  n e w  n o t a t i o n  

The need to adopt  a new notation, foreign to  the province of probabil i ty 
theory, has been t raumat ic  to most persons trained in statistics; part ly be- 
cause the  adaptat ion of a new language is difficult in general, and part ly 
because s tat is t ic ians-- this  author included--have been accustomed to as- 
suming that  all phenomena, processes, thoughts,  and modes of inference 
can be captured in the powerful language of probabil i ty theory. 

How" does one recogaxize causal expressions in the statistical literature? 
Those versed in the potent ial-outcome notat ion (Neyman, 1923; Rubin, 
1974; Holland, 1988), can recogmze such expressions through the subscripts 
tha t  are a t tached to counterfactual events and counterfactual variables, e.g. 
Y~(~) or Z ~ .  (Some authors use parenthetical expressions, e.g. Y(x,  u) or 
Z(x ,y ) . )  The expression Y~(~), for example, stands for the value that  
outcome Y would take in individual u, had t reatment  X been at level x. 
If u is chosen at random, Y~ is a random variable, and one can talk about  
the probabili ty that  Y~ would attain a value Y in the population, writ ten 
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P(Y~  9)- Alternatively, Pearl (1995a) and Kaufman and Kaufman (2001) 
used expressions of the form P ( Y  = y l s e t ( X  = x) )  or P ( Y  = y l d o ( X  = x ) )  

to denote the probability (or frequency) that  event (Y 9) would occur if 
t reatment condition X = x were enforced uniformly over the population~. ~ 
Still a third notation that  distinguishes causal expressions is provided by 
graphical models, where the arrows convey causal directionalityl~ 

However, in the bulk of the statistical literature, causal claims rarely 
appear in the mathematics.  They surface only in the verbal interpretation 
that  investigators occasionally attach to certain associations, and in the ver- 
bal description ~4_th which investigators justify assumptions. For example, 
the assumption that  a covariate is not affected by a treatment,  a necessary 
assumption for the control of confounding Cox (1958), is expressed in plain 
English, not in a mathematical expression. 

The absence of notational distinction between causal and statistical 
relationships at first seemed harmless, because investigators were able to 
keep such distinctions implicitly in their heads, and managed to confine the 
mathematics to conventional, conditional probability expressions (Breslow 
and Day, 1980; Miettinen and Cook, 1981). However, as problem com- 
plexity grew, the notational inadequacy of probability calculus began to 
surface, and intense controversies ensued in the 1980-90's between writers 
using conventional statistical notation and the few who endeavored to en- 
rich probability calculus with causal vocabulary. Robins (1986, 1987), for 
example, showed that  conventional methods of estimating survival distribu- 
tions under t ime-dependent treatments,  (e.g., t ime-dependent Cox regres- 
sion) may be biased. Greenland and Robins (1986)showed (using counter- 
factual analysis) that  conventional defimtions tha t  equated confounding to 
noncollapsibility would generally lead to biased effect estimates. Holland 
and Rubin (1988) came to similar conclusions. Using diagrams for guid- 
ance, V~.%inberg (1993) noted tha t  epidemiologists who follow established 
practices and informal criteria often adjust for the ~a'ong set of covariates. 
Likewise, Robins and Greenland (1992) proved that  the then prevailing 

l ~  P ( Y  --  y l d o ( X  --  ,r)) is e q u i v a l e n t  t o  P(Y~ --  g),  w h i c h  is what,  we n o r m a l l y  

a s s e s s  in a con t ro l l ed  e x p e r i m e n t ,  w i t h  X r a n d o m i z e d ,  in  w h i c h  t h e  d i s t r i b u t i o n  of Y is 

e s t i m a t e d  for  e a c h  level  x of X .  

11Thes  e n o t a t i o n a l  c lues  s h o u l d  be  u se fu l  for d e r e c t i n g  i n a d e q u a t e  d e f i n i t i o n s  of c a u s a l  

c o a c e p t s ;  a n y  d e f i n i t i o n  of c o n f o u n d i n g ,  r a n d o m i z a t i o n  or i n s t r u m e n t a l  v a r i a b l e s  t h a t  

is c a s t  in s t a n d a r d  p r o b a b i l i t y  e x p r e s s i o n s ,  void  of g r a p h s ,  c o u n t e r f a c t u a l  s u b s c r i p t s  or  

d o ( * )  o p e r a t o r s ,  c a n  safe ly  b e  d i s c a r d e d  as  i n a d e q u a t e .  
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practice of estimating direct effects by controlling intermediate variables 
can lead to biased estimates. Again, using counterfactual notation, Robins 
and Greenland (1989); Greenland (1999) showed tha t  conventional crite- 
ria for deciding legal responsibility (for exposure-induced damages), which 
were based on risk ratio instead of probabili ty of causation, can be severely 
biased relative to judicial standards.  Thus, the notational inadequacy of 
s tandard statistics, which was first tolerated and glossed over, took a heavy 
toll before explicit causal notation brought it to light. 

Remarkably, despite this record of success, the mathematics  of causal 
analysis has remained enigmatic to most rank and file researchers, and its 
potentials still lay" grossly underutilized in the statistics based sciences. The 
reason for this, I am firmly convinced, can be traced to the unfriendly and 
ad-hoc notation in which causal analysis has been presented to  the research 
commuNty.  The next section provides a conceptualization tha t  overcomes 
these mental barriers; it offers both  a friendly mathematical  machinery for 

cause-effect analysis and a formal foundation for counterfactual analysis. 

3 T h e  l a n g u a g e  o f  d i a g r a m s  a n d  s t r u c t u r a l  e q u a t i o n s  

3.1 Linear s t ruc tura l  e q u a t i o n  m o d e l s  

How can one express mathematical ly  the common understanding that  
symptoms do not cause diseases? The earliest a t t empt  to formulate such re- 
lationship mathematical ly was made in the 1920's by the geneticist V~:right 
(1921). Wright used a combination of equations and graphs to communi- 
cate causal relationships. For example, if X stands for a disease variable 
and Y stands for a certain symptom of the disease, V~.~'ight would ~n'ite a 
linear equation 12 : 

y + (a.1) 

where .~ stand for the level (or severity) of the disease, y stands for the 
level (or severity) of the  syn]ptom, and u stands for all factors, other than 
the disease in question, that  could possibly affect Y. In interpreting this 
equation one should think of a physical process whereby Nature examines 

12L.inear relat ions are used here for i l lustrat ion purposes  only; they  do not represent  

typical  disease s y m p t o m  rela t ions  b u t  i l lustrate  the historical  development  of p a t h  analy 
sis. Additionally,  we will use s tandard ized  variables, t h a t  is, zero mean and unit variance. 
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the values of z and a and, accordingly, assigr~s to variable Y the value 
y = 3 z + ~ .  

Equat ion (3.1) still does not properly express the causal relationship 
implied by this assignment process, because equations are symmetrical ob- 

jects; if we re-write (3.1) as 

(y-  (3.2) 
it might be misinterpreted to mean that  tile synq0tom influences tile dis- 
ease, against the understanding that  no such influence exists. To prevent 
such misinterpretations, Wright augmented the equation ~ t h  a diagram, 
later called "path diagram", in which arrows are d r a ~  from (perceived) 
causes to their (perceived) effects, and the absence of an arrow encodes 
the absence of direct causal influence between the corresponding variables. 
Thus, in our example, the complete model of a symptom and a disease 
would be writ ten as in Figure 1: The diagram encodes the possible ex- 

istence of (direct) causal influence of X on Y, and the absence of causal 
influence of Y on X, while the equations encode the quanti tat ive relation- 
ships among the variables involved, to be determined from the data. The 
parameter  .3 in the equation is called a ~path coefficient" and it quantifies 
the (direct) causal effect of X on Y; given the numerical value of .3, the 
equation claims tha t  a unit increase in X would result in .~ units increase 
of Y. The variables V and U are called ~exogenous"; they represent olD- 
served or unobserved background factors that  the modeler decides to keep 
unexplained, tha t  is, factors tha t  influence but  are not influenced by the 
other variables (called "endogenous") in the model. Unobserved exogenous 
v~riables are sometimes called ~disturbances" or ~errors", they  represent 
factors omit ted from the model but  judged to be relevant for explaining 
the behavior of variables in the model. Variable V, for example, represents 
factors tha t  contribute to the disease X,  which may or may not be corre- 
lated with U (the factors that  influence the symptom Y). If correlation is 
presumed possible, it is cus tomary  to connect the two variables, U and V, 
by a dashed double arrow, as sho~al in Figure l (b) .  

In reading path diagrams, it is common to use kinship relations such 
as parent, child, ancestor, and descendent, the interpretation of which is 
usually self evident. For example, an arrow X ~ U desig~ates X as a 
parent of U and Y as a child of X .  By convention, only observed variables 
qualify as "parents", thus, in Figure 1(@, only X qualifies as a parent of 
Y, since U is unobserved (as indicated by the dashed arrow). Likewise, the 
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V U V U 

X - - V  i t t i 

X [] Y X [] Y 

Ca) (b) 

F/gm'e 1: A simple structm'a.l equa.tion modal, and its associa.ted diagra.nzs. Un- 

observed exogenous variables a.re connected by dashed a.rrows. 

ancestors (respectively, descendants) of a given node, Y, are those variables 
tha t  can be t raced fronl Y going against (respectively, along) the solid 
arrows in the diagram. A "path" is any consecutive sequence of edges, 
solid or dashed. For example, there are two paths between X and Y in 
Figure l(b), one consisting of the direct arrow X ~ Y while the other 
tracing the nodes X, If, U and Y. 

V~.%ight's major contribution to causal analysis, aside from introducing 
the language of path diagrams, has been the development of graphical rules 
for writing doom the covariance of any pair of observed variables in terms 
of path coefficients and of covariances among the error terms. In our simple 
example, one can immediately write the relations 

for Figure l(a),  and 

C o y ( X ,  Y) = fl (3.3) 

Co ,( x, y) = .3 < co ,(u, v) (3.4) 

for Figure l(b) (these can be derived of course h'om the equations, but, 
for large models, algebraic methods tend to obscure the origin of the de- 
rived quantities). Under certain conditions, (e.g. if Coy(U,  V) = 0), such 
relationships may  allow one to solve for the path coefficients in te rm of 
observed covariance terms only, and this amounts to inferring the magni- 
tude of (direct) causal effects from observed, nonexperimental  associations, 
assuming of course tha t  one is prepared to defend the  causal assumptions 
encoded in the diagTam. 

It is important  to note that ,  in path  diagrams, causal assumptions are 
encoded not in the links but, rather, in the missing links. An arrow merely 
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W V U W V U 

' ' ' ' X o  I 

X Y Z X Y 

(a) (b5 

Figm'e 2: (a.) The diagram associa.ted with the struct m'al modal of Eq uativn (3,5), 
(b) The die.gram a.ssociated with the modified modeI of Equation (.3.6), represent- 
ing~ the intervention do(X -- z o). 

indicates the possibility of causal connection, the streng%h of which remains 
to be determined (from data); a missing arrow makes a definite comnfitment 

to a zero-strength connection. In Figure l(a), for example, the assumptions 

tha t  permits us to identify the direct effect ,d is encoded by the missing 
double arrow between V and U, indicating Coy(U,  V)=0,  together with 
the missing arrow from Y to X. Had any of these two links been added to 

the diagram, we would not have been able to identify the direct effect .d. 
Such additions would amount  to relaxing the assumption Coy(U,  V )  O, or 
the assumption that  Y does not effect X,  respectively. Note also that  both  
assumptions are causal, not associational, since none can be determined 
from the joint density of the observed variables, X and Y; the association 
between the unobserved terms~ U and V, can only be uncovered in an 
experimental setting; or (in more intricate models, as in Figure 5) from 
other causal assumptions.  

Although each causal assumption in isolation cannot be tested, the sum 
total  of all causal assumptions in a model often has testable implications. 
The chain model of Figure 2(a), for example, encodes seven causal assump- 
tions, each corresponding to a missing arrow or a missing double-arrow 
between a pair of variables. None of those assumptions is testable in isola- 
tion, yet the total i ty  of all those assumptions implies tha t  Z is unassociated 
~dth Y in every s t ra tum of X. Such testable implications can be read off 
the diagrams using a graphical criterion known as d-separation (see Pearl, 
2000, pp. 16 19), and these constitute the only opening through which 
the assmnptions embodied in structural equation models can confi'ont the 
scrutiny of nonexperimental data.  In other words, every conceivable statis- 
tical test  capable of invalidating the model is entailed by those implications. 
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3.2  F r o m  l inear  t o  n o n p a r a m e t r i c  m o d e l s  

Structural  equation modeling (SEM) has been the main vehicle for effect 
analysis in Economics and the Behavioral and Social Sciences (Coldberger, 
1972; Duncan, 1975; Bollen, 1989). However, the bulk of SEI\I method- 
ology was developed for linear analysis and, until recently, no comparable 
methodology has been devised to extend its capabilities to models invohdng 
dichotomous variables or nonlinear dependencies. A central requirement for 
any such extension is to detach the notion of "effect" from its algebraic rep- 
resentation as a coefficient in an equation, and redefine "effect" as a general 
capacity to t ransmit  changes among variables. Such an extension, based 
on sinmlating hypothetical  interventions in the  model, is presented in Pearl 
(1995a, 2000) and has led to new ways of defining and estimating causal 
effects in nonlinear and nonparametr ic  models ( that  is, models in which 
the functional form of the equations is unknowing). 

The central idea is to exploit the invariant characteristics of structural 
equations without committ ing to a specific functional form. For example, 
the non-parametric  interpretat ion of the  diagram of Figure 2(a) corresponds 
to a set of three functions, each corresponding to one of observed variables: 

where I'~% V and U are assumed to be jointly independent but, otherwise, 
arbitrarily distributed. Each of these functions represents a causal process 
(or mechatfism) tha t  determines the value of the leR variable (output)  h'om 
those on the right variables (inputs). The absence of a variable on the right 
of an equations encodes the assumption that  it has no direct effect on the 
left variable. For example, the absence of variable Z from the arguments 
of fy  indicates that  variations in Z ~ill leave Y unchanged, as long as 

variables U, and X remain constant. A system of such functions are said to 
be s t r~.c t~ra/ i f  they  are assumed to be autonomous,  that  is, each function 
is invariant to possible changes in the form of the other functions (Simon, 
1953; Holland, 1953). 
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R e p r e s e n t i n g  i n t e r v e n t i o n s  

This feature of invariance permits us to use structural equations as a basis 
for modeling causal effects and counterfactuals. This is done through a 

mathematical  operator called do(x) Milch simulates physical interventions 
by deleting certain functions from the model, replacing them by a constant 
X = z, while keeping the rest of the model unchanged. For example, 

to emulate an intervention do(xo) tha t  holds X constant (at X x0) in 
model M of Figure 2(a), we replace the equation for x in Equation (3.5) 
with z z0, and obtain a new model, ffJ~0, 

= 

a: a:0 (3.6)  

y = 

the graphical description of which is shown in Figure 2(13). 

The joint distribution associated with the modified model, denoted 

P(z,  yldo(xo)) describes the post-intervention distribution of variables Y 
and Z (also called "controlled" or "experimental" distribution), to be 
distinguished from the pre-intervention distribution, P (z ,  Y, z), associated 
M t h  the original model of Equation (3.5). For example, if X represents a 

t reatment  variable, Y a response variable, and Z some covariate tha t  affects 
the amount  of of t rea tment  received, then the distribution P(z ,  y[do(xo)) 
gives the proportion of individuals tha t  would a t ta in  response level Y 9 
and covariate level Z = z under the hypothetical  t rea tment  X = z0 tha t  is 

admimstered uniformly to the population. 

From this distribution, one is able to assess t rea tment  efficacy by com- 
paring aspects of this distribution at different levels of z0. A common 
measure of t rea tment  efficacy is the average difference 

E(Yldo(So) ) - E(Yldo(~:o)) , (3.7) 

where z~ and z0 are two levels (or types) of t rea tment  selected for compar- 
ison. Another measure is the ratio 

E(Yldo(cc'o) ) /E(Yldo(:co) ). ( 3 . s )  

The variance Var(Yldo(xo)) ,  or any other distributional parameter, can 
also serve as a basis for comparison; all these measures can be obtained from 
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the controlled distribution function P ( Y  yldor  E~ PC ,  y ldo r  
which was called "causal effect" in Pearl (2000, 1995a) (see footnote 
10). The central question in the analysis of causal effects is the ques- 
tion of ide~tificatio~: Can the controlled (post-intervention) distribution, 
P ( Y -  yldo(x)), be est imated from da~a governed by the pre-intervention 
distribution, P ( z , x , y ) ?  This is the problem of identification which has 
received considerable at tent ion by causal analysts. 

A fundamental  theorem in causal analysis states tha t  such identification 
would be feasible whenever the model is Markovia~, that  is, the graph is 
acyclic (i.e., containing no directed cycles) and all ~he error ~erms are jointly 
independent.  Non-Markovian models, such as those involving correlated 
errors (resulting from unmeasured confounders), permit  identification only 
under certain conditions, and these conditions can be determined from the 
graph structure using the folloMng basic theorem. 

T h e o r e m  3.1 (The Causal  Markov Condit ion) .  Any distribution gen- 
erated by a Markovia~ model M ca~ be factorized as 

HP(vslp  ), (3.9) 
i 

where V~, V2,.. ., E~ are the endogenous variables in ~I, and pai are (values 
of) the endoge~wus pare~ts of V~ i~ the causal diagram associated with ~f.  

For example, the distribution associated with the model in Figure 2(a) 
can be factorized as 

y, x)= P( )P(xI )P(ylx), (3.10) 

since X is the (endogenous) parent  of Y, Z is the parent of X, and Z has 
no parents. 

Corollary 3.1 ( T r u n c a t e d  f a c t o r i z a t i o n ) .  For any Markovia~ model. 
the distribution generated by an intervention do(X Xo) on a set X of 
endogenous variables is given by the true,cared factorization 

I I  (3.11) 
~l,,~r 
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where P( v~ lpa~ ) (tre th.e p re-intervention conditional probabilitiesa ! ~ 

Corollary 3.1 instructs us to remove from the product  of Equat ion 
(3.9) all factors associated with the intervened variables (members of set 
X) .  This follows from the fact tha t  the post-intervention model is Marko- 
vian as well, hence, follo~dng Theorem 3.1, it must  generate a distr ibution 
that  is factorized according to the modified graph, yielding the t runcated  
product  of Corollary 3.1. In our example of Figure 2(t)), the distr ibution 
P(z, yldo(xo)) associated with the  modified model is given by 

vldo( :o))= 
where P(z) and P(y[x0)  are identical to those associated with the pre- 
intervention distribution of Equat ion (3.10). As expected, the distr ibution 
of Z is not affected by 

the intervention, since 

P(zldo(xo)) = ~ P(z,  yldo(xo)) = P(z) ~ P(yflo(xo)) = P(z), 
y y 

while tha t  of Y is sensitive to x0, and is given by 

This example demonstrates how the (causal) assumptions embedded in 
the model 3 . / pe rmi t  us to predict  the post-intervention distribution from 
the pre-intervention distribution, which further permits us to estimate the 
causal effect of X on Y from nonexperimental  data, since P(ylx0)  is es- 
t imable from such data. Note tha t  we have made no assumption whatso- 
ever on the form of the equations or the distr ibution of the error terms; it is 
the structure of the graph alone tha t  permits the derivation to go through. 

D e r l v l n g  causal  e f fec t s  

The t runcated  factorization formula enables us to derive causal quanti- 
ties directly, without  dealing with equations or equation modification as 

13A simple proof  of the  Causa l  Markov  T h e o r e m  is given in Pear l  (2000, p. 30). Th i s  
t h eo rem was first s t a t ed  in Pear l  and Verma (1991), b u t  it is implici t  in the  works of 
Kiiveri  et al. (1984) and others .  Coro l la ry  ;3.1 was n a m e d  "Man ipu l a t i on  Theo rem"  in 
Spi r tes  et al. (1993), and  is also impl ic i t  in Rob ins  (1987) G c o m p u t a t i o n  formula.  See 
Laur i t zen  (1999). 
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Z1 

2 

Y 

Figtn'e 3: Markovia.n model ilhLstra.ting the deri~,a.tion of the ca.usa.1 effect of X on 
Y,  Equa.tion (3.14). Error ternz~ are not shown explicitl): 

in Equat ion (3.6). Consider, for exatnple, the model shown in Figure 3,in 
which the error variables are kept implicit. Instead of writing down the cor- 
responding five nonparametric equations, we can ~7"ite the join distribution 
directly as 

where each marginal or conditional probabil i ty on the right hand side is 
directly estimatable from the data. Now suppose we intervene and set 
variable X to z0. The post-intervention distribution can readily be wri t ten 
(using the t runca ted  factorization formula) as 

P(z~,z2,z=3,yldo(.:co)) = P(zx)P(z2)P(z=31z~,z2)P@lz2,z=3,.:co),  (a.la) 
and the causal effect of X on Y can be obtained immediately by marginal- 
izing over the Z variables, giving 

P(y ldo(xo) )  = ~ P(z~)P(ze)P(zalz~,ze)P(ylz2 ,z :~ ,a:o) .  (3.14) 
Zl  , Z 2  ,Z3 

Note that  this formula corresponds precisely to what is commonly called 
"adjusting for Z~, Z2 and Z:~" and, moreover, we can write d o ~ l  this for- 
mula by inspection, without  thinking on whether Z1, Z2 and Z:~ are con- 
founders, whether they lie on the causal pathways, and so on. Though such 
questions can be answered explicitly from the topology of the graph, they 
are dealt with automatically when we, write down the t runcated  factoriz~- 
tion formula and marginalize. 

Note also that  the t runcated  factorization formula is not restricted to 
interventions on a single variable; it is applicable to simultaneous or se- 
quential interventions such as those invoked in the analysis of time varying 
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t reatment  with t ime varying confounders Robins (1986). For example, if 
X and Z~ are both  t rea tment  variables, and Z 1 and Z 3 are measured co- 
variates, then the post-intervention distribution would be 

and the causal effect of the t reatment  sequence do(X x),do(& z2) H 
would be 

Zi ,Z3 

(3.16) 

This expression coincides with Robins (1987) G-computat ion formula, 
which was derived from a more complicated set of (counterfactual) assump- 
tions. As noted by Robins, the formula dictates an adjus tment  for covari- 
ares (e.g., Z:~) tha t  might lye affected by previous t reatments  (e.g., Z2). 

Coping wi th  u n m e a s u r e d  confounders  

Things are more complicated when we face unmeasured confounders. For 
example, it is not immediately clear whether the formula in Equat ion (3.14) 
can lye est imated if any of Z~, Z2 and Z:~ is not measured. A few algebraic 
steps would reveal tha t  one can perform the summation over Z1 (since Z1 

and Z2 are independent) to obtain 

P(yld~ ~ P(z2)P(z:~lz2)P(ylze,z:~,zo), 
Z2, Z3 

(3.17) 

which means that  we need only adjust for Z2 and Z3 without  ever obserxdng 
ZI. But  it is not immediately clear that  no algebraic manipulat ion can fur- 
ther reduce the resulting expression, or tha t  measurement  of Z:~ (unlike Z~, 
o1' Z2) is necessary in any estimation of P(yldo(xo)). Such considerations 
become t ransparent  in the graphical representatAon, to be discussed next. 

Select ing  covariates for adjus tment  (the back-door criterion) 

Consider an observational s tudy where we wish to find the effect of X on Y, 

for example, t rea tment  on response, and assume that  the  factors deemed 

14For c lar i ty ,  we d r o p  the (superfluous) subscript 0 f r o m  x0 and z20- 
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Z1 

g 

Fip.m'e 4: Ma.rkovia.n mode l  illustra.thlg the  back-door criterion. Error ternzs are 

not shown explicitly. 

re levant  to  the  p rob lem are s t r u c t u r e d  as in F igure  4; some are affect ing 

the  response,  some are affect ing the  t r e a t m e n t  and  some are affect ing b o t h  

t r e a t m e n t  and  response.  Some of these  factors  may  be  umneasurab le ,  such 

as genet ic  t r a i t  or life style,  o thers  are measurable ,  such as gender ,  age, and  

salary level. Our  p rob lem is t o  select a subse t  of these  factors  for measure-  
men t  and  a d j u s t m e n t ,  namely,  t h a t  if we compare  t r e a t e d  vs. u n t r e a t e d  

subjec t s  having the  s~me values of the  selected factors,  we get  the  cor rec t  
t r e a t m e n t  effect in t h a t  subpopu l a t i on  of subjects .  Such a set of factors  is 
called a "sufficient set" or a set " appropr i a t e  for a d j u s t m e n t " .  

The  following cr i ter ion,  n a m e d  "back-door"  in Pear l  (1993), provides  a 

graphical  m e t h o d  of select ing such a set of factors  for ad ju s tmen t .  I t  s ta tes  

t h a t  a set S is app ropr i a t e  for a d j u s t m e n t  if two condi t ions hold: 

1. No e lement  of S is a descendan t  of X .  

2. T h e  e lements  of S "block" all "back-door"  pa ths  f rom X to Y, namely  
all pa ths  t h a t  end  with an  a r row po in t ing  to X .  

In this  cr i ter ion,  a set S of nodes is said to  block a p a t h  p if e i ther  (i) 

p conta ins  at  least  one a r row-emi t t ing  node t h a t  is in 5', or (ii) p conta ins  
a t  least  one collision node  t h a t  is outs ide  S and  has no descendan t  in $1. 5 

For example ,  t he  set S {Z:~} blocks the  p a t h  X ~ I'V~ ~ Z~ --+ Z:~ --+ Y, 

because  the  a r row-emi t t i ng  node  Z:~ is in S. However ,  t he  set S {Z:~} 

does no t  block the  p a t h  X ~ I'V~ ~ Z~ ~ Z3 ~ Z2 ~ I'~% ~ Y, because  

15The terms "~rrow-emittiag node" and "collision ,lode" are to be interpreted literally 
as illustrated by the examples givem 
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none of the arrow-emitt ing nodes, Z1 and Z2, is in S, and the collision node 
Z:3 is not outside S. 

Based on this criterion we see, for example, that  the sets {Zl,  Z2, Z3}, 
{Z1, Z:~}, and {I'V2, Z:~}, each is sufficient for adjustment,  because each 

blocks all back-door paths b e t ~ , e n  X and Y. The set {Z:~}, however, is 
not sufficient for adjus tment  because, as explained above, it does not block 
the path  X ~ I ' V  l ~ Z  1 ~ Z:~ ~ Z 2 ~I 'V2 ~ Y .  

The intuition behind the back-door criterion is as follows. The back- 
door paths in the diagram carry spurious associations from X to Y, while 

the paths directed along the arrows from X to Y carry causative asso- 
ciations. Blocking the former paths (by conditiotflng on S) ensures tha t  
the measured association between X and Y is purely causative, namely, it 
correctly represents the target  quantity: the causal effect of X on Y. 

Formally, the implication of finding a sufficient set S is that ,  stratifying 

on S is guaranteed to remove all confounding bias relative the causal effect 
of X on Y. In other words, the risk difference in each s t ra tum of S gives 
the correct causal effect in that  stratum. In the binary case, for example, 
the risk difference in s t ra tum s of S is given by 

P ( Y -  1Ix - 1, s -  s )  - P ( Y -  1Ix - 0 , s -  4,  

while the causal effect (of X on Y) at tha t  s t ra tum is given by 

P ( g  = lldo(X = l ) ,S  = 4 P ( g = l l d o ( X = 0 ) , S = 4 .  

These two expressions are guaranteed to be equal whenever S is a suf- 
ficient set, such as {Zl, Zs} or {Z2, Z:~} in Figure 4. Likewise, the average 
stratified risk difference, taken over all strata,  

~ [ P ( y  = 1IX = 1 , s  = 4 p ( y  = 1IX = 0 , s  = 4 ] p ( s  = 4 ,  

gives the correct causal effect of X on Y in the entire populat ion 

P( Y  lldo(X 1) ) -  P (Y  lldo(X 0)). 

In general, %r muRivalued variables X and Y, finding a sufficient set S 

permits us to write 

P(Y yldo(X 4,S 4 P(Y ylX ~:,S 4, 
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and 

P ( Y  = Vial~ x = 4 )  = ~ ,  P ( Y  = Yl x = .~,S = s)~ ' (S = 4 "  
8 

(a.ls) 

Since all factors on the right hand side of the equation are estimable 
(e.g., by regression) from the pre-interventional data,  the causal effect can 
likewise be est imated from such data  without  bias. 

Interestingly, it can be s h o ~ l  tha t  any sufficient set, S, taken as a 
unit~ satisfies the associational criterion that  epidemiologists have been 

using to define "confounders". In other words, S must be associated ~i th  
X and, sinmltaneously, associated with Y, given X.  This need not hold 
for any specific members of S. For example, the variable Z:~ in Figure 4, 
though it is a n~ember of every sufficient set and hence a confounder, can 
be unassociated ~i th  both  Y and X (Pearl, 2000, p. 195). 

The back-door criterion allows us to write Equat ion (3.18) directly, by 
selecting a sufficient set s flora the diagram, ~qthout manipulat ing the 
t runca ted  factorization formula. The selection criterion can be applied 
systematically to diagrams of any size and shape, thus fleeing analysts 
from judging whether "X is conditionally ignorable given S",  a formidable 
mental task required in the potential-response flamework Rosenbaum and 
Rubin (1983). The criterion also enables the analyst to search for an opti- 
mal set of covariate--namely,  a set S that  minimizes measurement cost or 
sampling variability (Tian et al., 1998). 

General  control  of  confounding  

Adjust ing for covariates is only one of many methods that  permits us to 
est imate causal effects in nonexperimental  studies. Pearl (1995a) has pre- 
sented examples in which there exists no set of variables that  is sufficient for 
adjus tment  and where the causal effect can nevertheless be, est imated con- 
sistently. The estimation, in such cases, employs multi-stage adjustments.  
For example, if ~'[{~ is the only observed covariate in the model of Figure 4, 
then there exists no sufficient set for adjus tment  (because no set of observed 
covariates can block the paths from X to Y through Z3), yet P(yldo(x))  
can be est imated in two steps; first we est imate P(w:~ldo(x))  = r (w :~14  
(by virtue of the fact tha t  there exists no back-door path flora X to I'}{~), 
second we estimate P(yldo(~,:~)) (since X constitutes a sufficient set for the 
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effect of 1'~ on Y) and, finally, we combine the two effects together and 
obtain 

P(,vldo(~:)) ~ P(~,31do(~:))P(yldo(~,:~)). (3.19) 
I t !  3 

The analysis used in the derivation and validation of such results in- 
vokes mathematical  means of transforming causal quantities, represented 
by expressions such as P ( Y  = yldo(x)) ,  into do-free expressions deriv- 
able from P(z ,  x,  9), since only do-free expressions are estimable from non- 
experimental data.  When such a transformation is feasible, we are ensured 
that  the causal quanti ty is identifiable. 

General graphical methods for the identification and control of con- 
founders, were presented in Calles and Pearl (1995), while extensions to 
problems involxdng multiple interventions (e.g., t ime varying t reatments)  
were developed in Pearl and Robins (1995), Kuroki and l\[iyak~wa (1999), 
and (Pearl, 2000, Chapters 3 and 4). 

A recent analysis, Tian and Pearl (2002), further shows tha t  the key to 
identifiability lies not in blocking paths between X and Y but,  rather, in 
blocking paths between X and its immediate successors on the pathways to 
Y. All existing criteria for identification are special cases of the one defined 
in the following theorem: 

T h e o r e m  3.2 ( T i a n  a n d  P e a r l  (2002) ) .  A suff icient condition for  iden- 

its children traces at least one arrow emanating from a measured variable. 16 

3 . 3  C o u n t e r f a c t u a l  a n a l y s t s  i n  s t r u c t u r a l  m o d e l s  

Not all questions of causal character can be encoded in P(yldo(x))  type  
expressions, in much the same way that  not all causal questions can be 
answered from experimental studies. For example, questions of a t t r ibut ion 
(e.g., wh~t fraction of death cases are due to specific exposure?) or of sus- 
ceptibility (what fraction of some healthy unexposed population would have 
gotten the disease had they  been exposed?) cannot be answered from exper- 
imental studies, and naturally, this kind of questions cannot be expressed 

:~'Before applying this criterion, one may delete from the causM graph all nodes that 
are not ancestors of Y. 
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in P(yldo( O) n o t a t i o n 1 .  T o  a n s w e r  s u c h  quest ions ,  ~ probabi l i s t i c  ana lys is  

of  coun t e r f ac tua l s  is required,  one ded ica t ed  to  the  re la t ion  "Y would  be 

y had  X been  x in s i t u a t i o n  U u," de no t ed  Y~(u) y. R e m a r k a b l y ,  

u n k n o ~  to  mos t  economis t s  and  ph i losophers ,  s t r uc tu r a l  equa t i on  mod-  

els p rov ide  t he  fo rmal  i n t e r p r e t a t i o n  a n d  symbol i c  m a c h i n e r y  for ana lyz ing  
such c o u n t e r f a c t u a l  relat ionships1,  s 

The  key idea  is to  i n t e r p r e t  t he  ph ra s e  " h a d  X been  x" as an  in s t ruc t ion  

to  m o d i f y  the  or iginal  mode l  a n d  rep lace  the  equa t i on  for X by  a cons t an t  x, 

as we have  done  in E q u a t i o n  (3.6). Th i s  r e p l a c e m e n t  pe rmi t s  the  c o n s t a n t  

x to differ f rom the  ac t ua l  value of X (name ly  f x  (z, v)) w i t h o u t  r ender ing  

the  s y s t e m  of equa t ions  inconsis tent ,  thus  y ie ld ing  a fo rmal  i n t e r p r e t a t i o n  

of coun t e r f ac tua l s  in mu l t i - s t age  models ,  where  the  d e p e n d e n t  var iable  in 

one equa t ion  m a y  be a n  i n d e p e n d e n t  var iable  in ano the r .  

To i l lus t ra te ,  consider  aga in  t he  modi f ied  model  M~0 of E q u a t i o n  (3.6), 

f o rmed  by the  i n t e rven t i on  do(X = xo) (Figure  2(1))). Call the  so lu t ion  of Y 

in mode l  ~J~0 the  potential response of Y to  z0, and  deno t e  it by  the  s y m b o l  

Y~0 (u, v, w).  Th is  en t i t y  can  be  given a c o u n t e r f a c t u a l  i n t e rp r e t a t i on ,  for 

it s t ands  for t h e  way a n  indixddual w i th  cha rac te r i s t i c s  (u, v, w) would  re- 

spond ,  had  the  t r e a t m e n t  been  x0, r a t h e r  t h a n  the  t r e a t m e n t  x = fx (z, v) 
ac tua l l y  received by  t h a t  individual .  In  our  example ,  since Y does  not  

d e p e n d  on v a n d  w, we can  write:  

- 

Clearly', the  d i s t r i bu t ion  P ( %  v, w) induces  a well defined p r o b a b i l i t y  on 

the  coun t e r f ac tu a l  event  Y~o 9, as well as on joint  coun t e r f ac tua l  events ,  

such  as 'Y~0 = 9 A N D  Y~I = J , '  which  are ,  in pr inciple ,  unobse rvab le  

if x0 • x l .  Thus ,  to  answer  a t t r i b u t i o n a l  ques t ions ,  such as w h e t h e r  Y 

would be 91 if X were x l ,  given t h a t  in fact  Y is 90 and  X is x0, we 

need  to  c o m p u t e  the  cond i t iona l  p r o b a b i l i t y  P(Y~-I 911Y y0, x z0) 

1:The reason for this fundamentM limitation is that no death case can be tested twice, 
with and without treatment. For example, if we measure equal proportions of deaths 
in the treatment and control groups, we cannot tell how many death eases are actually 
attributable to the treatment itself; it is quite possible that maay of those who died under 
treatmeat would be alive if untreated and, simultaneously, many of those who survived 
with treatment would have died if not treated, 

l~C,'onnections between structural equations and a restricted class of counterfactuals 
were first recognized by Simon and Rescher (1966). These were later generalized by Balke 
and Pearl (1995) to permit counterfactual conditioning on dependent variables. 
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which is well defined once we know the forms of the structural  equations 
and the distr ibution of the exogenous variables in the model. For example, 
assuming a linear equation for Y (as in Figure 1), 

9 = .8x + ~, 

the conditions Y 90 and X x0 yield V x0 and U 9o - . d x o ,  

and we can conclude that ,  with probabili ty one, Y~ must take the value: 
Y~,~ = .dx~ + U = .3(x~ x0) + 9o. In other words, if X were xl instead of x0, 
Y would increase by .d times the difference (xl x0). In nonlinear systems, 
the result would also depend on the distribution of U and, for tha t  reason, 
at tr ibutional  queries are generally not identifiable in nonparametric  models 
(Pearl, 2000, Chapter  9). 

This interpretat ion of counterfactuals,  cast as solutions to modified sys- 
tems of equations, provides the conceptual and fortnal link between struc- 
tural equation modeling and the Neyman-Rubin  potential-outcome frame- 
work, as well as 1Kobins' extensions, which will be discussed in Section 4. 
It ensures us tha t  the end results of the two approaches Mll be the same; 
the choice is strictly a matter  of convenience or insight. 

3.4 A n  example :  N o n - c o m p l i a n c e  in cl inical  trials  

F o r m u l a t i n g  t h e  a s s u m p t i o n s  

Consider the model of Figure .5(@ and Equat ion (3..5), and assume that  
it represents the experimental setup in a typical clinical trial with partial 
compliance. Let Z, X, Y be observed variables, where Z represents a ran- 
domized t rea tment  assigmnent, X is the t reatment  actually received, and 

Y is the observed response. The U term represents all f~ctors (unobserved) 
tha t  influence the way a subject  responds to t reatments;  hence, an arrow 
is drawn from U to Y. Similarly, V denotes all factors tha t  influence the 
subject 's  compliance with the assignment, and W represents the random 
device used in deciding assigmnent. The dependence between V and U 
allows for certain factors (e.g., socio economic status or predisposition to 
disease and complications) to influence both  compliance and response. In 
Equat ion (3.5), f x  represents the process by which subjects select treat-  
ment level and fy  represents the process tha t  determines the outcome Y. 
Clearly, perfect compliance would amount  to setting f x  (z, v) = z while any 
dependence on v represents imperfect compliance. 



Statistics and Causal Inference 307 

W V U W V U 

i i i i X o  
T 

Z X Y Z X Y 

( a )  0 o )  

Figm'e 5: (a.) Ca.usal diagra.m representing a. clinical thai with imperfect compli- 

a.nce. (b) A diagra.m representing interventional trea.tment controI. 

The graphical model of Figure 5(a) reflects two assumptions. 

. 

. 

The assigmnent Z does not influence Y directly but rather through 
the  actual t rea tment  taken, X.  This type of assumption is called 
"exclusion" restriction, for it excludes a variable (Z) from being a 
determining argument  of the function f y .  

The variable Z is independent  of U and V; this is ensured through 
the  randomization of Z, which rules out a common cause for both Z 
and U (as well as for Z and V). 

By drawing the diagram of Figure 5 (a) an investigator encodes an unam- 
biguous specification of these two assumptions, and pernfits the techtfical 
part  of the analysis to commence, under the  interpretation provided by 
Equation (3.5). 

The target of causal analysis in this setting is to estimate the causal 
effect of the t rea tment  (X) on the the outcome (Y). This effect is defined 
as the response of the population in hypothetical  experiment in which we 
admimster  t rea tment  at level X = a:0 umformly to the entire population 
and let z0 take different values on hypothetical  copies of the  population. 
Such hypothetical  experiments is governed by the modified model of Equa- 
tion (3.6) and the corresponding distribution P(91do(xo)) .  a n  inspection 
of the diagram in Figure 5(@ reveals immediately that  this distribution 
is not identifiable by adjusting for confounders. The graphical criterion 
for such adjustment  requires the existence of observed covariates on the 
"back-door" path X ~ V ~+ U ~ Y, so as to block (by stratification) the 
spurious associations created by that  path. Had V (or U) been observable, 
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the t rea tment  effect would have been obtained by stratification on the levels 
of V 

P(Y yldo( :o)) Z P(Y ylx  :0,v v)P(v v), (a.2o) 

thus yielding an estimable expression tha t  requires no measurement of U 
and no assumptions relative the dependence between U and V. However, 
since V (and U) are assumed to be unobserved, and since no other blocking 
covariates exist, the investigator can conclude that  confounding bias cannot 
lye removed by adjustment .  Moreover, it can lye s h o ~  that ,  in the absence 
of additional assumptions,  the t rea tment  effect in such graphs cannot be 
identified by any method whatsoever Balke and Pearl (1997); one must 
therefore resort to  approximate methods of assessment. 

It is interesting to note that  it is our insistence on allowing arbi trary 
functions in Equat ion (3.5) that  curtails our ability to infer the t rea tment  

effect from nonexperimental  da ta  (when V and U are unobserved).  In linear 
systems, for example, the causal effect of X on Y is identifiable, as can lye 
seen by ~'iting~9 : 

multiplying this equation by z and taking expectations, gives 

3 = Co ,(z, y ) / (  Co ,(z, x ) ) ,  

which reduces .3 to correlations among observed measurements.  Equat ion 
(3.22) is kno~aa as the ins trument ,  el variable est imand (Bowden and Turk- 
ington, 1984). 

Similarly, hnbens and Angrist (1994) have shown that  certain nonlin- 
ear restrictions of the functions f x  and fy  may render the causal effect 
identifiable. 

B o u n d i n g  causal effects  

~A:hen conditions for identification are not met, the best one can do is derive 
bounds %r the quantities of interest namely~ a range of possible values that  

l aNote  tfie ./3 represen t s  t h e  inc remen ta l  causal  effect of X on Y,  defined by  

[3 A E(Yldo(,rO + 1)) E(Yldo(,vo) ). 

Natural ly ,  all a t t e m p t s  to give .{3 s ta t i s t ica l  i n t e r p r e t a t i o n  have ended in f rus t r a t ion  
( W h i t t a k e r ,  1990; W e r m u t h ,  1992; W e r m u t h  and  Cox, 1993). 
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represents our ignorance about the data-generating process and that  cannot 
be improved with increasing sample size. In our example, this amounts to 
bounding the average difference of Equation (3.7) subject to the constraint 
provided by the observed distribution 

P(~:' YlZ ) } 2  P(  ~:' Y, v, ~.lz ) 

= P(ylx, 4P( l , 4 ,  (3.23) 

where the product decomposition is licensed by the conditional indepen- 
dencies shown in Figure 5(a). Likewise, since the causal effect is governed 
by the modified model of Figure 5(1)), it can be ~Mtten 

P(yldo( ')) P(yldo(S))=Z[e(ylx',4 P(YI ",41P(4. (3.24) 

Our task is then to bound the expression in Equation (3.24) given 
the observed probabilities P(y ,  x lz  ) as expressed in Equation (3.23). This 
task amounts to a constrained optimization exercise of finding the highest 
and lowest values of Equation (3.24) subject to the equality constraint in 
Equation (3.23), where the maximization ranges over all possible functions 
P(~, v), P(yla:, z~, v) and P(a:lz , z~) that  satisfy those constraints. 

Using linear-programming techniques, Balke and Pearl (1997) have de- 
rived closed-form solutions for these bounds 2~ and showed that  despite the 
imperfection of the experiments, the derived bounds can yield significant 
and sometimes accurate information on the t reatment  efficacy. Chickering 
and Pearl (1997) further used Bayesian techniques (with Gibbs sampling) 
to investigate the sharpness of these bounds as a function of sample size. 

Testable  impl icat ions  

The two assumptions embodied in the model of Figure 5(a), that  Z is ran- 
donfized and has no direct effect on Y, are untestable in general (Bonet, 
2001). However, if the treatment variable may take only a finite number 
of values, the combination of these two assumptions yields testable impli- 
cations, and these can be used to alert investigators to possible violations 

2~ b o u n d s  were derived earl ier  by  Rob ins  (1989) and  Manski  (1990) 
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of these assumptions. The testable implications take the form of inequali- 
ties which restrict aspects of the observed conditional distr ibution P(x ,  ~/Iz) 
from exceeding certain bounds Pearl (19951)). 

One specially convenient form that  these restrictions assume is given by 

the inequality 

y 

Pearl (19951)) called this restriction an i~zstr,ame~ztal i~.eq,mlity, because 
it constitutes a necessary condition for any variable Z to qualify as an 
instrument relative to the pair (X, Y). This inequality is sharp for binary 
valued X, but  becomes loose when the cardinality of X increases 2} 

If all observed variables are binary, Equat ion (3.2.5) reduces to the four 
inequalities 

P(Y=O,X = O I Z = O )  

P ( Y  = O , X  = ~IZ = O) 

P ( Y  = Z , X  = OIZ = O) 

P(Y = 1, X = I l Z  = O) 

+ P ( Y  = 1, X = O I Z  = m) ~ 

+ P ( Y  = 1, X = ZlZ = ~) ~ 

+ P ( Y  = O , X  = O I Z  = m) ~ 

+ P ( Y = O , X = I l Z = I ) _ < I .  (3.26) 

V~.~ see that  the instrumental  inequality is violated when the control- 
ling instrument Z manages to produce significant changes in the response 
variable Y while the direct cause, X,  remains constant.  

The instrumental  inequality can be used in the detection of undesirable 
side-effects. Violations of this inequality can be a t t r ibuted  to one of two 
possibilities: either there is a direct causal effect of the assignment (Z) on 
the response (Y), unmediated by the t rea tment  (X), or there is a common 
causal factor influencing both variables. If the assignment is carefully ran- 

domized, then the latter possibility is ruled out and any violation of the 
instrumental  inequality (even under conditions of imperfect compliance) 
can safely be a t t r ibuted  to some direct influence of the assignment process 
on subjects '  response (e.g., psychological aversion to being treated).  Al- 
ternatively, if one can rule out any direct effects of Z on Y, say" through 

2 i T h e  inequal i ty  is shm-p in the  sense t h a t  every d i s t r i bu t i on  P(,t:, ~y, z) sa t is fying Equa-  
t ion  (8.25) can  be  genera ted  by  the  model  defilted in F igure  5(a). 
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effective use of a placebo, then any observed xdolation of the instrumental 
inequality can safely be a t t r ibuted  to spurious dependence between Z and 
V, namely, to selection bias. 

The instrumental inequality (3.25) can be t ightened appreciably if we 

are willing to make additional assumptions abou t  subjects '  behavior--for  
example, tha t  increasing recommended dosage Z would induce no individ- 
ual to decrease the actual dosage X or, mathematically,  tha t  for all v we 
have 

f.x~(Zl,V) __> fx (z2 ,v ) ,  

whenever z~ > z2. In the binary case, such an assumption amounts to 
having no contrarians in the population, namely, no individual who would 
consistently act contrary to his or her assignment. Under ~his assump- 
tion, which hnbens and Angrist (1994)call monototficity, the inequalities in 
Equat ion (3.26) can be t ightened (Balke and Pearl, 1997) to  give 

P ( > x  l lZ 1) > P ( > x  l lZ  o) 
P(5,,X=OIZ=O) _> P ( u , X = O I Z = I )  (3.27) 

for all 9 c {0, i}. Violation of these inequalities now means either selection 
bias or a direct effect of Z on Y or the presence of contrarian subjects.  

It is also interesting to note tha t  the analysis of noncompliance pre- 
sented in this section is valid under more general conditions than those 
shown in the graph of Figure .5(@. If an arrow fi'om Y to X is added to 
the graph, a cyclic graph containing the feedback loop X ~ Y ~ X is 
obtained. Such a loop may represent, for example, patients deciding on 
dosage X by continuously monitoring their response Y. Nonetheless, the 
structural  equation model ~qll not change, because, under the assumption 
that  the process is at equilibrium, ~/ is a unique function of cr and u, and 
an equation of the form 

= 9(z,9,~') (3.28) 

can be replaced with 
x = (3.29) 

such tha t  v' is still independent of z. The nonparametric nature of the 
structural  equations in Equat ion (3.5) permits us to  make such transfor- 
mations without  affecting the results of the analysis. Consequently, testable 
implications and nonparametric  bounds obtained from the analysis of the 
acyclic model are still valid for the cyclic case. 
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4 T h e  language o f  p o t e n t i a l  o u t c o m e s  a n d  c o u n t e r f a c t u a l s  

The primitive object  of analysis in the potent ial-outcome framework is the 
unit-based response variable, denoted Y~ (~), read: "the value tha t  Y would 
obtain in unit u, had X been z" (Neyman, 1923; Rubin, 1974). In Section 
3.3 we saw that  this counterfactual  entity has the natural  interpretat ion 
as representing the solution for Y in a modified system of equation, where 
unit is interpreted a vector u of background factors tha t  characterize an ex- 
perimental unit. Each structural equation model thus provides a compact  
representation for a huge number of counterfactual  claims. The potential 
outcome framework lacks such compact  representation. In the potential 
outcome framework, Y~ (~.) is taken as primitive, that  is, an undefined quan- 
t i ty  in terms of which other quantities are defined. Thus, the structural 
interpretat ion of Y~(~) can lye regarded as the formal basis for the potential 
outcome approach. In particular, this interpretat ion forms a connection tye- 
tween the opaque English phrase "the value that  Y would obtain in umt  
~, had X been z" and a mathematical  model tha t  simulates hypothetical  

changes in X. The formation of the submodel  3I~ explicates m~them~ti- 
tal ly how the hypothetical  condition ::had X been z" could lye realized, by 
pointing to  and replacing the equation tha t  is violated in making X = z a 
reality. The logical consequence of such hypothetical conditions can then 
lye derived mathematically.  

4.1 Formulating assumptions 

The distinct characteristic of the potential outcome approach is that ,  al- 
though investigators must think and communicate in terms of undefined, 
hypothetical  quantities such as Y~(~.), the  analysis itself is conducted al- 
most entirely within the axiomatic Kamework of the probabili ty theory. 
This is accomplished, by postulat ing a ::super" probabili ty function on 
both  hypothet ical  and real events. If U is t rea ted as a random variable 
then the value of the counterfactual  Y~ (u) becomes a random variable as 
well, denoted as Y~. The potential-outcome analysis proceeds by treat ing 
the observed distribution P ( z l , . . . ,  z,,) as the marginal distribution of an 
augmented probabili ty function P* defined over both observed and coun- 
terfactual variables. Queries about  causal effects (written P(91do(.z)) in 
the structural  analysis) are phrased as queries about  the  marginal distri- 
bution of the counterfactual  variable of interest, ~ ' i t t en  P*(Y~ = 9). The 
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new hypothetical  entities Y~ are t rea ted as ordinary random variables; for 
example, they are assumed to obey the axioms of probabili ty calculus, the 
laws of conditioning, and the axioms of conditional independence. More- 
over, these hypothetical  entities are not entirely whimsy, but  are assumed 
to be connected to observed v~riables via consistency constraints Robins 
(1986) such as 

x r, (4.1) 

which states that ,  for every ~, if the actual value of X turns out to be a~, 
then the value that  Y would take on if X were a: is equal to the actual 

value of Y. For example, a person who chose t reatment  a~ and recovered, 
would also have recovered if given t rea tment  x by design. 

The main conceptual difference between the two approaches is that ,  
whereas the structural  approach views the intervention do(a~) as an oper- 
ation that  changes the distribution but  keeps the variables the same, the 
potential-outcome approach views the variable Y under do(a:) to be a dif- 
ferent variable, Y~, loosely connected to Y through relations such as (4.1). 

Pearl (2000, Chapter  7) shows, using the structural  interpretat ion of 
Y~(~), tha t  it is indeed legitimate to treat  counterfactuals as jointly dis- 
t r ibuted  random variables in all respects, tha t  consistency constraints like 
(4.1) are automatically satisfied in the structural  interpretat ion and, more- 
over, tha t  investigators need not be concerned about  any additional con- 
straints except the following two: 

Yu~ 9 for all 9 and z (4.2) 

X~ = x ~ Y~.~ = Y~ for all x and z. (4.8) 

Equat ion (4.2) ensures tha t  the interventions do(Y y) results in the 
condition Y y, regardless of concurrent interventions, say do(Z z), 
tha t  are applied to variables other than Y. Equat ion (4.3) generalizes (4.1) 
to cases where Z is held fixed, at z. 

To communicate substantive causal knowledge, the potential-outcome 
analyst  nmst express causal assumptions as constraints on P*, usually in the 
form of conditional independence assertions involving counterfactual vari- 
ables. For instance, in our example of a randomized clinical trial with im- 
perfect compliance (Figure .5(a)), to communicate the understanding that  
the t reatment  assignment (Z) is randomized (hence independent of both  
the way subjects react to t reatments  and how subjects  comply with the 
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assignment), the potential-outcome analyst  would use the independence 
constraint Z ~ { X ~ , Y ~ }  22. To further formulate the understanding tha t  Z 
does not affect Y directly, except through X, the analyst would write a, so 
called, "exclusion restriction" Y~  = Y~. 

4.2 P e r f o r m i n g  inferences  

A collection of constraints of this type might sometimes be sufi%ient to 
permit a unique solution to the query of interest; in other cases, only bounds 

on the solution can be obtained. For example, if one can plausibly assmne 

that a set Z of covariates satisfies the conditional independence 

< XlZ (4.4) 

(an assumption that  was termed "conditional ignorability" by 1Kosenbaum 

and Rubin (1983) then the causal effect P* (Y~ = y) can readily be evaluated 
to yield 

e*(y  = v )  
Z 

(u.~ing (4.4)) 

Z 

(using (4.1)) 
- P * ( Y  = 

Z 

= (4..5) 
Z 

The last expression contains no counterfactual quantities (thus permit- 
ring us to  drop the asterisk Dora P*) and coincides precisely with the 
s tandard covariate-adjustment fornmla of Equat ion (3.18). 

Vv'e see that  the  assumption of conditional ignorability (4.4) qualifies Z 
as a sufficient covariate for adjustment,  and is equivalent therefore to the 
graphical criterion (called "back door" in Section 3.2) that  qualifies such 
covariates by tracing paths in the causal diagram. 

22The  not, a t i o n  YIIXIZ sCands for t, he cond i r  i n d e p e n d e n c e  r e l a r  P ( Y  -- 

y ,x  - .,'Ix - ~) - e ( y  - y l g  - ~ ) P ( x  - ,,'Ix - ~), Da,,-id (1979). 
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The derivation above may explain why the potential outcome approach 
appeals to mathematical  statisticians; instead of constructing new vocabu- 
lary (e.g., arrows), new operators (do(x ) )and  new logic: for causal analysis, 
ahnost all mathematical  operations in this framework are conducted within 
the safe confines of probability calculus. Save for an occasional application 
of rule (4.3) or (4.1), the  analyst  may forget that  Ya stands for a c:ounter- 
factual quanti ty it is t reated as any other random variable, and the entire 
derivation follows the course of routine probability exercises. 

However, this mathematical  convenience often comes at the expense 
of conceptual clarity, especially at a stage where causal assumptions need 
be fornmlated. The reader may appreciate this aspect by a t tempt ing to 
judge whether the assumption of conditional ignorability Equation (4.4), 
the key to the derivation of Equat ion (4.5), holds in any familiar situa- 
tion, say in the experimental setup of Figure 5(a). This assumption reads: 
"the value tha t  Y would obtain had X been x, is independent of X, given 
Z".  Paraphrased in experimental  metaphors,  and applied to variable V, 
this assumption reads: The way an individual ~qth at tr ibutes V would 
react to t rea tment  X = x is independent  of the t rea tment  actually re- 
ceived by that  individual. Such assumptions of conditional independence 
among counterfactual variables are not straightforward to comprehend or 
ascertain, for they  are cast in a language far removed from ordinary under- 
standing of cause and effect. When counterfactual variables are not viewed 
as byproducts of a deeper, process-based model, it is also hard to ascer- 
tain whether  aH relevant counterfactual  independence judgments have been 
articulated, whether the  judgments art iculated are redundant ,  or whether  
those judgments  are self-consistent. The need to express, defend, and man- 
age formidable counterfactual relationships of this type explain the slow 
acceptance of causal analysis among epidemiologists and statisticians, and 
why economists and social scientists continue to use structural  equation 
models instead of the potential-outcome alternatives advocated in Angrist 
et al. (1996); Ho lhnd  (1988); Sobel (1998). 

On the other hand, the algebraic machinery offered by the potential- 
outcome notation, once a problem is properly formalized, can be extremely 
powerful in refining assumptions (Angrist et al., 1996), deriving consistent 
estimands (Robins, 1986), bounding probabilities of necessary and sufficient 
causation (Tian and Pearl, 2000), and combining data  from experimental 
and nonexperimental  studies (Pearl, 2000). The Section (4.3) presents a 
way of comhining the best features of the two approaches. It is based on 
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encoding causal assumptions in the  language of diagrams, translat ing these 
assumptions into potential outcome notation, performing the mathematics  
in the algebraic language of counterfactuals and, finally, interpreting the 
result in plain causal language. 

4.3 Combining graphs and algebra 

The formulation of causal assumptions using graphs was discussed in Sec- 
tion 3. In this subsection we will systematize the translation of these as- 
sumptions from graphs to counterfactual  notation. 

Structural  equation models embody causal information in both the 
equations and the probability function P(u)  assigned to the error v~ri- 
ables; the former is encoded as missing arrows in the diagrams the  latter as 
missing (double arrows) dashed arcs. Each parent-child family (PAi, Xi) 
in a causal diagram G corresponds to an equation in the model 3I. Hence, 
missing arrows encode exclusion assumptions, tha t  is, claims tha t  adding 
excluded variables to an equation will not change the outcome of the hy- 
pothetical experiment described by tha t  equation. Missing dashed arcs 
encode independencies among error terms in two or more equations. For 
example, the absence of dashed arcs between a node Y and a set of nodes 
{Zl, . . . ,  Zk} implies tha t  the corresponding background variables, Uv and 
{Uz~,..., Uz,.}, are independent in P(u) .  

These assumptions can be t ranslated into the  potential-outcome nota- 
tion using two simple rules (Pearl, 1995a, p. 704); the first interprets the 
missing arrows in the graph, the second, the missing dashed arcs. 

1. Exclusion restrictions: For every variable Y having parents PAv and 
for every set of endogenous variables S disjoint of PAy, we have 

= 

2. Independence restrictions: Let Z1, �9  Zk be any set of nodes not con- 
nected to Y x,~a dashed arcs, and let P A j , . . . ,  PA~, be their respective 
sets of parents. We have 

Y~o ~ { Z ,  ~o, , . . . ,Z~,  ~o~}. (4.7) 

The exclusion restrictions expresses the fact that  each parent  set in- 
cludes all direct causes of the child variable, hence, fixing the parents of 
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Y, determines the value of Y uniquely, and intervention on any other set 
S of (endogenous) variables can no longer affect Y. The independence re- 
striction translates the independence between Uy and {Uzl,  . �9 U&. } into 
independence between the corresponding potential-outcome variables. This 
follows from the observation that, once we, set their parents, the v~riables 
in {Y, Zu , . . . ,  Zk} stand in functional relationships to the U terms in their 
corresponding equations. 

As an example, the model shown in Figure 5(a) displays the following 
parent sets 

= {0} ,  = { z } ,  = { x } .  (4 .s)  

Consequently, the exclusion restrictions translate into 

X z X p  z 

Zy  = Z.cy 

G G~. 

---- Z~ ---- Z (4.9) 

The absence of any dashed arc between Z and {Y, X} translates into 
the independence restriction 

x j .  (4.10) 

This is precisely the condition of randomization I Z is independent of all 
its non-descendant G namely independent of U and V which are the exoge- 
nous parents of Y and X, respectively. (Recall that the exogenous parents 
of any variable, say" Y, may be replaced by the counterf~ctual ~-~riable 
Ypoy, because holding P A z  constant renders Y a deterministic function of 
its exogenous parent Uy.) 

The role of graphs is not ended with the formulation of causal assump- 
tions. Throughout an algebraic derivation, like the one shown in Equation 
(4.5), the analyst m~y need to employ additional assumptions that are en- 
tailed by the original exclusion and independence assumptions, yet are not 
shown explicitly in their respective algebraic expressions. For exampl% it is 
hardly straightforward to show that the assumptions of Equations (4.9) and 
(4.10) imply the conditional independence (Y~.~Z]{X~, X } ) b u t  do not im- 
ply the conditional independence (Ya~_Z]X). These are not easily derived 
by algebraic means alone. Such implications can, however, easily be tested 
in the graph of Figure 5(a) using the graphical criterion for conditional 
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independence, called d-separation (see Greenland et al., 1999a; Pearl, 2000, 
pp. 16-17, 213-215). Thus, when the need arises to employ independencies 
in the course of a derivation, the graph may assist the procedure by vix,qdly 
displaying the independencies tha t  logically follow from our assumptions. 

5 C o n c l u s i o n s  

Statistics is strong in devising ways of describing data  and inferring dis- 
tributional parameters from sample. Causal inference require two addition 
ingredients: a science-friendly language for articulating causal knowledge, 
and a mathematical  machinery for processing that  knowledge, combining 
it with data and drawing new causal conclusions about a phenomena. This 
paper introduces nonparametric structural equations models as a formal 
and meaningful language for formulating causal assumptions, and for ex- 
plicating many concepts used in scientific discourse. These include: ran- 
domization, intervention, direct and indirect effects, confounding, counter- 
factuals, and attribution. The algebraic component of the structural lan- 
guage coincides with the potential-outcome framework, and its graphical 
component  embraces V~:right's method of path diagrams. When uuitied and 
synthesized, the two components offer statistical investigators a powerful 
methodology for empirical research. 
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I n t r o d u c t i o n :  C a n  w e  m e a s u r e  t h e  c a u s a l  e f f e c t  o f  di scr inr i -  
n at  i on  ? 

In his excellent review of recent statistical approaches to causal inference, 

Pearl proposes the following causal question motivating research in the 

social sciences: "V~]lether da ta  can prove an employer guilty of hiring dis- 

crimination?" Here, ~ ,  explore whether one can in fact apply Pearl 's causal 

inference tools in the context  of discrimination. Our main concern relates 

to one expressed by Freedman (2003), namely the extent  to which we can 
engage in causal inference when the " t rea tment"  variables of interest are 

concomitants such as gender, race and age, which are not manipulable. 
V~:e examine the causal meaNng of discrimination and use both  the causal 

framework and the explicit formulation of counterfactuals t ha t  are of inter- 

est to the s tudy of discrimination. 

W h a t  is d i s c r i n r i n a t i o n ?  

Discrimination is usually taken to mean the differential t r ea tmen t  of in- 

dixdduals based on a perceived characteristic or group membership.  In 

the United States and elsewhere, there is often a legal definition of dis- 

crimination tha t  is of relevance to our discussion: An action is said to be 

discriminatory, e.g., ~ i th  respect to race, if the  t r ea tmen t  of an individual 
would be different had tha t  person been of a different race. Thus, in the 

context  of en~ployment, we might wish to say" tha t  an employer's actions 

are discriminatory if he /she  t reats  employees or applicants for positions dif- 

ferently "because of" their  race. But  race itself is not  the "cause" of labor 

market  discrimination, nor is it the cause of differences in access to educa- 
tion, family wealth, or health outcomes. The same could be said of gender 



32 0  S. E. Fienberg and A. M. Haviland 

and  of age (if we exclude the  posMbility of sex change opera t ions ) .  Unlike 

age, bu t  s imilar ly to  gender ,  race is a charac te r i s t ic  of a person  t h a t  is b o t h  

a social cons t ruc t  and  m a y  have some dis t inct ive  physical  a t t r ibu tes ,  e.g., 
r e la ted  to  skin color. At this level race is not  a manipu lab le  variable .  In 

Pearl% no ta t ion ,  we, canno t  set d o ( X  - a) where  X is race. This  is the  

F r e e d m a n  (2003) a rgumen t  re fe r red  to  above.  

T h e  issue of man ipu lab i l i ty  is less clear if one considers race t o  be pure ly  

a social cons t ruc t  because  t hen  at  least theore t ica l ly  it could  be manipu-  

lated;  however,  we can man ipu l a t e  and  even r andomize  the  "pe rcep t ion"  

of race. For example ,  B e r t r a n d  and  M u l l a i n a t h a n  (2003) used real job 
resumes bu t  r andomly  assigned dis t inct ively  A k i c a n  A m er i can  or whi te  

names  to the  resumes.  (An unknown  here is whe the r  names  t h a t  are dis- 

t inc t ive ly  black or whi te  ca r ry  o ther  conno ta t ions  beyond  those associa ted  
wi th  only race, such as class.) Similar  ideas have been used in psychology 

exper imen t s ,  e.g., where researchers  r a n d o m l y  assign pic tures  of people  of 

different races as treatment effects to elicit subjects' responses in different 

settings. 

The r e  are also s i tuat ions  where  we can m an ip u l a t e  in fo rma t ion  a b o u t  

conc om i t a n t  variables ~_ thou t  r andomiza t ion .  For example ,  Coldin  and  

Rouse (2000) consider how in fo rma t ion  a b o u t  the  gender  of appl icants  to  
s y m p h o n y  orchest ras  was removed  t h r o u g h  the  c rea t ion  of bl ind audi t ions .  

In this  case gender  was no t  r andomized  b u t  the  i n fo rma t ion  a b o u t  it became  

unavai lable .  Thus  it was possible to  ob ta in  d a t a  on the  effect of having the  

i n fo rma t ion  versus not  having  it on the  p ropor t ions  of women  an d  m en  who  

were hired or p romoted .  B u t  t hen  we must  focus our  a t t e n t i o n  on knowledge 

of the  hi r ing process,  so t h a t  we can e l iminate  a l t e rna t ive  explana t ions  for 
the  effect of in fo rma t ion  on gender .  Gold in  and Rouse (2000) a t t e m p t e d  to  

do this t h r o u g h  various forms of general ized l inear models ,  a l though  the re  

is some issue a b o u t  the  ex ten t  to  which t h e y  succeeded.  

To summar ize ,  even if we canno t  m a n i p u l a t e  c o n c o m i t a n t  variables,  

the re  are s i tua t ions  where  we can randomize  the  pe rcep t ion  of the  con- 
comi t an t  variables or we can assess the  effect of a shift  f rom having the  

i n fo rma t ion  available to  not  hav ing  it available.  In these  cases, we are 

m a N p u l a t i n g  pe rcep t ion  of race or gender .  In our  first example ,  the  ma- 

N p u l a t i o n  is d o ( X  = ac) where X involves r an d o m ly  assigning a racia l ly  

identif iable name  to  a resume.  In the  second,  the  m a N p u l ~ t i o n  is the  
access to  in fo rma t ion  a b o u t  gender,  t he  "do c o m m a n d "  creates  an envi- 

r om ne n t  in which d i sc r imina t ion  based on gender  is not  possible because  
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the information is unavailable. This case is closer to the counterfactual  we 

are most interested in exploring in the  context  of labor markets, i.e., the 

expected outcome (e.g., with regard to hiring or wages) if there were no 

labor market  discrimination. 

C o u n t e r f a c t u a l s  a t  w o r k  

An example of the counterfactuals of interest in labor market discrimination 
is the wages of individuals and groups ~ i thou t  discrimination. However, 

when the question is one of a t t r ibut ion,  i.e., the  existence of labor mar- 

ket discrimination or the mechanism under which it operates, we clearly 

cannot observe these counterfactuals.  Thus we, ask: Wha t  is the causal 

relationship among race, labor nmrket discrimination, and wages? As we 

mentioned above, race certainly does not cause labor nmrket discrimina- 

tion. And labor market  discrimination does not cause race, al though this 

idea does correspond with the notion tha t  race and gender as social con- 
structs only have meaNng through their  consequences. Perhaps it can be 

thought  of as an interaction effect-discrimination acts on race (or gender). 
Due to the lack of direct da ta  on discrimination, instead of using discrim- 

ination in statistical models, we use race (or gender) with the idea tha t  

if there were no labor market  discrimination then we would expect people 

with similar product iv i ty  to earn equal wages. Thus, in the absence of dis- 

crimin~tion, and with complete information on productivity,  race should 
not be associated with wages. The problem with implementing this logic 

is tha t  we do not have complete information on product iv i ty  and thus we 

cannot discern whether  an observed association between race and wages is 

due to unobserved differences in product ivi ty  or is ex~dence of labor market  
discrimination. Conversely~ suppose an association between race and wages 

is not observed once product iv i ty  variables are controlled for. This again 
could be due to  unobserved differences in product iv i ty  (in the opposite 

direction), or it could be evidence of a lack of labor market  discrimination. 

U s i n g  t h e  p o t e n t i a l  o u t c o m e  n o t a t i o n  fo r  d i s c r i m i n a t i o n  

Pearl suggests tha t  we use the notion of potential  outcomes in the absence 

of a potential  experiment  in order to a t t r ibute  a cause to an effect. In the 

context  of discrimination, we observe that  race (or sex) is associated with 

wages, and we would like to determine how much of this difference by race 



322 S. E. Fienberg and A. M. Haviland 

can be a t t r ibuted to labor market discrimination. This has been the focus 
of an extended research effort in the economics literature on discrimination, 

mainly invohdng the functional forms used to assign these attributions.  

Suppose, as in Haviland (2003), our goal is to  assess how much of the ob- 

served wage difference between demographic groups, highly educated mem- 
bers of different racial and ethnic groups, is at t r ibutable to discrimination 
based on demographic group membership after adjusting for differences in 
qualifications. Let the unadjusted wage gap be defined by the difference in 
conditional expected values, 

F(Gj) = E(yl[G) = 1) E(y0[G) = 0 ) ,  (1) 

where ~]~ and y0 are the natural  logarithm of wages as though one is t reated 
as a member of the demographic group of interest or the base comparison 
group respectively, Gj = 1 indicates tha t  respondents are a member of 
the demographic ga'oup j (black, Hispanic, or Asian men), Gj 0 indi- 

cates tha t  respondents are a members of the base comparison group (non- 
Hispanic white men), and F(Gj)  is the wage gap for group Gj. Besides 
demographic group membership, however, there are other characteristics 

tha t  affect wages and whose distributions differ between the groups. In 
a t tempt ing  to isolate the effect of market discrimination, the goal is to 
control for pre-market characteristics in the estimates of the w~ge gap and 
decompose the total  wage gap into an amount  associated with differences 
in these characteristics and the amount  remaining. Ideally, we would have 
wages for each person, with his own characteristics besides group member- 
ship, as though he were a white male and as though he were a member of 
his own demographic group. (Similarly~ we would want to have wages for 

each white male as he would be paid were he a member of each other demo- 
graphic group.) It, is these m.issing counterfactuals that we need to estimate 

in order to obtain an estimate of th.e average wage gap not associated with 
differences in th.e distributions of the covariates. 

Researchers have focused on obtaimng a sufficient set of confounders to 
estimate these missing counterfactuals consistently. The potential outcome 
literature refers to  this as the strong ignorability criterion: given the set 
of covariates, group membership is independent of Y0 (Hackman et al., 
1998). Note tha t  there are several versions of this condition depending on 
functional form and methodology (this form is specific to estimating just the 
effect of ' t rea tment  on the treated '  and so refers only to 90). We can address 
this type of assumption well by using Pearl's suggested path diagrams. 
If we assume tha t  we have obtained such a set, then we can decompose 

the unadjusted gap into a portion tha t  is associated with differences in 



Statistics and Causal Inference 323 

the distributions of the observed covariates and a portion that  either is 
associated with differences in the returns to these covariates or tha t  is not 

associated with the covariates. 

A consequence of the assumption of strong ignorability of group assign- 

ment given the covariates stated previously is tha t  E(yo ICy = 1, X = x) = 
E(yolGj O,X x). This assumption, in combination with the rest, al- 
lows us to consistently estimate the decomposition of the unadjusted wage 
gap into explainable and unexplainable portions. To demonstrate,  let the 
overall average wages in group Gj be expressed as 

Z(y~lCj 1) ~]pj=.Z(y~lCj 1, x ~:), (2) 
X 

where E(y~lGy -- 1, X -- x) is the expected earnings in group Gj with 
characteristic X x, and pj~: is the proportion of members of group Gj 
with characteristic X ---- x. We can consistently estimate these values using 
s tandard da ta  sources and estimation techniques. Similarly, for white men 
we can ~ ' i t e  

E(yolC~ o) Zp,.,.~Z(yolC~ o,x ~:). (3) 
x 

Substi tut ing equations (2) and (3) in to  equation (1)yields 

E(y~ IG j - - l )  E(yo IG j--O) 
= ~ p S ( y ~ I c j  = 1,x =x )  ~p,,,~.-~E(yolCj = o , x =  x) 

X X 

x 

[p,,,~.-~ pj~lE(yolCj = o , x  = x). (4) 
x 

Our strong ignorability assumption allows us to use equation (4), which 
may be observed, to estimate 
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E (y l [G -  j 1 ) -  E(yo[G- j O) 

 pj [z(>lcj 1,x  :)-Z(yolCj 1,x 
x 

x 

where the second summation gives the portion of the unadjus ted  gap as- 
sociated with differences in the distr ibution of confounders, and the first is 
the port ion associated ~_th unexplained differences in the  returns to these 
confounders. 

These models are typically es t imated parametrically, with separette lin- 

ear regressions for each racial group (or each sex). In this framework the 
expected values are regression coefficients, and what is referred to in the 
example above as the probabil i ty of having a particular characteristic is 
replaced by the mean of the characteristic in each group. Three problems 
with these parametric models have been noted in the literature. First, there 
is often a substantial  lack of support  in the da ta  to make comparisons over 
large portions of the union of the domains of the da ta  for the groups of in- 
terest. This problem may lye exacerbated by the second problem, which is 
incorrect functional form. The final, related problem is tha t  the parametric 
version of the decomposit ion (referred to as the Blinder-Oaxaca model and 
tradit ionally used in studies of gender, racial, and ethnic wage gaps, e.g., 
see the review by Altonji and Blank (1999)) makes different predictions 
depending on whether the coefficients from the regression on the control 
group, the group of interest, or a pooled group are used to decompose the 
unadjus ted  gap. These points and their potentially substantial  effects on 
estimates are demonst ra ted  in Barsky et al. (2002). 

One nonparametric  alternative, matching, provides an intuitively clear 
method for estimating the missing counterfactuals while avoiding the pit- 
falls of parametric  models in this context.  To estimate the missing counter- 
factual for a 32-year-old Hispanic man with a master 's  degree in business 
admiNstrat ion,  i.e., his expected wage if he were paid as a white male, 

Haviland (2003) uses the mean of the wages of white men of the  same age 
with the same highest degree and field. Assuming these counterfactuals 
can lye est imated for each member of the  demographic group, the mean 
gap conditional on age and education can lye est imated by averaging over 
the gaps for each individual in the  group of interest. This est imate is often 
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referred to as the effect of ' t rea tment  on the treated '  where in this case 
%reatment' is demographic group membership under the condition of labor 

market discrimination. Similarly, Pearl (2001) uses the term 'natural  direct 
effect' to describe the change we would expect in men's employment if they 
were t reated as women by employers which is how an %ffect of t rea tment  
on the untreated" would be interpreted in this context. 

The nonparametric method described above has the additional advan- 
tage of making problems of support transparent.  In fact, the matching 

method of estimating the missing counterfactuals is only consistent if it is 
used over the intersection of the supports of both distributions (Heckman 
et al., 1998). It also provides an estimate of the full distribution of wage 
gaps instead of a single point estimate for the mean. 

As Pearl discusses, the fact tha t  there are difficulties with the paramet- 
ric models here has consequences for a t t r ibut ing causal effects. He suggests 
tha t  assigning at t r ibut ion is only possible with parametric models where the 
form of a specific effect of a variable or set of variables is considered known 
and thus can be applied outside the range of t ha t  data.  It is clear from the 

econometric literature that ,  even assuming the set of confounders selected 
to be in the model is sufficient to meet the strong ignorability criterion, 
we cannot justify the parametric models. The nonparametric alternatives 
require us to make estimates only within the range of the data, and thus 
we nmst make all assumptions for estimating parameters not directly en- 
countered in the da ta  explicitly and not in the form of a parametric model. 
Indeed, Pearl suggests tha t  ~qth nonparametric models it is not possible to 
a t t r ibute  causes, at least not in the areas where there is no overlap of the 
data. This is similar to  the problems with propensity score models when 
the probability of being in the treated group is zero or one in some range of 
the variables tha t  are being controlled for (Kosenbaum and Rubin, 1983). 

In summary, we highlight three sets of problems. First, we have to use 
race or gender as a proxy for discrimination because we typically cannot 

observe the mechanisms through which labor force discrimination occurs. 
To make direct inference about discrimination, we need other information 
about the da ta  generating mechanism, e.g., how does labor market discrim- 
ination operate to effect wages. Without  this information we need other 
untestable assumptions to carry over from one circumstance to another. 
Second, even when our goal is simply to parti t ion observed differences in 
the outcome to known and u n k n o ~  reasons, there are a host of problems 
with what variables to  include in the partition. Third, functional forms 
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(parametric versus nonparametric and the form of the parametric models) 
are problematic and affect whether or not we can make causal attributions.  

Pearl recommends the use of path diagrams to encode causal assump- 
tions and determine the conditions under which causal inference is pos- 

sible. Given the preceding discussion, it is unclear how to represent the 
labor market discrimination and non-labor market discrimination factors 
affecting wages in a causal path diagram. Pearl notes this difficulty in 

circumstances where an experiment is not possible; this is the case with 
discrimination when the observable variable, race, is not manipulable. Un- 
der these circumstances the researcher's goal is to deternfine a sufficient 
set of covariates whose ctistrilDutions differ by race but are not due to labor 
market discrimination in order to  parti t ion any difference in outcome by 
race. Pearl's %ack-door' criterion, while difficult to apply in detail without 
a pa th  diagram, is intuitively unlikely to be met by observational studies 
of discrimination because the factors tha t  affect wages and differ by race 

but are not affected by market discrimination are difficult or impossible 
to measure. On the other hand, these tools tnety all be used when race is 

replaced in the model by the perception of race, which can be manipulated.  

B a c k  d o o r s  a n d  t h e  r e s u m e  e x p e r i m e n t  

Bertrand and l\ iullainathan (2003) solved the problems with the %ack door' 

links in a path diagram for discrimination by randomizing a proxy variable 
for race. They used real resumes with all personal identification removed 

and matched these resumes to help-wanted advertisements in Chicago and 
Boston. Then they  randomized "African American sounding names" and 
"white sounding names" to the pairs of resumes matched to each adver- 
tisement. This randomization breaks the links between the education and 
work experience on the resume (what an employer observes when making a 
decision to call back a potential employee for an interview or not) and race. 
This is what the typical observe~tional studies cannot ensure: no mat ter  
how many characteristics we a t tempt  to control for, we may not have the 
correct functional form and /or  there may be other unobserved confounders. 

There are both  positive and negative consequences of their focus on a 
particular early stage of the employment process. It is unclear how to re- 

late the observed experimental outcome (call backs) to more typical labor 
market outcomes such as employment or wages. On the other hand, this 

focus makes it possible to randonfize the perception of race across hypo- 
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thetical people. In addition, the specificity makes this experiment similar 
to a small-scale case s tudy in tha t  it can get closer to the actual mechatfism 

by which labor market discrimination occurs, the racial distinctiveness of a 
name affects the probability of call backs. Thus it breaks the ties between 
the usual host of confounders between race and the indicators of produc- 
t ivity tha t  potential employers observe, and it comes closer to identifying 

the mechaNsm through which labor market discrimination operates. (This 
assumes tha t  having a racially distinctive name does not carry any other 
information or connotations besides race itself.) Both the randomization 
and the identification of a mechanism are important  for making a causal 

a t t r ibut ion and thus making it possible to make predictions outside the 
current situation. For instance, it may be possible to estimate the effect of 
particular policy changes such as remo~dng names fl'om resumes before call 
back decisions are made or having employment agencies use codes or some 
other technique. 

C o n c l u d i n g  r e m a r k s  

Pearl's paper provides us ~ t h  an excellent review of a number of issues from 
the recent literature on causal modeling and the ways that  they  link to the 
literature on counterfactuals and potential outcomes. V~.) have a t tempted  

in our discussion to show the direct relevance of these ideas to an important  
policy problem to which Pearl actually refers in his opening paragraph. V~.~ 
have explained not only why the issue of discrimination is of interest in the 
context of causal models but also why it is far more complex than many 

authors have hitherto suggested. The tools of causal inference are, we 
believe, essential to such a discussion. 

D a v i d  H e c k e r m a n  

Microsoft Research 
Redmond, U.S.A. 
R o s s  S h a c h t e r  

Star,ford University 
Star,ford, U.S.A. 

V~~ have been working ~th causal graphical models for over a decade 
and believe that many statisticians and engineers would benefit fi'om using 
this approach, recognizing the crucial distinction between passive inference 
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and active intervention. Consequently, we are delighted to see Professor 
Pearl summarize his causal framework in this publication. 

His framework is quite elegant and builds on seminal works in statis- 
tics and decision making. His "do" graph surgery for causal models, for 
example, was first proposed by Strotz and Wold (1960), and "do" itself is a 
classic decision, albeit with some strong but  subtle assumptions.  Nonethe- 
less, as Pearl describes in this contribution, statisticians have been slow- to 
adopt  his work. Pearl gives two possible reasons why this is so. Here, we 
offer and address another reason, which we find more compelling. 

We first saw" Pearl 's causal framework in 1993. Although the framework 
seemed quite promising to us, we were puzzled by the meanings of and 
assumptions underlying a critical component  of his f ramework--namely,  
the causal model. 

Pearl gave (and still gives) a clear definition of cause-effect in terms 

of the do operator (e.g., Pearl, 2000, page 204) and a clear definition of 
the do operator in terms of a given causal model (e.g., Pearl, 2000, page 
70). However, his definition of causal model was (and still is) unclear. For 
example, on page 44 of his book, Pearl writes: 

D e f i n i t i o n  ( C a u s a l  S t r u c t u r e ) .  A causal structure of a set 
of variables V is a directed acydic graph (DAG) i~ which each 

node corre.spo~ds to a disti~ct elemc~t of V. a~d each li~k rep- 
resents a direct f~mctio~ml relatio~ship among the correspo~ding 
variables. 

D e f i n i t i o n  ( C a u s a l  M o d e l ) .  A causal model is a pair 

=~,I < D, OD > consisting of a causal structure D and a set 
of parameters OD compatible with D. The parameters OD as- 

sig~ a function .~ = f~(pa~, ~ )  to each X~ c V a~d a probability 
measure P(~i)  to each u i, where PAi  are the parents of Xi in D 

and where each Ui is a random disturbance distributed according 
to P(~i) ,  independently of all other u. 

Although it appears to be mathematical ly  precise, we find this deft- 
nRion to be confusing. What  is the source or semantics of the "direct 
functional relationship among the corresponding variables" and the "ran- 
dora disturbances"? What  assumptions are we making when building such 
a model? 
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To answer these questions, we developed a foundation for Pearl's frame- 
work based on decision theory- - in  particular, the work of Savage (1954). 

Tha t  is, we defined Pearl's causal model as well as the do operator and 
cause and effect in terms of Savage's primitives (Heckerman and Shachter, 
1995). As an additional benefit, we showed how Pearl's causal model can 
be equivalently represented as an influence diagram a graphical repre- 

sentation of decision making under uncertainty used now for ahnost three 
decades (Miller et al., 1976). 

Once we found this path from Savage to Pearl, we became quite com- 

fortable with Pearl's framework and the assumptions necessary to apply it. 
Unfortunately, Pearl has closed, played the strong connections between his 
work and decision theory as well as the suitability of the influence diagram 

as a representation of causal interactions. On the contrary, we believe tha t  
people who are familiar with decision theory will find comfort, as we have, 
in these connections. Of course, some statisticians are not familiar with 

decision theory and ~_11 need to unders tand new concepts whether study- 
ing Pearl's ideas directly or through an imtial s tudy of decision theory. In 
such cases, we believe these researchers might come to an appreciation of 
Pearl's work most easily by first gaining an understanding of the implicit 
decision theory. 

So how do we understand Pearl 's work in terms of decision theory? 
Consider Savage's framework, which begins with a description of his primi- 
tives act,, consequence, and possible state of  ff~.e world. Savage (1954, pages 
13-14) describes and illustrates these concepts as follows: 

To say tha t  a decision is to be made is to say tha t  one or 
more acts is to be chosen, or decided on. In deciding on an act, 

account nmst be taken of the possible states of the world, and 
also of the consequences implicit in each act for each possible 
state of the world. A conseque~ce is anything tha t  may happen 
to the person. 

Consider an example. Your wife has just broken five good 
eggs into a bowl when you come in and volunteer to finish mak- 
ing the omelet. A sixth egg, which for some reason nmst either 
be used for the omelet or wasted altogether, lies unbroken be- 
side the bowl. You must decide what to  do with this unbroken 
egg. Perhaps it is not too g~'eat an oversimplification to say tha t  
you nmst decide among three acts only, namely, to break it into 
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s t a t e  of t h e  act  

world  b r e a k  in to  bowl  ] b r eak  into s a uc e r  I t h r o w  away 

good egg six egg omele t  six egg omele t  a n d  five egg omele t  and one 

a sauce r  to wash_ good egg des t royed  

b a d  egg no omele t  and  five five-egg omele t  and  five-egg omele t  

good  eggs des t royed  a sauce r  to w a s h  

Table 1: An example illus~rathlg a.ct.s, possible sta~es of the world, a.nd conse- 
quences. (Ta.ken from Savage, 19,54.) 

the bowl containing the other five, to break it into a saucer for 
inspection, or to throw it away without inspection. Depending 
on the state of the egg, each of these three acts will have some 
consequence of concern to you~ say" that  indicated by Table 1. 

There are two points to emphasize. First, like Pearl but with different 
language, Savage distinguishes between tha t  which we can choose--namely, 
acts and that  which we can see namely, consequences. Second, once we 
choose an act, the consequence tha t  occurs is logically determined by the 

state of the world. Tha t  is, the consequence is a deterministic function of 
the act and the state of the world %. Of course, the consequences can be 
(and usually are) uncertain, and this uncertainty is captured by uncertainty 
in the state of the world. 

With  this understanding, the relationship between Savage and Pearl 
is not difficult to see. The instances of Pearl's U correspond to Savage's 
states of the world; the instances of Pearl's V correspond to Savage's conse- 
quences~ the instances of Pearl's do operators correspond to Savage's acts~ 
and Pearl 's functional relationships correspond to Savage's deterministic 
mapping from acts and states of the world to consequences. Of course, 
there are many details left unsaid; and we encourage the reader to explore 
them in Heckerman and Shachter (1995). 

One important  detail worth mentioning is the special nature of the do 
operator. Given some variable X, the set of acts corresponding to do(x) can 
not be a set tha t  arbitrarily affects X. In particular, do(z) nmst be a set of 
acts tha t  affects X in an "atomic" way a way tha t  affects only X directly. 

aSSavage (1954) defines an act  to be  "a func t ion  a t t a c h i n g  a c o n s e q u e n c e  to  each s t a t e  

ot t he  wor ld ."  Equiva len t ly ,  we t h i n k  ot ac t s  a a d  a f unc t i on  m a p p i n g  ac ts  and s t a t e s  ot 

t h e  wor ld  to  consequences  as  s e p a r a t e  ent i t ies .  Th i s  is a c o m m o n  prac t i ce  in decis ion 

theory .  
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For example, if X corresponds to a person's wealth, the act of giving the 
person tax-free money might qualify as a do(z), whereas the act of giving 

the person stolen (and marked) money would not, due to its additional 
(presumably undesirable) consequences. In Heckerman and Shachter (199.5) 
we give a precise meaning to the notion of an ~tomic decision in terms of 
Savage's primitives, and hence define the do operator in terms of these 
primitives. 

In summary, we believe Pearl's framework is not unlike a beautiful 
island filled with delights and riches. As Pearl presents it, however, there 

is no boat  to the island. At best, one has to swim through perilous w~ters 
to get there. V~:e offer our work as a safe and comfortable t ransport  to his 

paradise. 

J o s e p h  B. K a d a n e  
Departme~t of Statistics 

Carnegie Mdlon University, 
Pittusbur9. U.S.A. 

This is an excellent paper tha t  reviews and updates the notable progress 

tha t  has been made by the author and others in recent decades in under- 
standing and unrevealing the mysteries of causation. I especially commend 
the author for iris clarity of exposition; I would recommend this paper to 
someone wanting a friendly introduction to what has been up to now a 
daunting, difi3cult and fl'agmented literature. 

I am struck by how compatible this work is ~Jth the Bayesian perspec- 
tive. As presented by Professor Pearl, the most useful representation of 
a causative model is graphical; the absence of a link implies an assump- 
tion. It may not be obvious to a reader which model to assume. Indeed 
a reader may wish to entertain a variety of models, each representing a 
possible state of the world. Attaching subjective probabilities to each of 
these models, the whole Bayesian machinery can be used to derive not only 
consequences of each model separately', but also posterior probabilities of 

the models themselves. 

It may be objected tha t  there will be examples in which the da ta  are 
not informative about which model obtains, and this can be foretold with 
certainty before the da ta  are available or are examined. This is neither 
upsett ing nor a tragedy, as it also happens in models not involving a causal 
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issue. V~.~lat it comes down to is that  certain functions of the parameter 
vector are not identified. But even in such a circumstance, a legitimate 

posterior results and can be calculated. It is a problem for those who wish 
to use improper prior distributions for parameters taking an infinite number 

of possible values, but ~%sh to insist on a proper posterior distribution. 
However for those with proper prior distributions, lack of identification is 
not a d i~cul t  or serious issue. Tha t  even an infinite number of observations 

of a particular type will not settle certain questions (i.e., consistency) need 
not be disturbing, both because one rarely has such a da ta  set, and because 
often we have questions tha t  particular da ta  sets do not and cannot resolve. 

(For more about my views on identification in a Bayesian framework, see 
Kadane, 1975). 

How do we deal socially with such situations? For example, what has 
happened to R.A.Fisher's contention tha t  there was no proof tha t  smoking 
causes cancer? There still is no such proof, if by proof we mean the con- 

duct of an (obviously unethical) experiment in which some persons would 
be randomized to smoking and be forced to smoke, while others would be 

randomized not to  smoke, and would lye forced not to. Nonetheless, both 
policy makers and the general public have come to the conclusion tha t  
smoking is really bad for people, and cancer is one of the reasons. What  
has occurred in the intervening 50 years? Fisher (1957) clMmed tha t  per- 
haps incipient cancer caused people to smoke or, perhaps more plausibly, 
tha t  there was some unobserved variable tha t  led people to be more likely 

to smoke, and be more likely to get cancer. Cornfield et al. (1959) chal- 
lenge many of the clMms made on behMf of various hypotheses that  would 
exonerate smoking as a cause of lung cancer. They also give an analysis 
to show tha t  an unmeasured covariate causing both smoking and cancer 
would have to have a relative risk greater than the 8 observed for smoking 
to lye an exonerating explanation of the data, thus anticipating some of the 
work on bounding correlations tha t  Pearl and his colleagues have extended. 

Perhaps there is such a variable, but it is not unreasonable to ask what 
it is, and to take the view that ,  after 50 years, the burden of producing evi- 
dence is on those who wish to continue to take Fisher's side of the argument. 
Thus socially our priors have shifted, even without crisp proof. 

We owe Professor Pearl our heartfelt thanks for making these funda- 

mental issues nmch easier to understand.  Do(read Pear l ) .  
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Seraf fn  M o r a l  
Dpto. de Cie~wias de la Com putacidn 

e Inteligencia Artificial 
U~iversidad de Gra~mda. @ain. 

This is an excellent exposition of recent advances in causality by Prof. 
Judea  Pearl. In the eighties he made very important  contributions to prob- 
abilistic graphical models and wrote his influential book (Pearl, 1988) which 
has been a source of inspiration and knowledge for so many researchers 

around the world. Then, in the nineties he has concentrated in one of 
the most elusive and important  concepts in scientific research: causality. 
In Bayesian networks causality was always present, but  it was only seen 
through the induced independence relationships among the involved vari- 
ables. Now, Pearl presents an approach to causal inference, which makes 
use of previous advances in graphical models. He shows the difficulties of 
measuring causal relationships using the classical statistics language and 
supports  its extension in order to clearly specify causal assumptions and 
their implications. Wi th  it, former difficult and somewhat  obscure rea- 
sonings can be formalized in a simple and neat way. The importance and 
implications of this work will be seen without  doubt  in the near future. 

Personally, I would like to comment two aspects in which causality should 
play a more important  role. 

The first one is related with the field of learning Bayesian networks. 
In the paper, it is claimed that  causality can not be discovered from sta- 
tistical knowledge, bu t  this is precisely the ul t imate objective of learNng 
the structure of a Bayesian network, though this is done by seeing the 
independencies or by optimizing a measure of adjustment  of the network 
to the da ta  (score). My experience tells me that  when there is a causal 
mechanism that  generates the data, then with usual learning algorithms 
and if the sample is large enough, it is possible to  discover the original 
s tructure or an equivalent one. However, when we, t ry  to learn from real 
da ta  in which there are correlations bu t  not causal relationships relating all 
the variables, we obtain networks in which arcs can not be given a causal 
interpretation. These are, in general, complex graphs that  can be seen as 
the basis for approximating a joint probabil i ty distribution involving all 
the problem variables by means of products of smaller distributions. How- 
ever, even if we can not assume 'a priori' causal assumptions,  procedures 
are based in some implications of causality. For example, Bayesian scoring 
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metrics assume tha t  we have :a priori' distributions about the parameters 
which are independent for different variables: the parameters for X are 

independent of the parameters of Y given X. Can this be maintained if 
the errors associated to X and to Y given X are not independent? This 

causal interpretation is more evident in procedures using observational and 
experimental da ta  at the same time (Cooper and Yoo, 1999), in which the 
t runcated factorization is used in the score derivation. 

The discovering of causal relationships fi'om observational da ta  has been 
discussed in learning literature. But I th ink tha t  we need more research 

effort for determining what can we expect when there is not initial causal 
relationships in the variables. It really would be useful to have tools to 
determine when a learned arc can be given a causal interpretation. Do we 

need some type of :a priori' hypothesis? 

The second comment is of different nature and it is related ~4th the 
role of imprecise probabilRy in causal inference. Very oRen Bayesians claim 
tha t  it is always possible to assign i~fitial 'a priori' probabilities, so tha t  a 
precise probability can be computed for every event of interest. ARerwards, 
if these values are updated  by a large sample of independent observations, 
then the sensitivity to the initial 'a priori' values is small. Here, we have an 
example in which this is not true. V~.% have situations in wiiich, even if we 
have precise probabilities for all the observed variables, then if we want to 
measure the strengZh of causal relationships, we can only determine bounds 
for these values. To be able of determining precise values, we should assign 
'a priori' probabilities for non observable error variables, which would really 
looks something difficult for any expert. In the hypothetical case in which 
they were asserted, we should be extremely careful about  the conclusions 
as they can have strong bias due to 'a priori' values even if we have a very 
large sample. 

I believe tha t  one important  lesson of this paper is tha t  we should be 
very clear about initial assumptions. A theory should provide means for 

specifying them in a clear an unambiguous language. Then, sound inference 
methods should be available to get information about events of interest. I 
believe t h a t  it is important  for a methodology not to hide underlaying hy- 

pothesis and not to force to make more assumptions t han  one is ready to 
accept by the available information. In t ha t  case, imprecision in probabil- 
ities arises in a very natural  way, as initial state of knowledge can be too 
weak to determine precise values (V~:alley, 1991). 
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But  there is another aspect in which imprecise probability can play a 
role in causality. It is clear t ha t  when we have two variables and a joint 

probability distribution there is nothing tha t  can help us to discriminate 
causality from correlation. But  if instead of having and only one probabil- 
ity distribution we, have several of them, then the situation can be different. 
hnagine tha t  we have two variables X and Y and tha t  we have two pos- 
sible 'a priori' distributions P~,P2 about X and two possible conditional 
distributions of Y given X ,  q~,q2, in such a way tha t  the possible joint 
probability distributions are all the products p~.q~,p~.q2,p2.q~,p2.q2. In 
this case, we way that  the joint imprecise information about (X, Y) decom- 

pose as a marginal about  X and a conditional probability about Y given X.  
This does not always happen and it does not imply tha t  we can decompose 
the joint information as a marginal about Y and a conditional on X given 
Y. The decomposition on a marginal on X and a conditional on Y given 
X makes sense when X is a cause of Y with uncorrelated errors. So, with 

imprecise probability and with only two variables we have properties tha t  
are not always verified and tha t  are implied by the existence of a causal 
relationship. A more detailed exposition of this idea can be found in Moral 
and Cano (2002). 

Rejoinder by J. Pearl 

I wish to thank  the discussants for taking the time to comment on my 
paper, and further i l lmninating the subtle ways in which causality enters 
statistical analysis. 

Professor Kadane makes an important  observation tha t  causal analysis 
would be fairly compatible with the Bayesian perspective if one is willing to 

at tach subjective probabilities to several causal models, each representing a 
different configuration of mechanisms or a different vector of causal param- 
eters. It should be remembered though tha t  the nmnber of causal models 
one normally wishes to entertain would be astronomical and the task of 
assigning prior probabilities to the space of causal models would thus be 

hindered by a difficult problem of representation. In practice, the problem 
is mit igated by assuming parameter independence, namely, tha t  the param- 
eters governing one child/parents family are independent of those govermng 
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another family. This leads to Bayesian scoring metrics mentioned by Pro- 
fessor Moral who points out correctly, that  parameter  independence, an 
assumption made routinely in Bayesian statistical literature, makes sense 
only under specific causal assumptions.  For example, the parameters of the 
marginal of X can be assumed independent  of the conditional of Y given 
X only if X is a cause of Y, but  not if Y is a cause of X. This means that  
statisticians who use parameter  independence in practice, are unwittingly 
making causal assumptions.  

The functional, or mechamsm-based analysis proposed in my paper ex- 
plains the connection between parameter  independence and causal direc- 
tionality. Indeed, if each child-parent family is associated wRh a different 
physical mechanism, in the  sense that  changes in one mechanism can be 
affected independently of those in other mechanisms, it makes sense then 
that  the parameters  governing the conditional probabilities associated with 
those families would be independent  of one another. No such independence 

is expected when the conditional probabilities do not characterize separate 
causal mechaNsms. 

Professor Moral has identified another area where tacit  causal assump- 
tions have been at the root  of seemingly pure statistical assumptions - the 
composit ion of imprecise probabilities. Again, taking the Cartesian prod- 
ucts of probabil i ty intervals makes sense under certain causal assumptions 
and not under others, and the reason is the same, Cartesian products  are 
licensed by mechanism independence. 

I welcome Fienberg and Haviland's analysis of the economical effect of 
discrimination within the correct framework of counterfactual  analysis and 
structural  models. One should admire econometricians for a t tempt ing to 
tackle such problems without  a formal theory of causation. 

I am delighted that  Heckerman and Shachter (HS) agree with my obser- 
vation that  statisticians have been way too slow in embracing an analysis 
of causation. I do not agree however with their conclusion that  statisticians 
would do well to approach causation via decision analysis. Quite the con- 
trary, by insisting on decision analysis (DA) as a start ing point HS exhibR 
the same inflexibility tha t  has held back statistics for over a century; stu- 
dents of causation much break away with the confines of both associational 
analysis and decision analysis. 
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In Causality, page 110-112, I elaborate al, some length on the relation- 
ships between DA and structural  causal analysis. The weaknesses of the 

former lies precisely in Savage broad characterization of an act as a function 
between states of the world (the variables in U) and the set of consequences 
(the v~riables in V), without further explication of the internal n~ture of 
tha t  function. Although correct, this characterization is not very informa- 
tive; for it does not tell us how the effect of a compound actions can be 
derived from the effects of its components. It can be likened to the charac- 
terization of ari thmetic addition as a function fi'om 1R • lR to IR; though 
tru% it is way 1,oo coars% for it does not account for l, he axioms of addition 

and does not tell us, for example, how addition differs from multiplication, 
also a function from lK • IR to IR. 

DA assumes the existence of an oracle capable of predicting consistently 
the consequence of any act or combination of acts from any state of the 
world. Since the nmnber of possible act-combinations is astronomical~ it 

is inconceivable that  human decision makers can make such predictions 
without  further structure. Causal analysis explains how those predictions 

can be obtained from a more manageable set of primitives, s tructured in 
the form of a causal model. Given the set of functions fi in a causal model, 
one can readily compute the consequence of any combination of acts, from 
any state of the world. These functional relations, which HS brand as 
::confusing" are in fact the building blocks on the basis of which Savage's 
oracle operates. Although it is easy to define these primitive functions in 

terms of Savage actions (see Causalil, y page 205) I found this exercise to 
be counter productive and unnatural  when, in reality, Savage actions are 
(judgmentally) computed from those primitive functions. 

True, there is no boat to the paradise of causation if one insists on 
sailing the perilous waters of statistics. Even the heavy t ranspor t  plane 

offered by HS is circular and risky. There is however a beautiful bridge to 
tha t  island, friendly, safe and a walking distance away; let us not ignore 
the friendly w~y to redemption. 
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 Statistics and Causal Inference
 PAUL W. HOLLAND*

 Problems involving causal inference have dogged at the heels of statistics
 since its earliest days. Correlation does not imply causation, and yet causal
 conclusions drawn from a carefully designed experiment are often valid.
 What can a statistical model say about causation? This question is ad-
 dressed by using a particular model for causal inference (Holland and
 Rubin 1983; Rubin 1974) to critique the discussions of other writers on
 causation and causal inference. These include selected philosophers, med-
 ical researchers, statisticians, econometricians, and proponents of causal
 modeling.

 KEY WORDS: Causal model; Philosophy; Association; Experiments;
 Mill's methods; Causal effect; Koch's postulates; Hill's nine factors; Gran-
 ger causality; Path diagrams; Probabilistic causality.

 1. INTRODUCTION

 The reaction of many statisticians when confronted with
 the possibility that their profession might contribute to a
 discussion of causation is immediately to deny that there
 is any such possibility. "That correlation is not causation
 is perhaps the first thing that must be said" (Barnard 1982,
 p. 387). Possibly this evasive action is in response to all of
 those needling little headlines that pop up in the most
 unexpected places, for example, "If the statistics cannot
 relate cause and effect, they can certainly add to the rhet-
 oric" (Smith 1980, p. 998).

 One need only recall that a well-designed randomized
 experiment can be a powerful aid in investigating causal
 relations to question the need for such a defensive posture
 by statisticians. Randomized experiments have trans-
 formed many branches of science, and the early proponents
 of such studies were the sanle statisticians who founded
 the modern era of our field.

 This article takes the view that statistics has a great deal
 to say about certain problems of causal inference and ought
 to play a more significant role in philosophical analyses of
 causation than it has heretofore. In addition, I will try to
 show why the statistical models used to draw causal infer-
 ences are distinctly different from those used to draw as-
 sociational inferences.

 The article is organized as follows. First, statistical models
 appropriate for associational and causal inferences will be
 discussed and compared. Then they will be applied to vari-
 ous ideas about causation that have been expressed by
 several writers on this subject. One difficulty that arises in
 talking about causation is the variety of questions that are
 subsumed under the heading. Some authors focus on the
 ultimate meaningfulness of the notion of causation. Others
 are concerned with deducing the causes of a given effect.
 Still others are interested in understanding the details of
 causal mechanisms. The emphasis here will be on measur-
 ing the effects of causes because this seems to be a place

 * Paul W. Holland is Director, Research Statistics Group, Educational
 Testing Service, Princeton, NJ 08541. A preliminary draft of this article
 was the basis of an invited General Methodology Lecture for the Amer-
 ican Statistical Association, August 1985. The comments by Glymour and
 Granger included here were given at that session in response to that draft
 of this article.

 where statistics, which is concerned with measurement, has
 contributions to make. It is my opinion that an emphasis
 on the effects of causes rather than on the causes of effects
 is, in itself, an important consequence of bringing statistical
 reasoning to bear on the analysis of causation and directly
 opposes more traditional analyses of causation.

 2. MODEL FOR ASSOCIATIONAL INFERENCE

 The model appropriate for associational inference is sim-
 ply the standard statistical model that relates two vari-
 ables over a population. For clarity and for comparison
 with the model for causal inference described in the next
 section, however, I will briefly review association here. If
 I seem overly explicit in describing the model it is only
 because I wish to be absolutely clear on the fundamental
 elements of the theory presented here.

 The model begins with a population or universe U of
 "units." A unit in U will be denoted by u. Units are the
 basic objects of study in an investigation. Examples of units
 are human subjects, laboratory equipment, households,
 and plots of land. A variable is simply a real-valued func-
 tion -that is defined on every unit in U. The value of a
 variable for a given unit u is the number assigned by some
 measurement process to u. A population of units and vari-
 ables defined on these units are the basic elements of the
 models for both association and causation presented here.
 They correspond to the mathematical concepts of a set and
 real-valued functions defined on the elements of the set.
 They are the primitives of the theory and will not be further
 defined.

 Suppose that for each unit u in U there is associated a
 value Y(u) of a variable Y Suppose further that Y is a
 variable of scientific interest in the sense that one wishes
 to understand why the values of Y vary over the units in
 U. Y is the response variable because of its status as a
 "variable to be explained." In making associational infer-
 ences one is satisfied with discovering how the values of
 Y are associated with the values of other variables defined
 on the units of U. Let A be a second variable defined on
 U. Distinguish A from Y by calling A an attribute of the
 units in u. Logically, however, A and Y are on an equal
 footing, since they are both simply variables defined on U.

 All probabilities, distributions, and expected values in-
 volving variables are computed over U. A probability will
 mean nothing more nor less than a proportion of units in
 U. The expected value of a variable is merely its average
 value over all of U. Conditional expected values are av-
 erages over subsets of units where the subsets are defined
 by conditioning in the values of variables. It is in this sense
 that the models described here are population models.

 The role of time needs to be mentioned here. Popula-

 ? 1986 American Statistical Association
 Journal of the American Statistical Association

 December 1986, Vol. 81, No. 396, Theory and Methods

 945

This content downloaded from 128.138.65.149 on Mon, 27 Feb 2017 22:47:22 UTC
All use subject to http://about.jstor.org/terms



 946 Journal of the American Statistical Association, December 1986

 tions of units exist within a time frame of some sort, and
 the measurements of characteristics of units that variables
 represent must also be made at particular times. For as-
 sociational inference, however, the role of time is simply
 to affect the definition of the population of units or to
 specify the operational meaning of a particular variable.

 As we will see, in causal inference the role of time has a
 greater significance.

 The most detailed information one can have in the model
 just described is the values of Y(u) and A (u) are all u in
 U. The joint distribution of Y and A over U is specified by
 Pr( Y = y, A = a) = proportion of u in U for which Y(u)
 - y and A(u) = a.

 The associational parameters are determined by this
 joint distribution. For example, the conditional distribu-

 tion of Y given A is specified by Pr(Y = y I A = a) =
 Pr(Y = y, A = a)/Pr(A = a). This conditional distribu-
 tion describes how the distribution of Y values changes
 over U as A varies. A typical associational parameter is the
 regression of Y on A, that is, the conditional expectation
 E(Y I A = a).

 Associational inference consists of making statistical in-
 ferences (estimates, tests, posterior distributions, etc.) about
 the associational parameters relating Y and A on the basis
 of data gathered about Y and A from units in U. In this
 sense, associational inference is simply descriptive statis-
 tics.

 3. RUBIN'S MODEL FOR CAUSAL INFERENCE

 Because experimentation is such a powerful scientific
 and statistical tool and one that often introduces clarity
 into discussions of specific cases of causation, I una-
 bashedly draw on the language and framework of experi-
 ments for the model for causal inference. It is not that I

 believe an experiment is the only proper setting for dis-
 cussing causality, but I do feel that an experiment is the
 simplest such setting. The purpose is to construct a model
 that is complex enough to allow us to formalize basic in-
 tuitions concerning cause and effect. The point of depar-
 ture is the analysis of causal effects given in Rubin (1974,
 1977, 1978, 1980). It will be sufficient for our purposes,
 however, to deal with a simplified, population-level version
 of Rubin's model. This simplified model was used in Hol-
 land and Rubin (1980) to analyze causal inference in retro-
 spective, case-control studies used in medical research and
 in Holland and Rubin (1983) to analyze Lord's "analysis
 of covariance" paradox. I refer to this as "Rubin's model"
 even though Rubin would argue that the ideas behind the
 model have been around since Fisher. I think that Rubin
 (1974) was the place where these ideas were first applied
 to the study of causation.

 This model also begins with a population of units, U.
 Units in the model for causal inference are the objects of
 study on which causes or treatments may act. The terms
 cause and treatment will be used interchangeably, and the
 notion that these terms convey is an important part of the
 model. It is important to realize that by using the terms

 cause and treatment interchangeably I do not intend to
 limit the discussion to the activities within a controlled

 randomized study. I do it to emphasize an idea that I be-
 lieve receives insufficient attention in general discussions
 of causation. This is the fact that the effect of a cause is
 always relative to another cause. For example, the phrase
 "A causes B" almost always means that A causes B relative
 to some other cause that includes the condition "not
 A." The terminology becomes rather tortured if we try to

 stick with the usual causal language, but it is straightfor-
 ward if we use the language of experiments-treatment
 (i.e., one cause) versus control (i.e., another cause). In Sec-
 tion 7 1 will discuss the fundamental question of what kinds
 of things can be causes. The key notion, however, is the
 potential (regardless of whether it can be achieved in prac-
 tice or not) for exposing or not exposing each unit to the
 action of a cause. For causal inference, it is critical that each
 unit be potentially exposable to any one of the causes.
 As an example, the schooling a student receives can be a
 cause, in our sense, of the student's performance on a test,
 whereas the student's race or gender cannot.

 For simplicity it shall be assumed in this article that there
 are just two causes or levels of treatment, denoted by t
 (the treatment) and c (the control). Let S be a variable
 that indicates the cause to which each unit in U is exposed;
 that is, S = t indicates that the unit is exposed to t and S

 = c indicates exposure to c. In a controlled study, S is
 constructed by the experimenter. In an uncontrolled study,
 S is determined to some extent by factors beyond the ex-
 perimenter's control. In either case, the critical feature of
 the notion of cause in this model is that the value of S(u)
 for each unit could have been different.

 The variable S is analogous to the variable A in Section
 2, but with the essential diffkrence that S(u) indicates ex-
 posure of u to a specific cause, whereas A (u) can indicate
 a property or characteristic of u. In this case the value of
 A(u) could not have been different.

 The role of time now becomes important because of the
 fact that when a unit is exposed to a cause this must occur
 at some specific time or within a specific time period. Vari-
 ables now divide into two classes: pre-exposure-those
 whose values are determined prior to exposure to the cause;
 post-exposure-those whose values are determined after
 exposure to the cause.

 The role of a response variable Y is to measure the effect
 of the cause, and thus response variables must fall into the
 post-exposure class. This gives rise to another critical ele-
 ment of the model. The values of post-exposure variables
 are potentially affected by the particular cause, t or c, to
 which the unit is exposed. This is nothing less than the
 statement that causes have effects, which is the very heart
 of the notion of causation. For the model to represent
 faithfully this state of affairs we need not a single variable,

 Y, to represent a response but two variables, Y, and Yc,
 to represent two potential responses. The interpretation

 of these two values, Y,(u) and Yc(u) for a given unit u, is
 that Y,(u) is the value of the response that would be ob-
 served if the unit were exposed to t and Y_(u) is the value
 that would be observed on the same unit if it were exposed
 to c.

 The notation Yt(u) and Yc(u) is sometimes confusing
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 because a variable usually represents a measurement of
 some sort and a measurement is usually thought of as the
 result of a process that is applied to a unit. This is not really
 correct. For post-exposure variables the measurement is
 applied to the pairing (u, t) (i.e., u after exposure to t) or
 to (u, c) (i.e., u after exposure to c). A notation that more
 nearly expresses this joint dependence of Y on u and the
 exposed cause is Yt(u) = Y(u, t) and Yc(u) = Y(u, c). I
 shall use the Yt, Yc notation, however, since it leads to
 simpler expressions.

 The effect of the cause t on u as measured by Y and
 relative to cause c is the difference between Yt(u) and
 Yc(u). In the model this will be represented by the algebraic
 difference

 Yt(u) - YC(u). (1)

 I shall call the difference (1) the causal effect of t (relative
 to c) on u (as measured by Y). Expression (1) is the way
 that the model for causal inference expresses the most basic
 of all causal statements. It says that treatment t causes the
 effect Y,(u) - Yc(u) on unit U (relative to treatment c)
 or more simply that

 t causes the effect Y,(u) - YC(u). (2)

 Causal inference is ultimately concerned with the effects
 of causes on specific units, that is, with ascertaining the
 value of the causal effect in (1). It is frustrated by an
 inherent fact of observational life that I call the Funda-
 mental Problem of Causal Inference.

 Fundamental Problem of Causal Inference. It is im-
 possible to observe the value of Y,(u) and Yc(u) on the
 same unit and, therefore, it is impossible to observe the
 effect of t on u.

 The emphasis is on the word observe. The impossibility
 of observing both Y,(u) and Yc(u) is self-evident in some
 examples and less clear in others. For example, if the unit
 u is a specific fourth grader, t represents a novel year-long
 program of study of arithmetic, c represents a standard
 arithmetic program, and Y is a score on a test at the end
 of the year, then it is evident that we could observe either
 Y,(u) or Yc(u) but not both. We will never observe what
 the effect of t was on u. On the other hand, if u is a room
 in a house, t means that I flick on the light switch in that
 room, c means that I do not, and Y indicates whether the
 light is on or not a short time after applying either t or c,
 then I might be inclined to believe that I can know the
 values of both Y,(u) and Yc(u) by simply flicking the switch.
 It is clear, however, that it is only because of the plausibility
 of certain assumptions about the situation that this belief
 of mine can be shared by anyone else. If, for example, the
 light has been flicking off and on for no apparent reason
 while I am contemplating beginning this experiment, I might

 doubt that I would know the values of Y,(u) and Yc(u)
 after flicking on the switch-at least until I was clever
 enough to figure out a new experiment!

 The implicit threat of the Fundamental Problem of Causal
 Inference is that causal inference is impossible. But we
 should not jump to that conclusion too quickly. By assert-

 ing that the simultaneous observation of Y,(u) and Y,(u)
 is impossible I do not mean that knowledge relevant to
 these values is completely absent. It will depend on the
 situation considered. There are two general solutions to
 the Fundamental Problem, which for the sake of conven-
 ience I will label the scientific solution and the statistical
 solution.

 The scientific solution is to exploit various homogeneity
 or invariance assumptions. For example, by studying the
 behavior of a piece of laboratory equipment carefully a

 scientist may come to believe that the value of Yj(u) mea-
 sured at an earlier time is equal to the value of Yj(u) for
 the current experiment. All he needs to do now is to expose
 u to t and measure Y,(u) and he has overcome the Fun-
 damental Problem of Causal Inference. Note, however,
 that this hypothetical scientist has made an untestable hom-
 ogeneity assumption. By careful work he may convince
 himself and others that this assumption is right, but he can
 never be absolutely certain. Science has progressed very
 far by using this approach. The scientific solution is a com-
 monplace aspect of our everyday life as well. We all use
 it to make the causal inferences that arise in our lives.
 These ideas are amplified in Sections 4.1 and 4.2.

 The statistical solution is different and makes use of the
 population U in a typically statistical way. The average
 causal effect, T, of t (relative to c) over U is the expected
 value of the difference Yt(u) - Yj(u) over the u's in U;
 that is,

 E( Yt - YC) = T. (3)

 T defined in (3) is the average causal effect. By the usual
 rules of probability (3) may also be expressed as

 T = E(Y) - E(Yc). (4)

 Although this does not look like much, (4) reveals that
 information on different units that can be observed can be
 used to gain knowledge about T. For example, if some
 units are exposed to t they may be used to give information
 about E(Yt) (because this is the mean value of Yt over U),
 and if other units are exposed to c they may be used to
 give information about E(YC). Formula (4) is then used to
 gain knowledge about T. The exact way that units would
 be selected for exposure to t or c is very important and
 involves all of the usual considerations of good statistical
 design of experiments. The important point is that the
 statistical solution replaces the impossible-to-observe causal
 effect of t on a specific unit with the possible-to-estimate
 average causal effect of t over a population of units. These
 ideas will be developed further in Sections 4.3 and 4.4.

 The usefulness of either the scientific or the statistical
 solution to the Fundamental Problem of Causal Inference
 depends on the truth of different sets of untestable as-
 sumptions. In Section 4 I will discuss some of the typical
 assumptions that are often used to overcome the Funda-
 mental Problem of Causal Inference.

 It is useful to have a notation to express the fact that
 the causal indicator variable S determines which value, Yt
 or Yc, is observed for a given unit. If S(u) = t, then Yt(u)
 is observed, and if S(u) = c, then Yc(u) is observed. Thus
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 the observed response on unit u is Ys(u)(u). The observed
 response variable is, therefore, Ys. Hence, even though the

 model contains three variables, S, Yt, and Yc, the process
 of observation involves only two, that is, S, Ys. The dis-
 tinction between (a) the measurement process, Y, that pro-
 duces the response variable; (b) the two versions of the

 response variable Y, and Y, that corresponds to which cause
 the unit is exposed (and in terms of which causal effects

 are defined); and (c) the observed response variable Ys, is
 very important and, often, is not made in discussions of
 causation. These distinctions never arise in the study of

 simple association, but they are crucial to the analysis of
 causation.

 It is useful to review the model for associational infer-
 ence and Rubin's model side by side to emphasize their
 differences. Both involve a population of units, U, and
 both involve two observable variables: (A, Y) for associ-

 ation and (S, Ys) for causation. This is all, however, that
 they have in common. Whereas A and Y are simply vari-

 ables defined on the units of U, S and Ys presuppose a
 more complicated structure in order for them to apply to
 real situations. Two or more causes (or treatments) must
 be exposable to all of the units, and the response Y must
 be a post-exposure variable in order for the observed re-

 sponse Ys to be defined. Associational inference involves
 the joint or conditional distributions of values of Y and A,

 and causal inference concerns the values Y,(u) - Y,(u) on
 individual units. Causal inferences proceed from the ob-

 served values of S and Ys and from assumptions that ad-
 dress the Fundamental Problem of Causal Inference but

 that are usually untestable. Causal inferences do not nec-
 essarily involve statistical inferences, but associational in-
 ferences almost always do.

 4. SOME SPECIAL CASES OF CAUSAL INFERENCE

 This section considers some simple special cases of Rub-
 in's model for causal inference. The purpose is to show
 how specific assumptions added to the model allow causal
 inferences of particular types.

 4.1 Temporal Stability and Causal Transience

 One way of applying the scientific solution to the Fun-
 damental Problem of Causal Inference is to assume that

 (a) the value of Y,(u) does not depend on when the se-
 quence "apply c to u then measure Y on u" occurs and (b)

 the value of Y,(u) is not affected by the prior exposure of
 u to the sequence in (a). When these two assumptions are

 plausible it is a simple matter to measure Y,(u) and Y,(u)
 by sequential exposure of u to c then t, measuring Y after
 each exposure. The first assumption is temporal stability,
 because it asserts the constancy of response over time. The
 second assumption is causal transience, because it asserts
 that the effect of the cause c and the measurement process

 that results in Yc(u) is transient and does not change u
 enough to affect Y_(u) measured later. These two assump-
 tions often apply to physical devices and are routinely made
 by all of us in everyday life-for example, in the "light
 switch" example mentioned earlier.

 4.2 Unit Homogeneity

 A second way of applying the scientific solution to the

 Fundamental Problem is to assume that Y,(ul) = YI(u2)
 and Y,(ul) = Y,(u2) for two units ul and u2. This is the
 assumption of unit homogeneity. It, too, is often applicable
 to work done in scientific laboratories and is also a causal

 workhorse of everyday life. The causal effect of t is taken

 to be the value of Y,(ul) - Y,(u2). One way that laboratory
 scientists convince themselves that the units are homoge-
 neous is to prepare them carefully so that they "look"
 identical in all relevant aspects. This, of course, cannot
 prove that the unit homogeneity assumption is valid, but
 it can make this assumption plausible.

 4.3 Independence

 In my discussion of the statistical solution to the Fun-
 damental Problem, I did not give any specification to the

 way that units might be selected for observation of Y, or
 Y,. I only indicated that it was very important. Of course,
 the most well-known way that this occurs in experimental
 work is by randomization, and this section is concerned
 with that topic.

 The supposition in using the statistical solution is that
 the population U does not consist of one or two units but
 is "large" in some sense. The observed data for each unit

 are values of the pair of variables (S, Ys).
 The average causal effect T is the difference between

 the two expected values E(Yt) and E(Y,). The observed
 data (S, Ys), however, can only give us information about

 E(YsS|S t) =E(Yt S = t) (S)

 and

 E(Ys S =c) E(Yc S = c). (6)

 It is important to recognize that E(Yt) and E(Yt I S = t)
 are not the same thing and need not have the same values

 in general [similarly for E(Yc) and E(YC I S = c)]. To state
 this difference in words, E(Yt) is the average value of Yt(u)
 over all u in U, where E(Yt I S = t) is the average value
 of Yt(u) over only those in u in U that were exposed to t.
 There is no reason why, in general, these two averages
 should be equal. For example, if S(u) = t for all units for

 which Y,(u) is small, then E(Y, I S = t) will be smaller
 than E(Y,).

 There is, however, an assumption that, if plausible, makes
 these two expected values equal. It is the assumption of
 independence. When units are assigned at random either
 to cause t or to cause c, certain physical randomization
 processes are carried out so that the determination of which
 cause (t or c) u is exposed to is regarded as statistically

 independent of all other variables, including Yt and Yc.
 This means that if the physical randomization is carried
 out correctly, then it is plausible that S is independent of
 Y, and Y, and all other variables over U. This is the in-
 dependence assumption. If this assumption holds, then we

 have the basic equations
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 and

 E(Yc) = E(Yc I S = c). (8)

 Hence under the independence assumption the average

 causal effect T satisfies the equation

 T= E(YSIS= t) - E(YsIS= c). (9)

 The data (S, Ys) can now be used to estimate T by taking
 the difference between the average value of the observed

 response Ys for the units with S = t and for the units with
 S = c. Hence, if randomization is possible, the average
 causal effect T can always be estimated. If U is large, T
 can be estimated with high accuracy.

 It is useful to have a name for the right side of Equation
 (9) even when the assumption of independence does not
 hold. I will call it the prima facie causal effect of t (relative
 to c) and denote it by

 TPF = E(Yt I S = t)-E(YC I S = c), (10)
 which is algebraically equal to the following function of the

 regression of Ys on S:

 TPF = E(Ys I S = t) - E(Ys I S = c). (11)
 The term prima facie causal effect is adapted from Suppes
 (see Sec. 5) and used here to distinguish (11) from the true
 average causal effect, T, defined in Equation (3). The prima
 facie causal effect is an associational parameter for the joint
 distribution of the observable pair (Ys, S). In general, the
 average causal effect T does not equal the prima facie
 causal effect TPF. The assumption of independence, how-
 ever, does allow the conclusion that T = TPF, that is,
 Equation (9).

 4.4 Constant Effect

 The value of the average causal effect T is of potential
 interest for its own sake in certain types of studies. It would
 be of interest to a state education director who wanted to
 know what reading program would be the best to give to
 all of the first graders in his state. The average causal effect
 of the best program would be reflected in increases in
 statewide average reading scores.

 The average causal effect T is an average and as such
 enjoys all of the advantages and disadvantages of averages.
 For example, if the variability in the causal effects
 Yt(u) - Yc(u) is large over U, then T may not represent
 the causal effect of a specific unit, uo, very well. If uo is the
 unit of interest, then T may be irrelevant, no matter how
 carefully we estimate it!

 The assumption of constant effect is that the effect of t
 on every unit is the same, and under this assumption we
 have the equation

 T = Yt(u) - Yc(u), for all u in U. (12)

 Hence under the assumption of constant effect T is the
 causal effect for every unit in U. This assumption is also
 called additivity in statistical models for experiments be-

 cause the treatment t adds a constant amount T to the
 control response for each unit.

 The assumption of constant effect makes the value of

 the average causal effect relevant to every unit and, there-
 fore, allows T to be used to draw causal inferences at the

 unit level.
 The assumption of constant effect can be partially checked

 in the same way that the additivity assumption is usually
 investigated. For example, U can be divided into subpop-
 ulations U1, U2, . .. , and on each U, the average causal

 effect can be estimated, Ti, T2, .... If the T1's vary, the
 constant effect assumption cannot hold. If the Ti's do not
 vary, then the constant effect assumption may be plausible.

 The constant effect assumption is implied by the unit

 homogeneity assumption; that is, if Y,(ul) = Y,(u2) and
 Y,(ul) = Y,(u2), then clearly Y,(ul) - Y,(ul) = Y,(u2) -
 Y,(u2). Hence we may view the constant effect assumption
 as a weakening of the assumption of unit homogeneity.

 If we make only the constant effect assumption we may
 not conclude that the prima facie causal effect, TPF, in (10)
 equals the average causal effect, T, in (3). To see this
 observe that under constant effect we have

 Y,(u) = Y,(u) + T (13)

 for all units, u. Hence

 E(Yt I S = t)= T + E(Yc I S = t), (14)
 so

 TPF = T + {E(YC I S = t) - E(YC I S = c)}. (15)

 The term in braces in (15) is not 0 in general, that is, if
 the independence assumption is not true.

 It is easy to show that the stronger assumption of unit

 homogeneity does imply equality between T and TPF.

 4.5 Causal Inference in Nonrandomized
 Observational Studies

 It is beyond the scope of this article to apply the model
 for causal inference to nonrandomized studies. This has
 been done extensively, and the reader is referred to Rubin
 (1974, 1977, 1978), Rosenbaum (1984a,b,c), Rosenbaum
 and Rubin (1983a,b, 1984a,b, 1985a,b), and Holland and
 Rubin (1980, 1983). An important emphasis in these papers
 is on the ways that pre-exposure variables can be used to
 replace the independence assumption with less stringent

 conditional independence assumptions that are useful in
 observational studies. Rosenbaum and Rubin referred to

 one such assumption as "strong ignorability."

 5. COMMENTS ON SELECTED PHILOSOPHERS

 So much has been written about causality by philoso-
 phers that it is impossible to give an adequate coverage of
 the ideas that they have expressed in a short article. This
 section views some of these ideas in the context of Rubin's
 model for causal inference given in Sections 3 and 4. It
 makes no attempt to be exhaustive or even representative.

 Aristotle distinguished four ";causes"' of a thing in his
 Physics: The material cause (that out of which the thing is
 made), theformal cause (that into which the thing is made),

 the efficient cause (that which makes the thing), and the
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 final cause (thatfor which the thing is made). It is his notion
 of efficient cause that is relevant to our discussion and to

 most discussions of causation that grow out of inquiries
 into the methods of science. Locke (1690) proposed these
 definitions: "That which produces any simple or complex
 idea, we denote by the general name 'cause', and that which
 is produced, 'effect'." Although it is evident that these

 definitions refer to the same kinds of things that concern
 the model in Section 3, they do little more than suggest
 that the model is not out of line with an ancient philo-
 sophical tradition. It should be noted, however, that
 Aristotle emphasized the causes of a thing rather than the
 effects of causes. Locke seems a little more even-handed.

 Bunge (1959) gave a very accessible discussion of the his-
 tory of many ideas about the essential meaning of causa-
 tion.

 5.1 Hume

 When we turn to the analysis of causation given by Hume
 (1740, 1748) we find a critical basis for examining Rubin's
 model. Hume's analysis of causality is generally regarded
 to be an important contribution to the literature of this
 subject. Hume emphasized that causation is a relation be-
 tween experiences rather than one between facts. He ar-

 gued that it is not empirically verifiable that the cause
 produces the effect, but only that the experienced event
 called the cause is invariably followed by the experienced
 event called the effect. Hume's empirical stance can be
 regarded as sympathetic with the classical statistical view
 that the role of statistics is to draw inferences about unob-
 served quantities on the basis of observed facts. He was

 also very clear about the role of untestable assumptions in
 drawing causal conclusions.

 Hume's analysis recognized three basic criteria for cau-
 sation: (a) spatial/temporal contiguity, (b) temporal
 succession, and (c) constant conjunction. In the analysis
 of the idea that A causes B this means that (a) A and B
 are contiguous in space and time, (b) A precedes B in time,
 and (c) A and B always occur (or do not occur) together.

 In terms of Rubin's model the first two of Hume's criteria

 are easily accommodated. The criterion of spatial/tem-
 poral contiguity is expressed in the model by the action of
 the cause and the measurement of the effect all taking place
 on a common entity, the unit. Since real entities must exist
 in space and time the contiguity criterion is satisfied and
 possibly clarified by the model. Temporal contiguity is rel-
 evant to the degree that the time period involved affects
 the unit. Spatial contiguity is often defined by the unit itself
 and may not involve simple "nearness."

 The issue of temporal succession is shamelessly em-
 braced by the model as one of the defining characteristics
 of a response variable. The idea that an effect mightprecede
 a cause in time is regarded as meaningless in the model,
 and apparently also by Hume.

 Hume's notion of constant conjunction is more difficult
 simply because it might not hold for many reasons. In terms
 of the model there are two types of reasons why it might

 not hold. One of these involves "measurement error," and

 the other is more fundamental and involves the structure

 of the model. Measurement error often creates violations

 of constant conjunction in real scientific investigations. We
 may think we have a case of "A and not B" but we really
 have a case of "A' and not B" for some A' that we mistook
 for A (similarly for examples of "not A and B"). In the
 model these "errors of measurement" can involve both the
 causes and the response variable that determines the effect.

 The other, more fundamental way that constant conjunc-
 tion can fail in the model is for the constant effect as-

 sumption to fail to hold, that is, for the causal effects

 Y,(u) - Y,(u) to vary with the unit u. Hence, if we dis-
 regard those cases of nonconstant conjunction that are due

 to measurement error, we see that Hume's third criterion
 requires the constant effect assumption to hold in our model.

 Hume would probably argue that any weakening of this
 assumption would allow cases that he would not call "cau-
 sation" into the model. We will have to be satisfied that at

 least Hume's analysis fits into the model and let others
 judge the utility of the constant effect assumption. I should
 point out that the distinction between constant and variable
 causal effects (a) is often not easy to prove one way or the
 other in a particular case and (b) has been at the heart of
 at least one important controversy in the history of statistics

 (see Sec. 6).
 What I see that is missing from Hume's analysis is any

 notion that the effect of cause is always relative to another
 cause. The notion that a cause could have been different

 from what it was and that it is this difference that defines
 the effect is completely missing from Hume. In Hume's
 analysis causes are not delineated in any way. Anything
 can be a cause. The importance of this point will be em-
 phasized in Section 7. Finally, Hume does not identify the

 idea of an experiment as related to or important for cau-
 sation.

 5.2 Mill

 John Stuart Mill is rather different in this regard. Mill
 (1843) was positively disposed toward experiments.

 Observation, in short, without experimentation (supposing no aid from
 deduction) can ascertain sequences and co-existences, but cannot prove
 causation. (p. 253)

 . . . we have not yet proved that antecedent to be the cause until we have
 reversed the process and produced the effect by means of that antecedent
 artificially, and if, when we do so, the effect follows, the induction is
 complete.... (p. 252)

 Mill is credited with codifying and elaborating on several
 methods of experimental inquiry that had been put forth
 by Sir Francis Bacon 250 years earlier. Mill identified four
 general methods, which I now discuss.

 The Method of Concomitant Variation. This method
 flies in the face of the distinctions that I have drawn be-
 tween association and causation.

 Whatever phenomenon varies in any manner, whenever another phe-
 nomenon varies in some particular manner, is either a cause or an effect
 of that phenomenon, or is connected with it through some fact of caus-
 ation. (p. 464)

 I think that as a method of science the widespread use

 of this method is indisputable. Most scientists would agree
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 that where there is correlational smoke there is likely to
 be causational fire. Most would not, however, go as far as
 Mill's statement of the method.

 Of course, even if Rubin's model does apply, the cor-

 relation between the observed variables S and Ys does not
 say much about the causal effects or even the average causal

 effect, because the correlation of Ys and S is simply another
 way of expressing the prima facie causal effect, TPF.

 More generally, not everything can be a "cause" in the
 sense used in the model, but Mill's method of concomitant
 variation can be applied to cases for which only association
 is appropriate. That this can result in nonsense discussions
 of causation is well known.

 Method of Difference. This method is almost an exact
 statement of what we mean by a causal effect, even though
 it is couched in a more general language and its proposed

 use is to identify causes and effects.

 If an instance in which the phenomenon under investigation occurs, and
 an instance in which it does not occur, have every circumstance in common
 save one, that one occurring in the former; the circumstances in which
 alone the two instances differ, is the effect, or the cause, or an indispen-
 sable part of the cause of the phenomenon. (p. 452)

 If we restrict our attention to the following interpretation
 of the elements of this quotation we see a fairly straight-
 forward definition of causal effect: "phenomenon under
 investigation" occurs-Y = 1; "phenomenon under in-
 vestigation" does not occur-Y = 0; "the circumstance in
 which the instances differ"-when present = t, when ab-

 sent = c. Then Y,(u) = 1 denotes the fact that when the
 circumstance was present the phenomenon occurs, and

 Yj(u) = 0 denotes the fact that when the circumstance was
 absent the phenomenon did not occur. The equality of all
 other circumstances is modeled by considering the same

 unit. Thus Yt(u) - Yj(u) = 1, so the causal effect of the
 circumstance on the unit is 1 and corresponds to Mill's
 statement that the circumstance is "the cause or an indis-
 pensable part of the cause of the phenomenon."

 Mill also considered reversing the process to look for
 causes of given effects. This is a well-known scientific tech-

 nique-for example, it occurs often in epidemiological
 studies of public health problems. It is beyond the scope
 of this article to apply the model to such a case, but some
 work along this line can be found in Hamilton (1979) and
 Holland and Rubin (1980).

 The Method of Residues. This method also applies fairly
 simply to the model. Its statement is

 Subduct from any phenomenon such part as is known by previous induc-
 tions to be the effect of certain antecedents, and the residue of the phe-
 nomenon is the effect of the remaining antecedents. (p. 460)

 To place this into the context of the model let the an-
 tecedents (i.e., causes) be denoted by a = those whose
 effect is known and b = the remaining antecedents.

 The causal effect of ab relative to a is simply Yab(U) -
 Ya(u), which is the residue Mill tells us to compute. I regard
 Mill's method of residues to be a nearly explicit, early
 statement of the definition of causal effect.

 The Method of Agreement. Usually this method is dis-

 cussed first because it is so clearly a part of scientific in-
 vestigations. I have left it to the end because it requires

 the introduction of the notion of a "null effect." The method
 is stated as follows:

 If two or more instances of a phenomenon under investigation have only
 one circumstance in common, the circumstance in which alone all the
 instances agree, is the cause (or effect) of the given phenomenon. (p.
 451)

 Although it looks like a method for identifying the cause
 of a phenomenon, it is clear to anyone who has ever used
 the method of agreement that all that the method really
 does is to rule out possible causes. It is this aspect of the
 method of agreement that fits into the model.

 If, as in the discussion of the method of difference, we
 let Y = 1 (or 0) denote the occurrence (or not) of "the
 phenomenon under investigation," and then if the phe-
 nomenon occurs when the cause t occurs and also when
 the cause t does not occur, that is, c, we have

 Y,(u) = 1 and YC(u) = 1,

 so

 Yt(u) - YC(U) = 0.

 Hence the causal effect of t is 0; that is, t is a cause with a
 null effect. The principle of causality states that every phe-
 nomenon has a cause; that is, every effect has a cause.
 Every practicing experimentalist can attest to the fact that
 the reverse is not true-experiments fail. Causes do not
 necessarily have effects. Null effects are the stuff from
 which null hypotheses are made!

 My conclusion is that Mill's thinking, being driven by an
 experimental model, is in reasonably close agreement with
 the model of Section 3. He is close to the idea that the

 effect of a cause is always relative to another cause, unlike
 Hume. Like Hume, however, he does not restrict the no-
 tion of cause in any way. For Hume and Mill any phenom-
 enon can be a cause. Finally, like Hume, Mill does not
 consider variation (i.e., either unit inhomogeneity or vari-
 able causal effects) in any serious way.

 5.3 Suppes

 Variation is an explicit consideration in Patrick Suppes's
 (1970) probabilistic theory of causality. Suppes's goal was
 to improve upon Hume's analysis, specifically the constant
 conjunction criterion, because

 ... in restricting himself to the concept of constant conjunction, Hume
 was not fair to the use of causal notions in ordinary language and expe-
 rience. (p. 10)

 Like Hume, Suppes puts no restriction on what causes
 and effects are save only that they be expressible as events
 that occur in time. Thus Suppes uses the language of sto-
 chastic processes to formalize his theory. He explained the
 intuitive idea of his theory as follows:

 Roughly speaking, the modification of Hume's analysis I propose is to
 say that one event is the cause of another if the appearance of the first
 event is followed with a high probability by the appearance of the second,
 and there is no third event that we can use to factor out the probability
 relationship between the first and second events. (p. 10)

 Suppes expressly adopted the temporal succession cri-
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 terion that all causes precede their effects in time. He first
 defined a prima facie cause of an event as an event that
 temporally precedes it and that is positively associated with

 it. He then defined a spurious cause of an effect (i.e., an

 event) as a prima facie cause of the effect that is, in fact,
 conditionally independent of the effect given a second event

 that is temporally prior to the prima facie cause and that

 is conditionally positively associated with the effect given

 the prima facie cause. This is what he meant by "factoring
 out" a probability relationship. A genuine cause is a prima

 facie cause that is not spurious.
 More precisely Suppes's definitions are as follows:

 (Si) If r < s denote two time values, the event Cr is a
 prima facie cause of the event Es if

 Pr(Es | Cr) > Pr(Es). (16)

 (S2) Cr is a spurious cause of Es if Cr is a prima facie
 cause of Es and for some q < r < s there is an event Dq
 such that

 Pr(Es | Cr, Dq) = Pr(Es I Dq) (17)

 and

 Pr(Es | Cr, Dq) ? Pr(Es I Cr). (18)

 (S3) Cr is a genuine cause of Es if Cr is a prima facie cause
 of Es but Cr is not a spurious cause of Es.

 In all of these definitions the probabilities of the events

 used in the conditioning statements are assumed to be pos-
 itive. Suppes also considered other issues, such as direct
 and indirect causes, but (S1)-(S3) are the main elements
 of his theory.

 It is clear that Suppes's analysis is quite different from
 that given in Section 3. He defined the cause of an effect
 rather than the effect of a cause. Like Hume and Mill he

 placed no general restriction on the nature of a cause other
 than that it be expressible as an event that occurs prior in
 time to the effect. There is no explicit place for units in
 Suppes's stochastic process model-they are buried in the
 probability space on which the events he considered are
 defined. Hence Suppes does not have the machinery to
 express the effect of a cause in a particular case. His model

 describes average behavior, not individual behavior.
 At bottom, Suppes's notion of a genuine cause is simply

 a correlation between a cause and effect that will not go
 away by "partialling out" legitimate competing causes. In
 a sense then for Suppes all genuine causes are only tem-
 porarily so as they await the cleverness of the analyst to
 identify the proper conditioning event that will render null
 their association with the effect. Although this may, in-
 deed, describe much informal scientific practice, it does
 not appear to me to get to the heart of the notion of cau-
 sation, which, I believe, Rubin's model does.

 Suppes's theory, however, does capture some useful ideas,
 and because it is stated with precision it is a fairly easy task
 to relate these ideas to Rubin's model.

 In what follows, all probabilities and expectations are

 computed over the population U of units.

 Earlier, his notion of a prima facie cause was translated

 into the prima facie causal effect as follows. The association
 between the observed response Ys and the causal indicator
 S can be measured by the difference in the average value
 of the response between the units exposed to t and those
 exposed to c. We have called this the prima facie causal
 effect of t (relative to c), that is,

 TPF = E(Ys I S = t)-E(Ys I S = c). (19)

 We have seen that the association between cause and
 effect that defines a prima facie cause is a causal effect
 under certain conditions that have wide use in science, but
 TpFis not always a causal effect. This is why Suppes defined

 prima facie causes.
 I will finish this section by showing what happens when

 we apply Suppes's notion of a spurious cause to the context
 of a randomized experiment. This will shed some light on
 the relation of his theory to Rubin's model.

 If the response variable Y is a 0/1 indicator, then we

 may keep the discussion in terms of the event terminology

 that Suppes used. Thus {Ys = 1} corresponds to ES and
 {S = t} corresponds to Cr, and I will discuss the meaning
 of the event Dq subsequently.

 Consider Equation (17) from (S2). For a randomized
 experiment it is

 Pr(Ys = 1 St, Dq) = Pr(Ys = 1 | Dq). (20)

 By using the usual rules for handling conditional proba-
 bilities we may express (20) as follows:

 {Pr(Yt = 1 1 S = t, Dq) - Pr(Yc = 1 1 S = c, Dq)}

 x Pr(S = c I Dq) = O. (21)
 Hence the only way that Equation (20) can hold is for
 either

 Pr(S = t IDq) = 1 (22)

 or

 Pr(Yt = 1 1 S = t, Dq) = Pr(Yc = 1 | S = c, Dq). (23)

 If Dq is an event that occurs prior in time to the exposure
 of the units to t or c, then I will assume that Dq is determined
 by the values of pre-exposure variables defined on the units
 in U. Now suppose that the assumption of independence
 holds so that S is statistically independent of Yt, Yc and of
 the pre-exposure variables that define Dq. Furthermore,
 suppose that

 0 < Pr(S = t) < 1, (24)

 so each unit has positive probability of being exposed to
 either cause. The independence assumption and (24) then
 imply that (22) cannot hold and that Equation (17), there-
 fore, reduces to

 Pr(Yt = 1 1 Dq) = Pr(Yc = 1 | Dq). (25)

 Because Y is an indicator variable we can rewrite (25) in

 terms of an average causal effect; that is,

 T(Dq) = E(Yt - I lDq) = 0. (26)

 The average causal effect T(Dq) in (26) is the average
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 causal effect over all units in U for which the event Dq
 occurs. Hence we see that Suppes's condition (17) for a
 spurious cause reduces to the condition

 T(Dq) = 0 (27)

 in a randomized experiment. The other condition that Suppes
 required in (S2) is inequality (18), which is, in the present

 context, equivalent to

 Pr(Ys = 1 IS = t,Dq) :Pr(Ys = 1 1S t). (28)

 Under randomization this becomes

 Pr(Yt = 1 | Dq) ? Pr(Yt = 1). (29)

 If we put (29) and (27) together with the condition that t
 be a prima facie cause we find that the treatment in a
 randomized experiment is a spurious cause of the effect if
 and only if it has a positive average causal effect, but a
 subpopulation of units can be identified on the basis of
 pre-exposure variables (a) on which the average causal
 effect is 0 and (b) for which the response under t is more
 likely to occur than it is for all of U. I think that part (a)
 is more accurately described as a null effect in the sub-
 population and part (b) is unrelated to the notion of cause.
 The existence of a subpopulation on which the effect is
 null while the overall effect is positive is an example of
 nonconstant conjunction in Hume's sense. It would be called
 an interaction by most statisticians.

 6. COMMENTS FROM A FEW STATISTICIANS

 This section is devoted to a brief examination of the
 writings of a few statisticians to see in what way the idea

 of multiple versions of the response, that is, Y, and Yc, has
 appeared before. I find that many people have difficulty

 with the idea of distinguishing Y, and Yc from Y or Ys and
 perhaps this look at earlier work may help clarify this as-
 sumption. Unfortunately, the exact idea is never stated
 explicitly, so there is a need for a certain amount of de-
 tective work to find it. I hope I will not be held guilty of
 wrongly reinterpreting the work of others.

 A fairly clear statement of this idea was given by
 Kempthorne (1952) in a discussion of the analysis of ran-
 domized block designs. (A randomized block design is a
 typical agricultural experimental plan in which larger tracts
 of land, called blocks, are each subdivided into p plots and
 then one of the experimental treatments is applied at ran-
 dom to each of the p plots within each block.) For example,
 Kempthorne (1952, p. 136) first defined yields as follows:
 "We shall denote the yield with treatment k . .. on plot j
 ... of block i ... by Yijk." He then wrote:

 In fact we do not observe the yield of treatment k on plot j but merely
 the yield of treatment k on a randomly chosen plot in the block.... we
 denote the observed yield of treatment k in block i by yik. (p. 137)

 It seems evident from the two quotations that the Yijk in
 the first refers to different versions of the response-one
 for each k-on each combination (i, j) of plot within block.
 The Yik in the second quotation is the value of Yijk for that

 plot to which treatment k is actually applied in block i.
 It is not difficult to make the following translation of

 Kempthorne's notation. The units are the "plots," so the

 units need two subscripts for identification; that is, uij is
 the jth plot within block i. The yield of treatment k on the

 unit Uij is Yijk = Yk(uij), where Yk(u) is the value of the
 response that is observed if u is exposed to treatment k.
 The randomization process picks one of the treatments to

 apply to unit uij, and this can be indicated by S(uij); that
 is, if treatment k is applied to unit uij then S(uij) = k. The
 observed yield on uij is

 Yijs(ui1) = YS(U(uij)

 The plot in block i to which treatment k is applied can be

 denoted by jk so that the observed yield of treatment k on
 block i is

 Yik = Yk(Uijk).

 In D. R. Cox's (1958) book on the planning of experi-
 ments he defined true treatment effects in an experiment in
 almost exactly the same way that we have defined causal
 effects. In an experiment with treatments T1, T2, he defined
 the true treatment effects as the difference between "the

 observation obtained on any unit when, say, T1 is applied"
 and "the observation that would have been observed had,
 say, T2 been applied" (p. 15). Hence Cox appears to have
 accepted the idea that the response of a unit could be one

 value, Yt(u), if the unit were exposed to t and another,
 possibly different value, Yc(u), if the unit were exposed to
 c. Cox also made the assumption of constant effect in de-
 fining true treatment effects. His reasons for this are not

 clear but appear to be primarily technical rather than con-
 ceptual. He did not reject the idea of variable causal effects,
 however, and discussed ways in which causal effects might
 depend "on the value of some supplementary measure-

 ment that can be made on each unit" (p. 18).
 Curiously, R. A. Fisher, who founded the modern the-

 ory of experimental design, never dealt directly with the
 idea of multiple versions of the response. Instead, he gave
 examples that are so laced with specific details that it is
 not always clear what level of generality he meant to con-
 vey. For example, in the first article in which Fisher (1926)
 attempted to set out the principles of the design of field
 experiments in agriculture we find this question in a dis-
 cussion of a hypothetical experiment to evaluate the ap-
 parent productive value of treating a given acre of ground
 with a manurial treatment:

 What reason is there to think that, even if no manure had been applied,
 the acre which actually received it would not still have given the higher
 yield? (p. 504)

 It is fairly clear in this quotation that he could consider
 the possibility that had a different treatment (i.e., no man-
 ure) been applied to the field the resulting yield might have
 been the same. This clearly concerns the null hypothesis
 of no treatment effect and, more generally, Fisher came
 closest to the idea of multiple versions of the response in
 his discussions of the relationship between the null hy-
 pothesis and randomization.

 The earliest explicit reference that I have found to mul-

 tiple versions of the response is Neyman (1935). In his

 paper (read before the Industrial and Agricultural Re-
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 search Section of the Royal Statistical Society in March of
 1935) Neyman gave an explicit statement of the idea of

 multiple versions of the response (which is for Neyman the
 yield from an experimental plot of land in an agricultural
 experiment). Unfortunately, Neyman's discussion also in-
 troduced the notion of a stochastic element that is added
 to Y to allow for "technical errors" that are due to inac-

 curacies of experimental technique. If we ignore this prob-
 lem of measurement error and assume zero "technical er-
 rors," then Neyman's definition of a "true yield" explicitly

 refers to multiple versions of the response. "Thus X1j(k)
 will mean the 'true' yield of the kth object obtainable from

 the plot (i, j)" (p. 110; by "object" Neyman means treat-
 ment). His notation is very similar to that used by Kemp-
 thorne. To put it into the notation of Section 3, the units

 are the plots, uij, and X1j(k) = Yk(uij), where Yk(u) is de-
 fined as in the previous discussion of Kempthorne.

 Neyman also had an explicit expression for the average

 value of Xij(k) over all of the units, uij. It is X..(k). In the
 notation of Section 3 this is X..(k) = E(Yk). Hence it is
 clear that by the time Neyman was writing the idea of

 multiple versions of the response, one for each treatment,
 was established. It seems to have been used by writers
 concerned about the details of the effects of randomization
 in specific experimental plans (e.g., Cox 1958; Kemp-
 thorne 1952) but is generally not a part of the standard
 statistical notation of many other writers [an exception is
 Hamilton (1979)].

 The Neyman (1935) reference is also relevant to the
 model in Section 3 because of the controversy between
 Fisher and Neyman that it engendered. The controversy
 revolves around the choice of null hypothesis in experi-

 ments such as randomized block designs. Fisher was quite
 clear that the null hypothesis that he proposed is that the
 causal effect (as we have defined it) is 0 for each unit. For
 example, in the famous discussion at the end of Neyman
 (1935) Fisher first quoted Neyman, as follows:

 ... this bias vanishes when . .. the objects compared are reacting to
 differences in soil fertility in exactly the same manner. . . . This is not
 always true. (p. 153)

 Then Fisher wrote:

 However, it was always true in the case for which it was required, namely,
 when the hypothesis to be tested was true, that differences of treatment
 made no difference to the yields. (p. 157)

 Then Neyman, in responding to Fisher's remarks, empha-
 sized his interest in what I would call the average causal
 effect.

 'Our purpose in the field experiment consists in comparing numbers such

 as X.(k), or the average true yields which our objects are able to give
 when applied to the whole field.' It is seen that this problem is essentially
 different from what Professor Fisher suggested. So long as the average
 yields of any treatments are identical, the question as to whether these
 treatments affect separate yields on single plots seems to be uninteresting
 and academic. (p. 173)

 Fisher's sardonic reply indicates that, at least, he agreed
 that Neyman stated their differences clearly. "It may be

 foolish, but that is what the z test was designed for, and
 the only purpose for which it has been used" (p. 173).

 Evidently, I would conclude that Neyman's null hypoth-

 esis is one of zero average causal effect, that is, E(Y, -
 YJ) = 0, whereas Fisher's is one of zero causal effect for
 all units, that is, Y,(u) - Y,(u) = 0 for all u E U.

 7. WHAT CAN BE A CAUSE?

 It may seem very extreme to some to limit the notion
 of cause to the sense used in Section 3. Aristotle set the
 stage for this, however, by distinguishing more than one
 meaning to the word cause. It might be better to ask, what
 can be an "efficient cause" in his sense? Evidently even
 this restriction did not limit the notion of cause for such
 thinkers as Hume and Mill. Anything can be a cause for
 them-or, at least, a potential cause.

 Put as bluntly and as contentiously as possible, in this
 article I take the position that causes are only those things
 that could, in principle, be treatments in experiments. The

 qualification "in principle" is important because practical,
 ethical, and other considerations might make some exper-
 iments infeasible, that is, limit us to contemplating hypo-
 thetical experiments. For example, in the medical and social
 world we might be able to conceive of an experiment, but
 no one would ever try to carry it out. Instead, we might
 have to wait for a "natural experiment" to occur. "Ob-

 servational study" is the term used by statisticians (e.g.,
 Cochran 1983) to refer to studies for which "The objective
 is to study the causal effects of certain agents" but "For
 one reason or another the investigator can not . .. impose
 on . . . or withhold from the subject, a treatment whose
 effects he desires to discover" (p. 1).

 I believe that the notion of cause that operates in an
 experiment and in an observational study is the same. The
 difference is in the degree of control an experimenter has
 over the phenomena under investigation compared with
 that which an observer has. In Rubin's model this is ex-

 pressed by the joint distribution of S with Y, and Yc. Total
 control can make S independent of Y, and Yc.

 It may bother some readers that I have been using the

 term "experiment" in a very restricted sense-though one
 that is common in the study of the design of experiments.
 For example, experiments in chemistry in which a sub-
 stance is analyzed into its component ingredients or in
 which ingredients are combined with each other to syn-
 thesize a new substance often may not have clearly iden-
 tifiable units, treatments, and response variables. My view
 is that in such experiments the Aristotelian notion of ma-

 terial cause is often more relevant than that of efficient
 cause, and hence such experiments are not concerned with
 the notion of cause that is discussed in this article.

 To return to the question of what can be a cause let me
 consider three examples of statements that involve the word
 cause but that vary in its exact usage.

 (A) She did well on the exam because she is a woman.
 (B) She did well on the exam because she studied for

 it.

 (C) She did well on the exam because she was coached
 by her teacher.

 I think that these statements, even though they are per-

 fectly understandable English sentences, vary in the mean-
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 ing of the "because" in each. In each, the effect, using the
 term loosely, is the same-doing well on an exam. The
 causes, again using the term loosely, are different. In (A)
 the "cause" is ascribed to an attribute she possesses. In
 (B) the "cause" is ascribed to some voluntary activity she
 performed, and in (C) it is ascribed to an activity that was
 imposed on her.

 An attribute cannot be a cause in an experiment, because
 the notion of potential exposability does not apply to it.

 The only way for an attribute to change its value is for the
 unit to change in some way and no longer be the same
 unit. Statements of "causation" that involve attributes as
 ''causes'' are always statements of association between the
 values of an attribute and a response variable across the
 units in a population. In (A) all that is meant is that the
 performance of women on the exam exceeds, in some sense,
 that of men.

 Examples of the confusion between attributes and causes
 fill the social science literature. Saris and Stronkhorst (1984)
 gave the following example of a causal hypothesis: "Scho-
 lastic achievement affects the choice of secondary school"
 (p. 13). These authors clearly intended for this hypothesis
 to state that an attribute of a student (i.e., scores on tests,
 performance in primary school) can cause (i.e., affect) the
 student's choice of a particular type of secondary school.
 It is difficult to conceive of how scholastic achievement
 could be a treatment in an experiment and, therefore, be
 a "cause" in the sense used in this article. A somewhat
 stronger statement of my point was given by Kempthorne
 (1978, p. 15): "It is epistemological nonsense to talk about
 one trait of an individual causing or determining another
 trait of the individual."

 At the other extreme is Example (C). This is easily in-
 terpreted in terms of the model. The interpretation is that
 had she not been coached by her teacher she would not
 have done as well as she did. It implies a comparison be-
 tween the responses to two causes, even though this com-
 parison is not explicitly stated.

 Example (B) is just one of many types of examples in
 which the applicability of the model is not absolutely clear,
 and it shows one reason why arguments over what consti-
 tutes a proper causal inference can rage without any defin-
 itive resolution.

 In (B) the problem arises because of the voluntary aspect
 of the supposed cause-studying for the exam. It is not
 clear that we could expose a person to studying or not in
 any verifiable sense. We might be able to prevent her from
 studying, but that would change the sense of (B) to some-
 thing much more like (C). We could operationally define
 studying as so many hours of "nose in book," but that just
 defines an attribute we could measure on a subject. In my
 opinion the application of the model to statement (B) is
 problematical and not easily resolved. The voluntary na-
 ture of much of human activity makes causal statements
 about these activities difficult in many cases.

 The voluntary aspect of the "cause" in (B) is not the

 only source of difficulty in deciding on the applicability of

 Rubin's model to specific problems. It is, howevrer, a com-
 mon source of difficulty.

 The general problem, I think, is in deciding when some-
 thing is an attribute of units and when it is a cause that can
 act on units. In the former case all that can be discussed
 is association, whereas in the latter case it is possible, at
 least, to contemplate measuring causal effects.

 One may view Fisher's (1957) attack on those who used
 the association between smoking and lung cancer as evi-
 dence of a "causal link" between them as an example of
 the difficulty in deciding whether or not smoking is an

 attribute or a cause. Certainly the data that began this
 debate are purely associational. Doll and Hill's studies (1950,
 1952, 1956) ascertained only smoking status and lung can-
 cer status on sets of subjects. Fisher argued that smoking
 might only be indicative of certain genetic differences be-
 tween smokers and nonsmokers and that these genetic dif-

 ferences could be related to the development or not of lung
 cancer. Fisher (1957) did feel that "a good prima facie case

 had been made for further investigation."
 The response to Fisher's criticism can also be viewed as

 attempting to show that smoking should be thought of in
 causal terms rather than as indicative of a genetic attribute
 of subjects. For example, among his responses to Fisher,
 McCurdy (1957) pointed out that lung cancer rates increase
 with the amount of smoking and that subjects who stopped

 smoking had lower lung cancer rates than those who did
 not. Both of these arguments can be viewed as emphasizing
 the causal aspects of smoking-one can do more or less of
 it and one might stop doing it. A discussion of the entire
 debate was given by Cook (1980).

 8. COMMENTS ON CAUSAL INFERENCES IN
 VARIOUS DISCIPLINES

 This section will briefly consider discussions of causation
 in three disciplines-medicine, economics, and "causal
 modeling." In each case an attempt will be made to relate
 the discussion to Rubin's model for causal inference, but
 no attempt is made to be exhaustive or even representative
 in the selection of topics considered.

 8.1 Causation and Medicine

 We begin with a simple, yet basic, example from medi-
 cine-the establishment of specific bacteria as the cause of
 specific infectious diseases. Yerushalmy and Palmer (1959)
 described the situation in the following terms:

 Almost from the very beginning, when bacteria were first found to cause
 disease, bacteriologists felt the need for a set of rules to act as guideposts
 in investigation of bacteria as possible causal agents in disease. (p. 28)

 These two authors described three postulates formulated

 by the great bacteriologist, Robert Koch, who discovered,
 among other things, the tuberculosis bacillus in 1882. Koch's
 postulates [also called the Koch-Henle postulates, Evans
 (1978)] are simple, no-nonsense criteria for deciding when
 a microscopic organism is implicated in a disease. Accord-
 ing to Yerushalmy and Palmer (1959), "while there is no
 single formulation of Koch's postulates-they can be stated

 as consisting essentially of the following:

 I. The organism must be found in all cases of the dis-

 ease in question.
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 II. It must be isolated from patients and grown in pure
 culture.

 III. When the pure culture is inoculated into susceptible
 animals or man, it must reproduce the disease." (p.
 30)

 Rubin's model applies rather clearly to Postulates I and
 III. Postulate I is simply Mill's method of agreement ap-
 plied to this problem. It ensures that there are no data to

 support a null causal effect in this case-that is, if there
 were bona fide cases of the disease in which the organism
 was not present, along with other cases of the disease in
 which it was, then assuming unit homogeneity we would
 have an estimate of zero causal effect for the presence of
 the organism relative to its absence. Postulate III is like
 the light switch example-put in the organism and the
 disease occurs. The validity of this postulate stems from
 the unstated assumption that had the animal or human not
 been inoculated with the culture the disease would not have

 been expected to occur. Note that the word "susceptible"
 has crept in, presumably to deal with the inevitable "non-
 constant conjunction" of real laboratory work-in this case,
 the immune system.

 Koch's second postulate relates more to good experi-
 mental techniques than to causal inference. If the organism
 is isolated from patients and grown in pure culture, then
 when it comes time to inoculate animals or people with it

 the experimenter knows what the inoculant is in fairly exact
 terms. In a sense, Postulate II is a way of minimizing mea-
 surement error in the treatment (t) that is exposed to the
 units.

 Medicine is more difficult when the biological theory is
 less well developed. As an example I now consider several
 suggestions made by Sir Austin Bradford Hill to those who
 might wish to separate association from causation in the
 study of the environment and disease. He had spent a
 lifetime in public health and was among the first to argue,
 quantitatively, for the causal link between smoking and
 lung cancer (Doll and Hill 1950, 1952, 1956). Hill (1965)
 named nine factors that he felt were useful in such work
 for deciding that the most likely interpretation of an ob-
 served association is causation. I will consider these in an
 order that differs from Hill's.

 Temporality. "Which is the cart and which the horse?"
 (Hill 1965, p. 297). Hill felt that while the time sequence
 of events, cause preceding effect, might not be difficult to
 establish in many cases, "it certainly needs to be remem-
 bered, particularly with selective factors at work in indus-
 try" (p. 298). Clearly, temporal succession is a given for
 Hill.

 Experiment. In this category Hill placed the occasional
 "natural experiment" that gives strong evidence for caus-
 ation. He had in mind the effect of preventative actions
 taken to reduce the incidence of the disease. Do they work?
 If a person stops smoking does he lower his risk of lung
 cancer? Hill clearly views such "experiments" in the same
 way Mill viewed the production of an effect by artificially
 introducing the presumed causal agent-strong causal evi-
 dence when you can find it.

 Biological Gradient. By this Hill referred to evidence
 that showed an increasing disease rate as exposure to the
 agent in question intensified. Both experiment and biolog-
 ical gradient may be viewed as emphasizing the causal na-
 ture of the proposed causal agent, as discussed in the pre-
 vious section.

 Plausibility, Coherence, Analogy. I have grouped these
 three together because they all refer to the prior knowledge
 that the epidemiologist would need to consider. Is the sus-
 pected causation biologically plausible? Is it coherent in the
 sense of not being seriously in conflict with known facts?
 Is it analogous to known causal relations for similar agents
 and diseases? These factors, although important in some
 cases, all reflect the state of relevant scientific knowledge
 and do not directly translate into aspects of the model of
 Section 3. In particular Hill felt that it was unwise to place
 undue emphasis on these because of the relatively poor
 state of relevant biological knowledge in many cases of
 interest.

 Although Hill felt that the six factors listed above were
 important from time to time, they were the six least sig-
 nificant factors on his list. He felt that the three most
 important factors are the strength, consistency, and speci-

 ficity of the association in question.

 Strength. This is Hill's first factor- "First upon my list
 I would put the strength of the association" (p. 295). This
 may be viewed as simple acceptance of Mill's method of
 concomitant variation in practical terms or of the scientific
 utility of the prima facie causal effect. Although there is
 no guarantee for this, it is often more likely that a larger

 prima facie causal effect will hold up when a controlled

 study is performed than will a smaller prima facie causal
 effect. A relevant result in this regard is the inequality

 given in Cornfield et al. (1959) that bounds the influence
 of unmeasured factors on the relative risk (a form of prima

 facie causal effect).

 Consistency. Hill's second significant factor concerns
 the generality of the association across populations of units.
 This might be viewed as a weakened form of constant

 conjunction. At the very least, an association that is present
 in one population and absent in another suggests variable
 causal effects. I think that there is a clear bias against calling
 variable causal effects "causal" by scientists, even though
 those who must deal with heterogeneous units, such as
 humans, will generally agree that it is usually too much to
 expect constant effects in the real world.

 Specificity. Hill's third factor refers to specific causes
 having specific effects.

 If . .. the association is limited to specific workers and to particular sites
 and types of disease and there is no association between the work and
 other modes of dying, then clearly that is a strong argument in favor of
 causation. (p. 297)

 I think that specificity is related to the believability of
 the independence assumption. The lack of an association
 between the exposure of a person to a particular work place

 and the causes of that person's death supports the inde-

 pendence assumption in a relevant way (but does not prove
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 the assumption is valid). Since the independence assump-
 tion implies that the prima facie causal effect equals the
 average causal effect, specificity, in conjunction with the
 strong association, may well be convincing evidence of a
 strong causal connection. Lack of specificity, however, does
 not disprove the independence assumption in many cases,

 and this explains why lack of specificity is not regarded as
 a serious problem by Hill.

 In short, if specificity exists we may be able to draw conclusions without
 hesitation; if it is not apparent, we are not thereby necessarily left sitting
 on the fence. (p. 297)

 Of course, specificity does not guarantee that the inde-
 pendence assumption is valid, but it does not directly con-
 tradict this assumption in the way that a lack of specificity
 does.

 8.2 Granger Causation in Economics

 The primary source of data that is available to econo-
 mists is so-called "time series" data in which measurements
 of a variable or set of variables are made repeatedly on an
 economic entity over time. For such data, Granger (1969)
 developed a particular notion of causality that some econ-
 omists have found useful in their analyses.

 In my opinion, however, Granger's essential ideas in-
 volving causation do not require the time-series setting he
 adopted. I will try to restate his theory in terms of the types
 of models used in Sections 2 and 3-that is, variables de-
 fined on a population of units. Granger formulated his
 theory around the idea of prediction-a "cause" ought to
 improve our ability to predict an effect in a probabilistic

 system. In Granger's theory a variable causes another vari-
 able; that is, the values of one variable improve one's ability
 to predict the future values of another variable. The only
 important way that his theory used the time-series setting
 was to separate variables into those whose values are de-
 termined prior to, at, or after a given point in time. I will
 simply adopt these temporal distinctions in the definitions
 of the variables that arise. Granger (1969, p. 430) clearly
 accepted the idea of temporal succession in his analysis:

 "In the author's opinion there is little use in the practice

 of attempting to discuss causality without introducing time."
 It is the past values of a variable that cause, in Granger's
 sense, the future values of another variable.

 Although Granger originally formulated his theory in
 terms of one variable causing another, later writers (e.g.,
 Florens and Mouchart 1985) restated it in terms of non-
 causality and I will follow that approach. In reformulating
 his theory I will also shift from his emphasis on a particular
 type of predictor, that is, "the optimum, unbiased, least-
 squares predictor" (p. 428), to the more generally appli-
 cable notion of conditional statistical independence. This
 means that instead of limiting attention to the inability of
 a specific predictor to predict the values of a variable, I
 will use the stronger condition that no predictor can predict
 the desired values. Although this is a stronger type of non-

 causality than Granger defined I do not believe that this

 unduly distorts Granger's theory and it certainly general-

 izes its applicability-indeed, see Granger (1980).

 If X, Y, and Z denote three (possibly vector-valued)
 variables defined on a population, then X and Y are con-
 ditionally independent given Z if

 Pr(Y = y I X = x, Z = z) = Pr(Y = y I Z = z). (30)

 Conditional independence is a strong form of the idea that
 the values of X are unable to predict the values of Y, given
 the values of Z.

 In Granger's time-series setting, the value of Y is de-
 termined at some time point s, and the values of X and Z
 are determined at or prior to some other time point r <
 s. I will say that X is not a Granger cause of Y (relative to
 the information in Z) if X and Y are conditionally inde-
 pendent given Z. Thus Xis a Granger cause of Yif different
 values of X lead to different predictive distributions of Y
 given both X and the information in Z, that is, if X helps
 predict Y even when Z is taken into consideration.

 Viewed in this way, Granger noncausality is very much
 like Suppes's notion of a spurious cause. Both involve the
 inability of the spurious cause to predict a future event or
 value given certain other information.

 How might Granger's ideas be applied to the setting in
 Section 3? It is natural to make the following identification
 of Granger's setting with elements of Rubin's model.

 Granger Rubin's Model
 Y Ys
 x S
 Z A set of pre-exposure

 variables also called Z.

 The conditional independence condition is

 Pr(Ys = y I S = t, Z) = Pr(Ys = y I Z)

 and this reduces to

 0 = {Pr(Y, = y I S = t, Z) - Pr(Yc = y S = c, Z)}

 x Pr(S = c Z). (31)

 In a randomized experiment

 Pr(S = c I Z) = Pr(S = c)

 which we assume lies strictly in (0, 1). Hence Equation
 (31) reduces to

 Pr(Y, = y I S = t, Z) = Pr(Yc = y I S = c, Z). (32)

 But under randomization S is independent of Yt, Yc, and
 Z, so Equation (31) becomes

 Pr(Yt = y Z) =Pr(Yc = y I Z), (33)

 which, in turn, implies that

 E(YtIZ) = E(YcIZ) (34)
 for all values of Z. If we define the average causal effect

 on the subpopulation specified by Z = z as

 T(z) = E(Y - Y Z=z) (35)

 then Equation (34) says that if S is not a Granger cause of

 Ys relative to Z, then T(z) = 0 for all values of z. Hence
 in a randomized experiment Granger noncausality implies
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 zero average causal effect on all subpopulations defined
 by the values of Z. Conversely, it is easy to see that if t
 has a null effect on all units, then in a randomized exper-

 iment S will not be a Granger cause of Ys relative to any
 Z that is a pre-exposure variable.

 Although Granger causality has some intuitively satis-
 fying properties with respect to Rubin's model, it fails, in
 my opinion, to get to the heart of the notion of causality
 in the same way that Suppes's theory of causality fails.

 Granger's "causes" are always only temporarily in that
 category. If an analyst simply gathers more information,
 that is, changes Z, an X that was once a Granger cause of
 Y might be shown to be only a spurious cause in exactly
 the same spirit as in Suppes's theory.

 8.3 Causal Models in Social Science

 No discussion of causal inference would be complete

 without some reference to the expanding literature on causal
 modeling, that is, Blalock (1971), Goldberger and Duncan
 (1973), Duncan (1975), and Saris and Stronkhorst (1984).
 Little work has been done to relate Rubin's model to those
 used in the causal modeling literature-an exception is
 Rosenbaum (1984b), in which the average causal effect in
 a population is related to coefficients that arise in certain
 linear path models. The relationship between these two
 types of models is a natural research topic, since both causal
 models and Rubin's model were developed to deal with
 the same problem-causal inference in nonexperimental
 research.

 In this section I will hint at some possible points of con-
 tact between the path diagrams that are used in causal

 modeling and the model used in this article. I think that
 this is a large topic, and I can only scratch its surface here.

 Path diagrams are used to represent visually causal re-
 lationships among a set of variables. For example, if X

 causes Y this is expressed by the diagram

 X -> Y. (36)

 From the point of view adopted in this article some dia-
 grams like (36) are meaningful and some are not. For ex-
 ample, if A is an attribute of units and Y is a response
 variable, then

 A -Y (37)

 is meaningless. On the other hand, if S indicates exposure

 to causes and Ys is an observed response variable, then

 S ---> Ys (38)

 is a meaningful diagram.
 What happens when we add a third variable to this sys-

 tem? There are several possibilities. If A is an attribute,
 then it is either a pre- or post-exposure variable. In the
 first case we might denote this as

 A S- Ys (39)

 to indicate the time flow but without any arrow from A to

 S or Ys. In the second case the value of A might be affected
 by exposure to the cause and we would need to indicate

 that by subscripting A, At, and A,. This suggests the dia-
 gram

 S -- (As, YS). (40)

 It indicates that S changes the values of both A and Y This
 is the situation analyzed by Rosenbaum (1984b).

 The other possibility is that the third variable is an in-

 dicator, R, of a second set of causes, say t' and c'. If the
 R causes act on the units at the same time that the S causes
 do, then we can combine R and S into a single causal
 indicator (R, S). Y must then be doubly subscripted to
 indicate the responses to the various (R, S) combinations,
 that is, YRS. This can be denoted by the diagram

 (R, S)-- YRS (41)

 The fact that the R causes and the S causes act at the same

 time is not really important for Diagram (41). It really says
 that the R causes do not affect exposure to the S causes,
 and vice versa. We get an essentially new case, however,

 when, for example, the R causes act temporally prior to
 the S causes and they affect the exposure of units to the S
 causes. This requires that S be subscripted by t' or c', that
 is,

 St'(u) and SA'(u). (42)

 Although it is a mouthful, here is what St,(u) denotes: St,(u)
 is the S cause that u is exposed to if u was earlier exposed
 to the R cause t'. The following path diagram expresses
 this situation:

 SR

 (43)

 R Y YRSR

 Diagram (43) indicates that R changes the values of S and
 Y and that S changes the value of Y R has, potentially,
 both a direct and an indirect (i.e., through S) effect on Y

 An example may help clarify the meaning of (43). Sup-
 pose that we wish to measure the effect of studying certain
 material on the performance on a particular test. We might
 be able to encourage or not encourage students to study
 the material-these are the R causes, t' and c'. We might
 then be able to ascertain whether the students did or did
 not study the material-these are the S causes, t and c.
 The response variable is the score Y on the test given
 subsequent to these events. Diagram (43) indicates that
 encouragement can affect studying and possibly the test
 scores and that studying can affect the scores. For example,
 one might hypothesize that encouragement really does not
 affect test scores directly. This would be expressed in the
 model by

 Ytf'(u) - Yc,'(u) = 0 (44)

 for all u in U and s = t or c. For more on "encouragement

 designs" see Powers and Swinton (1984).
 The essential point I wish to make about these diagrams

 is that they are easily interpreted in terms of Rubin's model

 when they are not causally meaningless. The causal model
 literature has not been careful in separating meaningful

 and meaningless causal statements and path diagrams, in
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 my opinion. For a similar view see Kempthorne (1978).
 One expects that the application of Rubin's model will help
 clarify the meaning of complex causal models and their
 path diagrams.

 9. SUMMARY

 This article has covered a variety of topics that involve
 causation, but there are a few general points that, I think,
 are important enough to emphasize in summary.

 First of all, I believe it is very helpful to try to see what
 experiments (as the term is used by statisticians) tell us
 about causation. I have emphasized three ideas about cau-
 sation on which statistical experiments focus our attention.

 1. The analysis of causation should begin with studying
 the effects of causes rather than the traditional approach
 of trying to define what the cause of a given effect is.

 2. Effects of causes are always relative to other causes
 (i.e., it takes two causes to define an effect).

 3. Not everything can be a cause; in particular, attributes
 of units are never causes.

 Let me make a few brief comments on each of these
 important ideas.

 Traditional analyses of causation start by looking for the
 cause of an effect. I think that looking for causes of effects
 is a worthwhile scientific endeavor, but it is not the proper
 perspective in a theoretical analysis of causation. More-
 over, I would hold that the "cause" of a given effect is
 always subject to revision as our knowledge about the phe-
 nomenon increases. For example, do bacteria cause dis-
 ease? Well, yes . .. until we dig deeper and find that it is
 the toxins the bacteria produce that really cause the dis-
 ease; and this is really not it either. Certain chemical re-
 actions are the real causes . . . and so on, ad infinitum.
 The effect of a cause may be difficult to measure in some
 circumstances, but it is, at least, precisely definable-as
 done in Section 3. It is for this reason that I believe that
 formal theories of causation must begin with the effects of
 given causes rather than vice versa.

 That an effect requires two causes for its definition is
 obvious in the context of an experiment but never seems
 to get much recognition by those who discuss causation in
 general terms. This is probably an important contribution
 of statistical thinking to discussions of causation. Experi-
 ments without control comparisons are simply not exper-
 iments. Those who think in terms of physical science ex-
 periments may have some difficulty with this idea, but I
 believe that it is true of any experiment.

 That everything has a cause is sometimes called the law
 of causality, but it does not imply that everything can be a
 cause. The experimental model eliminates many things
 from being causes, and this is probably very good, since it
 gives more specificity to the meaning of the word cause.
 Donald Rubin and I once made up the motto

 NO CAUSATION WITHOUT MANIPULATION

 to emphasize the importance of this restriction. Although
 many people balk at the idea that causes might be limited
 in some way, this idea is a simple consequence of the struc-

 ture of the model in Section 3. Unless both Y,(u) and Y,(u)
 can be defined, in principle, it is impossible to define the

 causal effect Y,(u) - Yj(u). For an attribute A(u) we can
 define Ya(u) for all u for which A(u) = a, and we can
 define Yb(u) for all u for which A(u) = b. Attributes are
 functions, however, and A(u) is either a or b (or neither)
 but not both a and b for any unit, u. Hence Ya(u) - Yb(u)
 cannot be defined for any unit, u, and attributes are not
 causes in the sense that causal effects cannot be defined
 for them.

 The second set of important general points I wish to
 summarize concern the immediate consequences of Rub-
 in's model. There are two consequences I wish to empha-
 size.

 1. The difference between the model (S, Yt, Y,) and the
 process of observation (S, Ys).

 2. The Fundamental Problem of Causal Inference-only

 Y, or Y, but not both can be observed on any unit u.

 These two consequences are really the same thing said

 in different ways. It is a great mistake to confuse Y, or Y,
 with Ys, and yet this is done all the time. It is also a mistake
 to conclude from the Fundamental Problem of Causal In-
 ference that causal inference is impossible. What is im-
 possible is causal inference without making untested as-
 sumptions. This does not render causal inference impossible,
 but it does give it an air of uncertainty. It is the same
 uncertainty discussed by Hume. The strength of a model
 like Rubin's is that it allows us to make these assumptions
 more explicit than they usually are. When they are explic-
 itly stated the analyst can then begin to look for ways to

 evaluate or to partially test them.
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You have just finished running an experiment. You ana-
lyze the results, and you find a significant effect. Success! 
But wait—how much information does your study really 
give you? How much should you trust your results? In this 
article, we show that when researchers use small samples 
and noisy measurements to study small effects—as they 
often do in psychology as well as other disciplines—a 
significant result is often surprisingly likely to be in the 
wrong direction and to greatly overestimate an effect.

In this article, we examine some critical issues related 
to power analysis and the interpretation of findings aris-
ing from studies with small sample sizes. We highlight 
the use of external information to inform estimates of 
true effect size and propose what we call a design anal-
ysis—a set of statistical calculations about what could 
happen under hypothetical replications of a study—that 
focuses on estimates and uncertainties rather than on sta-
tistical significance.

As a reminder, the power of a statistical test is the 
probability that it correctly rejects the null hypothesis. 
For any experimental design, the power of a study 
depends on sample size, measurement variance, the 

number of comparisons being performed, and the size of 
the effects being studied. In general, the larger the effect, 
the higher the power; thus, power calculations are per-
formed conditionally on some assumption of the size of 
the effect. Power calculations also depend on other 
assumptions, most notably the size of measurement error, 
but these are typically not so difficult to assess with avail-
able data.

It is of course not at all new to recommend the use of 
statistical calculations on the basis of prior guesses of 
effect sizes to inform the design of studies. What is new 
about the present article is as follows:

1. We suggest that design calculations be performed 
after as well as before data collection and 
analysis.
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2. We frame our calculations not in terms of Type 1 
and Type 2 errors but rather Type S (sign) and 
Type M (magnitude) errors, which relate to the 
probability that claims with confidence have the 
wrong sign or are far in magnitude from underly-
ing effect sizes (Gelman & Tuerlinckx, 2000).

Design calculations, whether prospective or retrospec-
tive, should be based on realistic external estimates of 
effect sizes. This is not widely understood because it is 
common practice to use estimates from the current 
study’s data or from isolated reports in the literature, both 
of which can overestimate the magnitude of effects.

The idea that published effect-size estimates tend to 
be too large, essentially because of publication bias, is 
not new (Hedges, 1984; Lane & Dunlap, 1978; for a more 
recent example, also see Button et al., 2013). Here, we 
provide a method to apply to particular studies, making 
use of information specific to the problem at hand. We 
illustrate with recent published studies in biology and 
psychology and conclude with a discussion of the 
broader implications of these ideas.

One practical implication of realistic design analysis is 
to suggest larger sample sizes than are commonly used in 
psychology. We believe that researchers typically think of 
statistical power as a trade-off between the cost of per-
forming a study (acutely felt in a medical context in 
which lives can be at stake) and the potential benefit of 
making a scientific discovery (operationalized as a statis-
tically significant finding, ideally in the direction posited). 
The problem, though, is that if sample size is too small, 
in relation to the true effect size, then what appears to be 
a win (statistical significance) may really be a loss (in the 
form of a claim that does not replicate).

Conventional Design or Power 
Calculations and the Effect-Size 
Assumption

The starting point of any design calculation is the postu-
lated effect size because, of course, the true effect size is 
not known. We recommend thinking of the true effect as 
that which would be observed in a hypothetical infinitely 
large sample. This framing emphasizes that the researcher 
needs to have a clear idea of the population of interest: 
The hypothetical study of very large (effectively infinite) 
sample size should be imaginable in some sense.

How do researchers generally specify effect sizes for 
power calculations? As detailed in numerous texts and 
articles, there are two standard approaches:

1. Empirical: assuming an effect size equal to the 
estimate from a previous study (if performed 

prospectively, in which case the target sample size 
is generally specified such that a desirable level of 
power is achieved) or from the data at hand (if 
performed retrospectively).

2. On the basis of goals: assuming an effect size 
deemed to be substantively important or more 
specifically the minimum effect that would be 
substantively important.

We suggest that both of these conventional approaches 
are likely to lead either to performing studies that are too 
small or to misinterpreting study findings after completion. 
Effect-size estimates based on preliminary data (either 
within the study or elsewhere) are likely to be misleading 
because they are generally based on small samples, and 
when the preliminary results appear interesting, they are 
most likely biased toward unrealistically large effects (by a 
combination of selection biases and the play of chance; 
Vul, Harris, Winkelman, & Pashler, 2009). Determining 
power under an effect size considered to be of “minimal 
substantive importance” can also lead to specifying effect 
sizes that are larger than what is likely to be the true effect.

After data have been collected, and a result is in hand, 
statistical authorities commonly recommend against per-
forming power calculations (see, e.g., Goodman & Berlin, 
1994; Lenth, 2007; Senn, 2002). Hoenig and Heisey (2001) 
wrote, “Dismayingly, there is a large, current literature 
that advocates the inappropriate use of post-experiment 
power calculations as a guide to interpreting tests with 
statistically nonsignificant results” (p. 19). As these 
authors have noted, there are two problems with retro-
spective power analysis as it is commonly done:

1. Effect size—and thus power—is generally overes-
timated, sometimes drastically so, when computed 
on the basis of statistically significant results.

2. From the other direction, post hoc power analysis 
often seems to be used as an alibi to explain away 
nonsignificant findings.

Although we agree with these critiques, we find ret-
rospective design analysis to be useful, and we recom-
mend it in particular when apparently strong (statistically 
significant) evidence for nonnull effects has been 
found. The key differences between our proposal and 
the usual retrospective power calculations that are 
deplored in the statistical literature are (a) that we are 
focused on the sign and direction of effects rather than 
on statistical significance and, most important, (b) that 
we base our design analysis (whether prospective or 
retrospective) on an effect size that is determined from 
literature review or other information external to the 
data at hand.
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Our Recommended Approach to 
Design Analysis

Suppose you perform a study that yields an estimate d 
with standard error s. For concreteness, you may think of 
d as the estimate of the mean difference in a continuous 
outcome measure between two treatment conditions, but 
the discussion applies to any estimate of a well-defined 
population parameter. The standard procedure is to 
report the result as statistically significant if p < .05 (which 
in many situations would correspond approximately to 
finding that |d/s| > 2) and inconclusive (or as evidence 
in favor of the null hypothesis) otherwise.1

The next step is to consider a true effect-size D (the 
value that d would take if observed in a very large sam-
ple), hypothesized on the basis of external information 
(other available data, literature review, and modeling as 
appropriate to apply to the problem at hand). We then 
define the random variable drep to be the estimate that 
would be observed in a hypothetical replication study 
with a design identical to that used in the original study.

Our analysis does not involve elaborate mathematical 
derivations, but it does represent a conceptual leap by 
introducing the hypothetical drep. This step is required so 
that general statements about the design of a study—the 
relation between the true effect size and what can be 
learned from the data—can be made without relying on 
a particular, possibly highly noisy, point estimate. 
Calculations in which drep is used will reveal what infor-
mation can be learned from a study with a given design 
and sample size and will help to interpret the results, 
statistically significant or otherwise.

We consider three key summaries based on the prob-
ability model for drep:

1. The power: the probability that the replication drep 
is larger (in absolute value) than the critical value 
that is considered to define “statistical signifi-
cance” in this analysis.

2. The Type S error rate: the probability that the rep-
licated estimate has the incorrect sign, if it is statis-
tically significantly different from zero.

3. The exaggeration ratio (expected Type M error): 
the expectation of the absolute value of the esti-
mate divided by the effect size, if statistically sig-
nificantly different from zero.

We have implemented these calculations in an R func-
tion, retrodesign(). The inputs to the function are D (the 
hypothesized true effect size), s (the standard error of the 
estimate), α (the statistical significance threshold; e.g., 
.05), and df (the degrees of freedom). The function 
returns three outputs: the power, the Type S error rate, 
and the exaggeration ratio, all computed under the 

assumption that the sampling distribution of the estimate 
is t with center D, scale s, and dfs.2

We sketch the elements of our approach in Figure 1. 
The design analysis can be performed before or after 
data collection and analysis. Given that the calculations 
require external information about effect size, one might 
wonder why a researcher would ever do them after con-
ducting a study, when it is too late to do anything about 
potential problems. Our response is twofold. First, it is 
indeed preferable to do a design analysis ahead of time, 
but a researcher can analyze data in many different 
ways—indeed, an important part of data analysis is the 
discovery of unanticipated patterns (Tukey, 1977) so that 
it is unreasonable to suppose that all potential analyses 
could have been determined ahead of time. The second 
reason for performing postdata design calculations is 
that they can be a useful way to interpret the results 
from a data analysis, as we next demonstrate in two 
examples.

What is the relation among power, Type S error rate, 
and exaggeration ratio? We can work this out for esti-
mates that are unbiased and normally distributed, 
which can be a reasonable approximation in many set-
tings, including averages, differences, and linear 
regression.

It is standard in prospective studies in public health to 
require a power of 80%, that is, a probability of 0.8 that 
the estimate will be statistically significant at the 95% 
level, under some prior assumption about the effect size. 
Under the normal distribution, the power will be 80% if 
the true effect is 2.8 standard errors away from zero. 
Running retrodesign() with D = 2.8, s = 1, α = .05, and 
df = infinity, we get power = 0.80, a Type S error rate of 
1.2 × 10−6, and an expected exaggeration factor of 1.12. 
Thus, if the power is this high, we have nothing to worry 
about regarding the direction of any statistically signifi-
cant estimate, and the overestimation of the magnitude of 
the effect will be small.

However, studies in psychology typically do not have 
80% power for two reasons. First, experiments in psy-
chology are relatively inexpensive and are subject to 
fewer restrictions compared with medical experiments in 
which funders typically require a minimum level of 
power before approving a study. Second, formal power 
calculations are often optimistic, partly in reflection of 
researchers’ positive feelings about their own research 
hypotheses and partly because, when a power analysis is 
required, there is a strong motivation to assume a large 
effect size, as this results in a higher value for the power 
that is computed.

Figure 2 shows the Type S error rate and exaggeration 
ratio for unbiased estimates that are normally distributed 
for studies with power ranging from 0 to 1. Problems 
with the exaggeration ratio start to arise when power is 
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less than 0.5, and problems with the Type S error rate 
start to arise when power is less than 0.1. For reference, 
an unbiased estimate will have 50% power if the true 
effect is 2 standard errors away from zero, it will have 

17% power if the true effect is 1 standard error away from 
0, and it will have 10% power if the true effect is 0.65 
standard errors away from 0. All these are possible in 
psychology experiments with small samples, high 

Design calculations:
• Power: the probability that the replication d rep is larger (in absolute value) than the

critical value that is considered to define “statistical significance” in this analysis.
• Type S error rate:  the probability that the replicated estimate has the incorrect sign,

if it is statistically significantly different from zero. 
• Exaggeration ratio (expected Type M error):  expectation of the absolute value of the

estimate divided by the effect size, if statistically significantly different from zero.

From external information…
D : the true effect size

From the data (or model if 
prospective design)…
d : the observed effect
s : SE of the observed effect
p : the resulting p-value

Hypothetical replicated data
d rep: the effect that would be observed in a hypothetical
replication study with a design like the one used in the
original study (so assumed also to have SE = s )

Figure 1. Diagram of our recommended approach to design analysis. It will typi-
cally make sense to consider different plausible values of D, the assumed true 
effect size.
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Figure 2. Type S error rate and exaggeration ratio as a function of statistical power for unbiased estimates that 
are normally distributed. If the estimate is unbiased, the power must be between 0.05 and 1.0, the Type S error 
rate must be less than 0.5, and the exaggeration ratio must be greater than 1. For studies with high power, the 
Type S error rate and the exaggeration ratio are low. But when power gets much below 0.5, the exaggeration 
ratio becomes high (that is, statistically significant estimates tend to be much larger in magnitude than true 
effect sizes). And when power goes below 0.1, the Type S error rate becomes high (that is, statistically signifi-
cant estimates are likely to be the wrong sign).
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variation (such as arises naturally in between-subjects 
designs), and small effects.

Example: Beauty and Sex Ratios

We first developed the ideas in this article in the context 
of a finding by Kanazawa (2007) from a sample of 2,972 
respondents from the National Longitudinal Study of 
Adolescent Health.

This is not a small sample size by the standards of psy-
chology; however, in this case, the sizes of any true effects 
are so small (as we discuss later) that a much larger sam-
ple would be required to gather any useful information.

Each of the people surveyed had been assigned an 
“attractiveness” rating on a 1–5 scale and then, years later, 
had at least one child. Of the first-born children of the 
parents in the most attractive category, 56% were girls, 
compared with 48% in the other groups. The author’s 
focus on this particular comparison among the many oth-
ers that might have been made may be questioned 
(Gelman, 2007). For the purpose of illustration, however, 
we stay with the estimated difference of 8 percentage 
points with a p value .015—hence, statistically significant 
at the conventional 5% level. Kanazawa (2007) followed 
the usual practice and just stopped right here, claiming a 
novel finding.

We go one step further, though, and perform a design 
analysis. We need to postulate an effect size, which will 
not be 8 percentage points. Instead, we hypothesize a 
range of true effect sizes using the scientific literature:

There is a large literature on variation in the sex 
ratio of human births, and the effects that have 
been found have been on the order of 1 percentage 
point (for example, the probability of a girl birth 
shifting from 48.5 percent to 49.5 percent). Variation 
attributable to factors such as race, parental age, 
birth order, maternal weight, partnership status and 
season of birth is estimated at from less than 0.3 
percentage points to about 2 percentage points, 
with larger changes (as high as 3 percentage points) 
arising under economic conditions of poverty and 
famine. That extreme deprivation increases the 
proportion of girl births is no surprise, given reliable 
findings that male fetuses (and also male babies 
and adults) are more likely than females to die 
under adverse conditions. (Gelman & Weakliem, 
2009, p. 312)

Given the generally small observed differences in sex 
ratios as well as the noisiness of the subjective attractive-
ness rating used in this particular study, we expect any 
true differences in the probability of girl birth to be well 
under 1 percentage point. It is standard for prospective 

design analyses to be performed under a range of 
assumptions, and we do the same here, hypothesizing 
effect sizes of 0.1, 0.3, and 1.0 percentage points. Under 
each hypothesis, we consider what might happen in a 
study with sample size equal to that of Kanazawa (2007).

Again, we ignore multiple comparisons issues and 
take the published claim of statistical significance at face 
value: From the reported estimate of 8% and p value of 
.015, we can deduce that the standard error of the differ-
ence was 3.3%. Such a result is statistically significant 
only if the estimate is at least 1.96 standard errors from 
zero; that is, the estimated difference in proportion of 
girls, comparing beautiful parents with others, would 
have to be more than 6.5 percentage points or less than 
−6.5 percentage points.

The results of our proposed design calculations for 
this example are displayed in the Appendix for three 
hypothesized true effect sizes. If the true difference is 
0.1% or −0.1% (probability of girl births differing by 0.1 
percentage points, comparing attractive with unattract-
ive parents), the data will have only a slightly greater 
chance of showing statistical significance in the correct 
direction (2.7%) than in the wrong direction (2.3%). 
Conditional on the estimate being statistically signifi-
cant, there is a 46% chance it will have the wrong sign 
(the Type S error rate), and in expectation the estimated 
effect will be 77 times too high (the exaggeration ratio). 
If the result is not statistically significant, the chance of 
the estimate having the wrong sign is 49% (not shown 
in the Appendix; this is the probability of a Type S error 
conditional on nonsignificance)—so that the direction 
of the estimate gives almost no information on the sign 
of the true effect. Even with a true difference of 0.3%, a 
statistically significant result has roughly a 40% chance 
of being in the wrong direction, and in any statistically 
significant finding, the magnitude of the true effect is 
overestimated by an expected factor of 25. Under a true 
difference of 1.0%, there would be a 4.9% chance of the 
result being statistically significantly positive and a 1.1% 
chance of a statistically significantly negative result. A 
statistically significant finding in this case has a 19% 
chance of appearing with the wrong sign, and the mag-
nitude of the true effect would be overestimated by an 
expected factor of 8.

Our design analysis has shown that, even if the true 
difference was as large as 1 percentage point (which we 
are sure is much larger than any true population differ-
ence, given the literature on sex ratios as well as the 
evident noisiness of any measure of attractiveness), and 
even if there were no multiple comparison problems, the 
sample size of this study is such that a statistically signifi-
cant result has a one-in-five chance of having the wrong 
sign, and the magnitude of the effect would be overesti-
mated by nearly an order of magnitude.
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Our retrospective analysis provided useful insight, 
beyond what was revealed by the estimate, confidence 
interval, and p value that came from the original data sum-
mary. In particular, we have learned that, under reasonable 
assumptions about the size of the underlying effect, this 
study was too small to be informative: From this design, 
any statistically significant finding is very likely to be in the 
wrong direction and is almost certain to be a huge overes-
timate. Indeed, we hope that if such calculations had been 
performed after data analysis but before publication, they 
would have motivated the author of the study and the 
reviewers at the journal to recognize how little information 
was provided by the data in this case.

One way to get a sense of required sample size here is 
to consider a simple comparison with n attractive parents 
and n unattractive parents, in which the proportion of 
girls for the two groups is compared. We can compute the 
approximate standard error of this comparison using the 
properties of the binomial distribution, in particular the 
fact that the standard deviation of a sample proportion is 
√(p × (1 − p)/n), and for probabilities p near 0.5, this stan-
dard deviation is approximately 0.5/√n. The standard 
deviation of the difference between the two proportions 
is then 0.5 × √(2/n). Now suppose we are studying a true 
effect of 0.001 (i.e., 0.1 percentage points), then we would 
certainly want the measurement of this difference to have 
a standard error of less than 0.0005 (so that the true effect 
is 2 standard errors away from zero). This would imply 
0.5 × √(2/n) < 0.0005, or n > 500,000, which would require 
that the total sample size 2n would have to be at least a 
million. This number might seem at first to be so large as 
to be ridiculous, but recall that public opinion polls with 
1,000 or 1,500 respondents are reported as having mar-
gins of error of around 3 percentage points.

It is essentially impossible for researchers to study 
effects of less than 1 percentage point using surveys of 
this sort. Paradoxically, though, the very weakness of the 
study design makes it difficult to diagnose this problem 
with conventional methods. Given the small sample size, 
any statistically significant estimate will be large, and if 
the resulting large estimate is used in a power analysis, 
the study will retrospectively seem reasonable. In our 
recommended approach, we escape from this vicious 
circle by using external information about the effect size.

Example: Menstrual Cycle and Political 
Attitudes

For our second example, we consider a recent article from 
Psychological Science. Durante, Arsena, and Griskevicius 
(2013) reported differences of 17 percentage points in vot-
ing preferences in a 2012 preelection study, comparing 
women in different parts of their menstrual cycle. However, 
this estimate is highly noisy for several reasons: The design 

is between- rather than within-persons, measurements 
were imprecise (on the basis of recalling the time since last 
menstrual period), and sample size was small. As a result, 
there is a high level of uncertainty in the inference pro-
vided by the data. The reported (two-sided) p value was 
.035, which from the tabulated normal distribution corre-
sponds to a z statistic of d/s = 2.1, so the standard error is 
17/2.1 = 8.1 percentage points.

We perform a design analysis to get a sense of the 
information actually provided by the published estimate, 
taking the published comparison and p value at face 
value and setting aside issues such as measurement and 
selection bias that are not central to our current discus-
sion. It is well known in political science that vote swings 
in presidential general election campaigns are small (e.g., 
Finkel, 1993), and swings have been particularly small 
during the past few election campaigns. For example, 
polling showed President Obama’s support varying by 
only 7 percentage points in total during the 2012 general 
election campaign (Gallup Poll, 2012), and this is consis-
tent with earlier literature on campaigns (Hillygus & 
Jackman, 2003). Given the lack of evidence for large 
swings among any groups during the campaign, one can 
reasonably conclude that any average differences among 
women at different parts of their menstrual cycle would 
be small. Large differences are theoretically possible, as 
any changes during different stages of the cycle would 
cancel out in the general population, but are highly 
implausible given the literature on stable political prefer-
ences. Furthermore, the menstrual cycle data at hand are 
self-reported and thus subject to error. Putting all this 
together, if this study was to be repeated in the general 
population, we would consider an effect size of 2 per-
centage points to be on the upper end of plausible differ-
ences in voting preferences.

Running this through our retrodesign() function, set-
ting the true effect size to 2% and the standard error of 
measurement to 8.1%, the power comes out to 0.06, the 
Type S error probability is 24%, and the expected exag-
geration factor is 9.7. Thus, it is quite likely that a study 
designed in this way would lead to an estimate that is in 
the wrong direction, and if “significant,” it is likely to be 
a huge overestimate of the pattern in the population. 
Even after the data have been gathered, such an analysis 
can and should be informative to a researcher and, in this 
case, should suggest that, even aside from other issues 
(see Gelman, 2014), this statistically significant result pro-
vides only very weak evidence about the pattern of inter-
est in the larger population.

As this example illustrates, a design analysis can 
require a substantial effort and an understanding of the 
relevant literature or, in other settings, some formal or 
informal meta-analysis of data on related studies. We 
return to this challenge later.
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When “Statistical Significance” Does 
Not Mean Much

As the earlier examples illustrate, design calculations can 
reveal three problems:

1. Most obvious, a study with low power is unlikely 
to “succeed” in the sense of yielding a statistically 
significant result.

2. It is quite possible for a result to be significant at 
the 5% level—with a 95% confidence interval that 
entirely excludes zero—and for there to be a high 
chance, sometimes 40% or more, that this interval 
is on the wrong side of zero. Even sophisticated 
users of statistics can be unaware of this point—
that the probability of a Type S error is not the 
same as the p value or significance level.3

3. Using statistical significance as a screener can lead 
researchers to drastically overestimate the magni-
tude of an effect (Button et al., 2013). We suspect 
that this filtering effect of statistical significance 
plays a large part in the decreasing trends that 
have been observed in reported effects in medical 
research (as popularized by Lehrer, 2010).

Design analysis can provide a clue about the impor-
tance of these problems in any particular case.4 These cal-
culations must be performed with a realistic hypothesized 
effect size that is based on prior information external to 
the current study. Compare this with the sometimes- 
recommended strategy of considering a minimal effect 
size deemed to be substantively important. Both these 
approaches use substantive knowledge but in different 
ways. For example, in the beauty-and-sex-ratio example, 
our best estimate from the literature is that any true differ-
ences are less than 0.3 percentage points in absolute value. 
Whether this is a substantively important difference is 
another question entirely. Conversely, suppose that a dif-
ference in this context was judged to be substantively 
important if it was at least 5 percentage points. We have no 
interest in computing power or Type S and Type M error 
estimates under this assumption because our literature 
review suggests that it is extremely implausible, so any 
calculations based on it will be unrealistic.

Statistics textbooks commonly give the advice that sta-
tistical significance is not the same as practical signifi-
cance, often with examples in which an effect is clearly 
demonstrated but is very small (e.g., a risk ratio estimate 
between two groups of 1.003 with a standard error of 
0.001). In many studies in psychology and medicine, 
however, the problem is the opposite: an estimate that is 
statistically significant but with such a large uncertainty 
that it provides essentially no information about the phe-
nomenon of interest. For example, if the estimate is 3 with 

a standard error of 1, but the true effect is on the order of 
0.3, we are learning very little. Calculations such as the 
positive predictive value (see Button et al., 2013) showing 
the posterior probability that an effect that has been 
claimed on the basis of statistical significance is true (i.e., 
in this case, a positive rather than a zero or negative 
effect) address a different though related set of concerns.

Again, we are primarily concerned with the sizes of 
effects rather than the accept/reject decisions that are 
central to traditional power calculations. It is sometimes 
argued that, for the purpose of basic (as opposed to 
applied) research, what is important is whether an effect 
is there, not its sign or how large it is. However, in the 
human sciences, real effects vary, and a small effect could 
well be positive for one scenario and one population and 
negative in another, so focusing on “present versus 
absent” is usually artificial. Moreover, the sign of an effect 
is often crucially relevant for theory testing, so the pos-
sibility of Type S errors should be particularly troubling 
to basic researchers interested in development and evalu-
ation of scientific theories.

Hypothesizing an Effect Size

Whether considering study design and (potential) results 
prospectively or retrospectively, it is vitally important to 
synthesize all available external evidence about the true 
effect size. In the present article, we have focused on 
design analyses with assumptions derived from system-
atic literature review. In other settings, postulated effect 
sizes could be informed by auxiliary data, meta-analysis, 
or a hierarchical model. It should also be possible to per-
form retrospective design calculations for secondary data 
analyses. In many settings it may be challenging for 
investigators to come up with realistic effect-size esti-
mates, and further work is needed on strategies to man-
age this as an alternative to the traditional “sample size 
samba” (Schulz & Grimes, 2005) in which effect size esti-
mates are more or less arbitrarily adjusted to defend the 
value of a particular sample size.

Like power analysis, the design calculations we rec-
ommend require external estimates of effect sizes or 
population differences. Ranges of plausible effect sizes 
can be determined on the basis of the phenomenon 
being studied and the measurements being used. One 
concern here is that such estimates may not exist when 
one is conducting basic research on a novel effect.

When it is difficult to find any direct literature, a 
broader range of potential effect sizes can be considered. 
For example, heavy cigarette smoking is estimated to 
reduce life span by about 8 years (see, e.g., Streppel, 
Boshuizen, Ocke, Kok, & Kromhout, 2007). Therefore, if 
the effect of some other exposure is being studied, it 
would make sense to consider much lower potential 
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effects in the design calculation. For example, Chen, 
Ebenstein, Greenstone, and Li (2013) reported the results 
of a recent observational study in which they estimated 
that a policy in part of China has resulted in a loss of life 
expectancy of 5.5 years with a 95% confidence interval of 
[0.8, 10.2]. Most of this interval—certainly the high end—
is implausible and is more easily explained as an artifact 
of correlations in their data having nothing to do with air 
pollution. If a future study in this area is designed, we 
think it would be a serious mistake to treat 5.5 years as a 
plausible effect size. Rather, we would recommend treat-
ing this current study as only one contribution to the lit-
erature and instead choosing a much lower, more 
plausible estimate. A similar process can be undertaken 
to consider possible effect sizes in psychology experi-
ments by comparing with demonstrated effects on the 
same sorts of outcome measurements from other 
treatments.

Psychology research involves particular challenges 
because it is common to study effects whose magnitudes 
are unclear, indeed heavily debated (e.g., consider the 
literature on priming and stereotype threat as reviewed 
by Ganley et al., 2013), in a context of large uncontrolled 
variation (especially in between-subjects designs) and 
small sample sizes. The combination of high variation 
and small sample sizes in the literature imply that pub-
lished effect-size estimates may often be overestimated to 
the point of providing no guidance to true effect size. 
However, Button et  al. (2013) have provided a recent 
example of how systematic review and meta-analysis can 
provide guidance on typical effect sizes. They focused on 
neuroscience and summarized 49 meta-analyses, each of 
which provides substantial information on effect sizes 
across a range of research questions. To take just one 
example, Veehof, Oskam, Schreurs, and Bohlmeijer 
(2011) identified 22 studies providing evidence on the 
effectiveness of acceptance-based interventions for the 
treatment of chronic pain, among which 10 controlled 
studies could be used to estimate an effect size (standard-
ized mean difference) of 0.37 on pain, with estimates also 
available for a range of other outcomes.

As stated previously, the true effect size required for a 
design analysis is never known, so we recommend con-
sidering a range of plausible effects. One challenge for 
researchers using historical data to guess effect sizes is 
that these past estimates will themselves tend to be over-
estimates (as also noted by Button et al., 2013), to the 
extent that the published literature selects on statistical 
significance. Researchers should be aware of this and 
make sure that hypothesized effect sizes are substantively 
plausible—using a published point estimate is not 
enough. If little is known about a potential effect size, 
then it would be appropriate to consider a broad range 
of scenarios, and that range will inform the reader of the 

article, so that a particular claim, even if statistically sig-
nificant, only gets a strong interpretation conditional on 
the existence of large potential effects. This is, in many 
ways, the opposite of the standard approach in which 
statistical significance is used as a screener, and in which 
point estimates are taken at face value if that threshold is 
attained.

We recognize that any assumption of effect sizes is just 
that, an assumption. Nonetheless, we consider design 
analysis to be valuable even when good prior information 
is hard to find for three reasons. First, even a rough prior 
guess can provide guidance. Second, the requirement of 
design analysis can stimulate engagement with the exist-
ing literature in the subject-matter field. Third, the process 
forces the researcher to come up with a quantitative state-
ment on effect size, which can be a valuable step forward 
in specifying the problem. Consider the example dis-
cussed earlier of beauty and sex ratio. Had the author of 
this study been required to perform a design analysis, one 
of two things would have happened: Either a small effect 
size consistent with the literature would have been pro-
posed, in which case the result presumably would not 
have been published (or would have been presented as 
speculation rather than as a finding demonstrated by 
data), or a very large effect size would have been pro-
posed, in which case the implausibility of the claimed 
finding might have been noticed earlier (as it would have 
been difficult to justify an effect size of, say, 3 percentage 
points given the literature on sex ratio variation).

Finally, we consider the question of data arising from 
small existing samples. A researcher using a prospective 
design analysis might recommend performing an n = 100 
study of some phenomenon, but what if the study has 
already been performed (or what if the data are publicly 
available at no cost)? Here, we recommend either per-
forming a preregistered replication (as in Nosek, Spies, & 
Motyl, 2013) or else reporting design calculations that 
clarify the limitations of the data.

Discussion

Design calculations surrounding null hypothesis test sta-
tistics are among the few contexts in which there is a 
formal role for the incorporation of external quantitative 
information in classical statistical inference. Any statistical 
method is sensitive to its assumptions, and so one must 
carefully examine the prior information that goes into a 
design calculation, just as one must scrutinize the assump-
tions that go into any method of statistical estimation.

We have provided a tool for performing design analy-
sis given information about a study and a hypothesized 
population difference or effect size. Our goal in develop-
ing this software is not so much to provide a tool for 
routine use but rather to demonstrate that such 
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calculations are possible and to allow researchers to play 
around and get a sense of the sizes of Type S errors and 
Type M errors in realistic data settings.

Our recommended approach can be contrasted to 
existing practice in which p values are taken as data sum-
maries without reference to plausible effect sizes. In this 
article, we have focused attention on the dangers arising 
from not using realistic, externally based estimates of true 
effect size in power/design calculations. In prospective 
power calculations, many investigators use effect-size 
estimates based on unreliable early data, which often 
suggest larger-than-realistic effects, or on the minimal 
substantively important concept, which also may lead to 
unrealistically large effect-size estimates, especially in an 
environment in which multiple comparisons or researcher 
dfs (Simmons, Nelson, & Simonsohn, 2011) make it easy 
for researchers to find large and statistically significant 
effects that could arise from noise alone.

A design calculation requires an assumed effect size 
and adds nothing to an existing data analysis if the pos-
tulated effect size is estimated from the very same data. 
However, when design analysis is seen as a way to use 
prior information, and it is extended beyond the simple 
traditional power calculation to include quantities related 
to likely direction and size of estimate, we believe that it 
can clarify the true value of a study’s data. The relevant 
question is not “What is the power of a test?” but rather is 
“What might be expected to happen in studies of this 
size?” Also, contrary to the common impression, retro-
spective design calculation may be more relevant for sta-
tistically significant findings than for nonsignificant 
findings: The interpretation of a statistically significant 
result can change drastically depending on the plausible 
size of the underlying effect.

The design calculations that we recommend provide a 
clearer perspective on the dangers of erroneous findings 
in small studies, in which “small” must be defined relative 
to the true effect size (and variability of estimation, which 
is particularly important in between-subjects designs). It 

is not sufficiently well understood that “significant” find-
ings from studies that are underpowered (with respect to 
the true effect size) are likely to produce wrong answers, 
both in terms of the direction and magnitude of the 
effect. Critics have bemoaned the lack of attention to sta-
tistical power in the behavioral sciences for a long time: 
Notably, for example, Cohen (1988) reviewed a number 
of surveys of sample size and power over the preceding 
25 years and found little evidence of improvements in the 
apparent power of published studies, foreshadowing the 
generally similar findings reported recently by Button 
et al. (2013). There is a range of evidence to demonstrate 
that it remains the case that too many small studies are 
done and preferentially published when “significant.” We 
suggest that one reason for the continuing lack of real 
movement on this problem is the historic focus on power 
as a lever for ensuring statistical significance, with inad-
equate attention being paid to the difficulties of interpret-
ing statistical significance in underpowered studies.

Because insufficient attention has been paid to these 
issues, we believe that too many small studies are done 
and preferentially published when “significant.” There is 
a common misconception that if you happen to obtain 
statistical significance with low power, then you have 
achieved a particularly impressive feat, obtaining scien-
tific success under difficult conditions.

However, that is incorrect if the goal is scientific under-
standing rather than (say) publication in a top journal. In 
fact, statistically significant results in a noisy setting are 
highly likely to be in the wrong direction and invariably 
overestimate the absolute values of any actual effect 
sizes, often by a substantial factor. We believe that there 
continues to be widespread confusion regarding statisti-
cal power (in particular, there is an idea that statistical 
significance is a goal in itself) that contributes to the cur-
rent crisis of criticism and replication in social science 
and public health research, and we suggest that the use 
of the broader design calculations proposed here could 
address some of these problems.

Appendix

retrodesign <- function(A, s, alpha=.05, df=Inf, n.sims=10000){
z <- qt(1-alpha/2, df) 
p.hi <- 1 - pt(z-A/s, df) 
p.lo <- pt(-z-A/s, df)  
power <- p.hi + p.lo
typeS <- p.lo/power
estimate <- A + s*rt(n.sims,df)
significant <- abs(estimate) > s*z
exaggeration <- mean(abs(estimate)[significant])/A
return(list(power=power, typeS=typeS, exaggeration=exaggeration))

}
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Notes

1. See Broer et  al. (2013) for a recent empirical examination 
of the need for context-specific significance thresholds to deal 
with the problem of multiple comparisons.
2. If the estimate has a normal distribution, then the power is 
Pr(|drep/s| > 1.96) = Pr(drep/s > 1.96) + Pr(drep/s < −1.96) = 1 
− Φ(1.96 − D/s) + Φ(−1.96 − D/s), where Φ is the normal cumu-
lative distribution function. The Type S error rate is the ratio of 

the second term in this expression for power, divided by the 
sum of the two terms; for the normal distribution, this becomes 
the following probability ratio (assuming D is positive): Φ(−1.96 
− D/s)/{[1 – Φ(1.96 − D/s)] + Φ(−1.96 − D/s)}. The exaggeration 
ratio can be computed via simulation of the hypothesized sam-
pling distribution, truncated to have absolute value greater than 
the specified statistical significance threshold.
3. For example, Froehlich (1999), who attempted to clarify p val-
ues for a clinical audience, described a problem in which the 
data have a one-sided tail probability of .46 (compared with a 
specified threshold for a minimum worthwhile effect) and incor-
rectly wrote, “In other words, there is a 46% chance that the true 
effect” exceeds the threshold (p. 236). The mistake here is to treat 
a sampling distribution as a Bayesian posterior distribution—and 
this is particularly likely to cause a problem in settings with small 
effects and small sample sizes (see also Gelman, 2013).
4. A more direct probability calculation can be performed with 
a Bayesian approach; however, in the present article, we are 
emphasizing the gains that are possible using prior information 
without necessarily using Bayesian inference.

# Example: true effect size of 0.1, standard error 3.28, alpha=0.05  
retrodesign(.1, 3.28)
# Example: true effect size of 2, standard error 8.1, alpha=0.05  
retrodesign(2, 8.1)

# Producing Figures 2a and 2b for the Gelman and Carlin paper

D_range <- c(seq(0,1,.01),seq(1,10,.1),100)
n <- length(D_range)  
power <- rep(NA, n)  
typeS <- rep(NA, n)
exaggeration <- rep(NA, n)
for (i in 1:n){

a <- retrodesign(D_range[i], 1)
power[i] <- a$power 
typeS[i] <- a$typeS 
exaggeration[i] <- a$exaggeration

}

pdf(“pow1.pdf”, height=2.5, width=3)
par(mar=c(3,3,0,0), mgp=c(1.7,.5,0), tck=-.01) 
plot(power, typeS, type=“l”, xlim=c(0,1.05), ylim=c(0,0.54), xaxs=“i”, yaxs=“i”, 
  xlab=“Power”, ylab=“Type S error rate”, bty=“l”, cex.axis=.9, cex.lab=.9) 
dev.off() 
 
pdf(“pow2.pdf”, height=2.5, width=3) 
par(mar=c(3,3,0,0), mgp=c(1.7,.5,0), tck=-.01) 
plot(power, exaggeration, type=“l”, xlim=c(0,1.05), ylim=c(0,12), xaxs=“i”, yaxs=“i”, 
  xlab=“Power”, ylab=“Exaggeration ratio”, bty=“l”, yaxt=“n”, cex.axis=.9, cex.lab=.9) 
axis(2, c(0,5,10)) 
segments(.05, 1, 1, 1, col=“gray”) 
dev.off()
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Abstract: Urbanization often occurs in an unplanned and uneven manner, resulting in profound
changes in patterns of land cover and land use. Understanding these changes is fundamental
for devising environmentally responsible approaches to economic development in the rapidly
urbanizing countries of the emerging world. One indicator of urbanization is built-up land cover
that can be detected and quantified at scale using satellite imagery and cloud-based computational
platforms. This process requires reliable and comprehensive ground-truth data for supervised
classification and for validation of classification products. We present a new dataset for India,
consisting of 21,030 polygons from across the country that were manually classified as “built-up”
or “not built-up,” which we use for supervised image classification and detection of urban areas.
As a large and geographically diverse country that has been undergoing an urban transition, India
represents an ideal context to develop and test approaches for the detection of features related to
urbanization. We perform the analysis in Google Earth Engine (GEE) using three types of classifiers,
based on imagery from Landsat 7 and Landsat 8 as inputs. The methodology produces high-quality
maps of built-up areas across space and time. Although the dataset can facilitate supervised image
classification in any platform, we highlight its potential use in GEE for temporal large-scale analysis
of the urbanization process. Our methodology can easily be applied to other countries and regions.

Keywords: Google Earth Engine; Landsat; remote sensing; urbanization; built-up land cover;
pixel-based image classification

1. Introduction

Over the past century, many countries, especially in the developing world, have experienced
rapid urbanization [1,2]. Between 1950 and 2014, the share of the global population living in urban
areas increased from 30% to 54%, and by 2050 it is projected to expand by an additional 2.5 billion
urban dwellers, primarily in Asia and Africa [3]. Urbanization also entails an increase in the land
area incorporated in cities, which over the next 15 years is projected to grow by 1.2 million km2 [4].
The process of urbanization profoundly influences economic [5] and social development [1], and has
direct consequences for biodiversity, resource conservation, and environmental degradation [4,6,7].

Previous literature measures the extent of urban areas using household-survey-based
socio-economic data, nighttime lights, and mobile-phone records. With the increasing availability
of satellite imagery at ever-improving spatial and temporal resolutions, urban research is shifting
towards the use of digital, multispectral images and towards the development of remote-sensing image
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classification designed to capture urban land features [8–10]. The availability of earth-observation
data, acquired primarily by Landsat and MODIS satellites, has triggered the development of several
classification maps of urban areas [11–13], including multi-class land-cover maps, binary maps that
indicate the presence/absence of urban land cover, and maps of variables associated with urban areas,
such as impervious surfaces and nighttime light generation [14].

In parallel, cloud-based computational platforms have become increasingly accessible and allow
one to scale analysis across space and time. One such platform is Google Earth Engine (GEE). GEE
leverages cloud-computational services for planetary-scale analysis and consists of petabytes of
geospatial and tabular data, including a full archive of Landsat scenes, together with a JavaScript,
Python based API (GEE API), and algorithms for supervised image classification.

By definition, supervised classification requires ground-truth labeled data. Several datasets have
been proposed to serve as ground-truth for urban research. These include gazetteer datasets of city
locations; datasets of sites and boundaries, which are digitized, rated, and assessed by expert analysts;
medium-resolution Landsat-based urban maps [12]; and census-based population databases [15].
Crowd-sourced datasets, such as OpenStreetMap (OSM) can also be used to map urban areas [16,17],
especially when they are combined with remotely-sensed settlement and land cover data [11]. OSM
is a valuable source for ground-truth data, primarily because of its vast extent and free availability.
However, the completeness of OSM and its suitability for urban research is subject to the number
and reliability of OSM contributors [18]. The use of OSM for supervised image classification remains
challenging due to the risk of imbalanced distribution of class labels (including their spatial coverage),
the presence of errors or missing class assignments (“class-noise”), and inaccurate polygon boundary
delineations [19].

Despite the significant progress in the field of machine learning and the increasing availability of
satellite imagery, there is still a scarcity of ground-truth labeled datasets that have been developed
specifically to detect urban areas [20]. In this study, we aim to fill the need for this valuable data,
and to provide, for the first time, reliable and comprehensive open-source ground-truth data for
supervised classification that delineates urban areas in one country. We present a new dataset consisting
of 21,030 polygons in India that were manually labeled as “built-up” or “not built-up” and use these
data for supervised image classification and detection of urban areas. As a large and geographically
diverse country that has been undergoing an urban transition, India represents an ideal context to
illustrate the applicability of our approach for mapping urbanization. The results demonstrate the
potential for integrating high-resolution satellite imagery, cloud-based computational platforms and
ground-truth data to measure and to analyze the urbanization process. Although our study focuses on
India, the methodology we develop can easily be applied to other parts of the world.

This study differs from previous efforts to map urban areas in four respects. First, we construct
a large-scale and comprehensive georeferenced dataset that is designed for the express purpose of
mapping urban areas. We make it available and accessible for the use and validation of existing
classification products. As noted above, validated ground truth datasets are in short supply and
many of those that do exist are small in size or spatial extent. Second, we validate this dataset and
demonstrate its applicability for mapping urban areas at the national level for India. We present, in
one study, an assessment of alternative classifiers and examine the effect of various inputs and class
combinations on the performance of the classifiers. Third, we propose a methodology that is designed
to evaluate the spatial generalizability of the classifiers. We use a spatial k-fold cross-validation
procedure, which enables us to evaluate the performance of the classifiers in a large and geographically
heterogeneous context. Finally, we leverage the computational power of GEE and its full Landsat
archive to introduce a practicable and adaptable procedure for temporal analysis of urban areas at scale.

To summarize, the objectives of this study are: (1) to present a large-scale dataset for supervised
image classification of built-up areas; (2) to integrate this dataset into the GEE platform; and (3) to
compare different types of classifiers and inputs in GEE. The dataset can be downloaded as a Google
fusion or KML file format [21].
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The remainder of this article is organized as follows. In Sub-Section 1, we discuss the literature on
urbanization and remote-sensing methods for urban research. In Section 2, we describe the study area
and the methodology used to construct and to assess the dataset. In Sections 3 and 4, we present and
evaluate the results. In Section 5, we offer a concluding discussion.

Measuring Urbanization by Means of Remote Sensing

Urbanization occurs as rural areas are incorporated into cities, typically through sprawl radiating
out from the city center or linearly along major transportation corridors [22,23]. The growth of
cities, which often occurs in unplanned and uneven patterns [24], changes the spatial distribution
of population sub-groups [25,26], and affects land cover and land use (LC/LU) [10,27] through the
construction of built-up structures and impervious surfaces [22,28,29].

Previous literature characterizes urbanization, alternatively, as an increase in the share of the
population living in cities, the level of non-agricultural employment or production, the pace of
resource consumption, or the presence of traffic congestion [30]. Spatial metrics of urbanization include
urban land area, population density, spatial geometry, accessibility, and building types, as well as
various features of land use [31]. However, the dichotomy between “urban” and “rural” is not
universal [32]. Urban areas are often defined according to social or administrative indicators derived
from census-based sources, which, by their nature, vary in their availability, consistency, and spatial
and temporal resolutions.

Given the spatial dimensions of urbanization, remote-sensing analysis of satellite images is
valuable for mapping urban areas, and analyzing and modeling urban growth and land-use change [33].
Many features associated with urbanization can be detected in satellite images and used to delineate
the boundaries of urban areas, including nighttime lights, LC and LU. However, the delineation of
urban areas often differs according to the nature of input data [13], which may capture different
dimensions of urbanization, such as population distribution, national income levels, or the distribution
of physical structures. For example, it is common to see disparities between the extent of lighted areas
and other spatial measures of urban extent [34], due in considerable part to the relatively coarse spatial
resolution of these datasets [35].

In this paper, we use satellite images to define urban extents according to built-up land cover,
which can be observed in satellite images [22,29] and that is closely related to urbanization [22,28].
Detection of LC/LU using remote sensing can be performed at the level of a pixel (pixel-based), or at the
level of an object (object-based), where pixels are grouped together to provide contextual information,
such as image texture, pixel proximity, and salient geometric attributes of features. While several
studies suggest that object-based classifiers outperform pixel-based classifiers in LC/LU classifications
tasks [36–39], other studies suggest that pixel-based and object-based classifiers perform similarly when
utilizing common machine-learning algorithms [40]. In addition, object-based classification requires
significantly more computational power than pixel-based classification and there is no universally
accepted method to determine an optimal scale level for image segmentation [37], especially when
analyzing large-scale geographically diverse regions. Thus, object-based classification is typically
conducted when the unit of analysis is relatively small, such as a city [37,39], or a region of a
country [36,38,40,41].

In this study, we adopt a pixel-based classification approach to detect built-up areas in India
that utilizes the full spectral imagery available in Landsat, as well as NDVI (Normalized Difference
Vegetation Index) and NDBI (Normalized Difference Built-up Index) indices. We apply three types
of classifiers that are integrated into GEE: Classification and Regression Tree (CART) [42], Random
Forest [43], and Support Vector Machines (SVM) [44].
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2. Materials and Methods

2.1. Study Area

India is one of the largest (3.287 million km2 in size) and most populated countries in
the world. In 2014, 1.295 billion people resided in the nation’s 29 states which are distributed
across 15 geographical regions (see Figure 1 [45]), 32.4% of whom lived in urban areas [46]. The country
is urbanizing rapidly. In the last decade, the growth of its urban population outpaced the growth of
its rural population by 31.80% to 12.18% [47], due primarily to natural urban population growth and
secondarily to rural-to-urban migration [48]. This trend is expected to continue [49]. By 2050, half of
India’s population is projected to be urban [3].
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The urbanization of India is also reflected in the rapid expansion of built-up areas [22,50,51] and
low-density sprawl [48], together with a decline of other types of land cover, including open land,
agriculture land, and bodies of water [52–54]. By capturing the distinct spectral profile of built-up
areas, by means of earth observation, it is possible to map and to quantify the extent of urbanization
and the pace of urban growth.

India contains 15 distinct agro-climatic zones. These zones are geographical regions characterized
by relatively homogenous environmental-physical characteristics, such as soil type, rainfall,
temperature, and water resources [55]. India’s unusually large number of climatic zones reflects
the country’s latitudinal expanse and widely varying elevation and rainfall. Previous studies have
shown that these zones vary in their agriculture growth, rural poverty and population density [56].
By randomly sampling areas within India for our analysis, the country’s geographic diversity allows
us to create a training set that would incorporate agro-climatic zones found in the large majority of
developing countries. This feature makes our training set of potential value for analysis throughout
the tropics, as well as in sub-tropical regions.

2.2. Dataset Construction

We define the boundaries of urban areas according to one property of urbanization: built-up land
cover (i.e., the boundaries between built-up (BU) and not built-up (NBU) areas). We define BU areas as
polygons where the majority of space (more than 50%) is paved or covered by human-made surfaces
and used for residential, industrial, commercial, institutional, transportation, or other non-agricultural
purposes. All other land cover is defined as NBU. Similar definitions for urban areas are proposed
by [12,13] who characterize a pixel as “urban” when the built environment spans the majority (50% or
greater) of the sub-pixel space.

Our classification utilizes a dataset consisting of 21,030 polygons, 30 m ˆ 30 m in size, that are
randomly distributed throughout India and manually labeled as BU or as NBU (the methodology
is described in Figure 2). To construct this dataset, we begin with WorldPop, a per-pixel population
estimation dataset [11,15], and create an initial random stratified sample of BU and NBU areas.
WorldPop depicts a grid of per-pixel estimates of population densities, in a spatial resolution of
approximately 100 m (we use India’s population dataset for 2010, available at: www.worldpop.org.uk).
The maximum value of a pixel is 1523 (i.e., 1523 people per hectare). A visual comparison between
WorldPop dataset and Google Earth satellite imagery shows that a threshold of 40 persons per hectare
(pixel) closely matches the extent of India’s settlements and populated areas. We thus set a threshold
of 40 persons per pixel as an initial indicator to identify highly populated areas. These areas constitute
0.41% of the country’s land area and account for 19.2% of the country’s population.

We define populated areas as clusters of neighboring pixels whose values are higher than, or equal
to, 40 (i.e., 40 persons per pixel). We convert these clusters to polygons (a vector format), where the
polygons represent the boundaries of highly populated areas. We define the adjacent periphery to these
highly populated areas by calculating the width of each polygon’s enclosing rectangle (Wi), where Wi
is the length of the shorter side of a given polygon’s enclosing rectangle. To capture peripheral rural
areas around cities, we create a buffer around each polygon, which is twice the size of its enclosing
rectangle (2Wi). We sample our NBU examples from these peripheral areas (Figure 3), such that in
the classification we will consider pixels from established urban areas and immediate surrounding
areas that have yet to experience urbanization. We focus on rural areas adjacent to urban areas because
our BU/NBU classification targets the boundaries of cities and is therefore designed to characterize
the process of urban sprawl. From this universe of high-population-density cores and surrounding
peripheral rural areas in India, we randomly sample 20,151 polygons, 40% of which are from the
core and 60% of which are from the periphery (7928 and 12,223 polygons, respectively), where the
number of sampled polygons in each of Indian state is proportional to the state’s total population. We
oversample polygons from the periphery to account for heterogeneity in the types of land cover found
in NBU regions. In order to have sample representation of rural areas that are distant from urban
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zones, we randomly sample an additional 879 polygons from outside of the core and periphery areas
of cities, for a total of 21,030 polygons.
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Figure 2. The procedure to generate the ground-truth dataset.

We overlay the polygons with the Google Earth high-resolution base map and manually classify
each polygon as BU or as NBU using a visual interpretation method. The polygons are manually
labeled by two graduate students who were provided with extensive training and supervised by the
researchers. We provided each student an equal proportion of samples. The students labeled each
polygon either as BU or as NBU in Google Earth by a visual interpretation of the most recent available
satellite image (typically from 2014 to 2015). The students were instructed to label polygons that have
at least 50% of their area covered with built-up land cover (according to the definition above) as BU
and otherwise as NBU. The manual labeling resulted in a dataset (a KML file) of 4682 polygons that
were labeled as BU and 16,348 polygons that were labeled as NBU (some polygons from the urban core
did not contain a majority of built-up pixels, leading us to label them as NBU, whereas some polygons
from peripheral areas surrounding cities did have a majority of built-up pixels, leading us to label
them as BU). The KML file is then converted to a Google fusion table, which is used for supervised
classification in GEE.
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Figure 3. The procedure to generate the stratified random sample. We begin with WorldPop dataset, a
grid of per-pixel estimates of population densities (a). Then, we extract clusters of neighboring pixels
whose values are greater than or equal to 40. These clusters represent highly populated areas and are
converted into a vector format (polygons) (b). We calculate the width (Wi) of the shorter side of each
polygon’s enclosing rectangle (c) and create a buffer around each polygon that is twice this width (2Wi)
(these buffers represent the periphery of the populated areas) (d). Finally, we randomly sample 7928
and 12,223 polygons from the highly populated and from their periphery, respectively (e).

2.3. Pre-Processing and Scene Selection

We use Landsat 7 and Landsat 8 as inputs for image classification (Table 1 presents a description
of the spectral bands). Although the spectral resolution of Landsat 7 is lower than that of Landsat
8, the former satellite was launched in 1999 (Landsat 8 was launched in 2013) and thus allows for a
longer time horizon over which to study urbanization. Since a composite of pre-processed scenes of
Landsat 7 is available in GEE, we use a Landsat 7 annual TOA percentile composites (2014) (referred to as
Landsat 7). This composite includes Top of Atmosphere (TOA) calibrated Landsat 7 (ETM+) images
(filtered to 2014), excluding images with a negative sun elevation. The composite includes pixels with
the lowest cloud cover, computed as per-band percentile values and scaled to 8 bits ([0,255]) (bands
1–5,7) or to units of Kelvin-100 (band 6). For Landsat 8, we apply a standard TOA calibration on USGS
Landsat 8 Raw Scenes (filtered to 2014) and assign a cloud score to each pixel. We select the lowest
possible range of cloud scores and compute per-band percentile values from the accepted pixels. We
scale the values to 8 bits.
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Table 1. The bands that were used as features for the classification.

Spectral Band Wavelength
(Micrometers) Resolution (Meters)

Landsat 7

B1 Band 1—blue-green 0.45–0.52 30
B2 Band 2—green 0.52–0.61 30
B3 Band 3—red 0.63–0.69 30
B4 Band 4—reflected IR 0.76–0.90 30
B5 Band 5—reflected IR 1.55–1.75 30
B6 Band 6—thermal 10.40–12.50 120
B7 Band 7—reflected IR 2.08–2.35 30

NDVI (B4 ´ B3)/(B4 + B3) 30
NDBI (B5 ´ B4)/(B5 + B4) 30

Landsat 8

B1 Band 1—Ultra blue 0.43–0.45 30
B2 Band 2—Blue 0.45–0.51 30
B3 Band 3—Green 0.53–0.59 30
B4 Band 4—Red 0.64–0.67 30
B5 Band 5—Near Infrared (NIR) 0.85–0.88 30
B6 Band 6—SWIR 1 1.57–1.65 30
B7 Band 7—SWIR 2 2.11–2.29 30
B8 Band 8—Panchromatic 0.50–0.68 15
B10 Band 10—Thermal Infrared (TIRS) 1 10.60–11.19 100 (resampled to 30)
B11 Band 11—Thermal Infrared (TIRS) 2 11.50–12.51 100 (resampled to 30)

To improve the classification when using Landsat 7 as the input, we add two additional indices:
the Normalized Difference Vegetation Index (NDVI) [57] and the Normalized Difference Built-up
Index (NDBI) [58].

‚ NDVI expresses the relation between red visible light (which is typically absorbed by a plant’s
chlorophyll) and near-infrared wavelength (which is scattered by the leaf’s mesophyll structure).
It is computed as:

pNIR´REDq{pNIR ` REDq (1)

where NIR is the near infra-red wavelength and RED is the red wavelength. The values of NDVI
range between (´1) and (+1). An average NDVI value in 2014 was calculated for each pixel (with
Landsat 7 32-Day NDVI Composite).

‚ NDBI expresses the relation between the medium infra-red and the near infra-red wavelengths. It
is computed as:

pMIR´NIRq{pMIR ` NIRq (2)

where MIR is the medium infra-red and NIR is the near infra-red wavelength. The index assumes
a higher reflectance of built-up areas in the medium infra-red wavelength range than in the near
infra-red.

2.4. Detection of Built-Up Areas

We perform detection of built-up areas in GEE. First, we overlay the labeled polygons on the
input. We collect all Landsat pixels within the regions of these polygons (a total of 5092 BU examples
and 17,751 NBU examples), including the reflectance values (per band) and the index values of the
examples. Note that the number of the sampled pixels (examples) differs from the number of polygons
in the dataset because the polygons do not overlap entirely with Landsat’s pixels; these variables
are the input for the classifiers (the classifiers’ feature space). In addition, each example included an
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output: a binary class—BU or NBU. We use this set to train, test and evaluate the performance of
the classifiers.

We perform pixel-based classification with three types of classifiers: (i) Classification and
Regression Tree (CART)—a binary decision tree classifier; (ii) Support Vector Machines (SVM)—a
classifier that identifies decision boundaries which optimally separate between classes (we use a
basic linear SVM); and (iii) Random Forests—tree-based classifiers that include k decision trees
(k predictors). We present a detailed description of the classifiers and their tuning parameters in
Appendixs A and B, respectively.

2.5. Accuracy Assessment

The performance or the accuracy of a classifier refers to the probability that it will correctly classify
a random set of examples [59]. To assure a “fair” assessment of a classifier’s generalization, the data
used to train the classifier must be separated from the data that is used to assess its accuracy. Thus,
labeled data is typically divided into a training set and a test set (a validation set may also be used to
“tune” the classifier’s parameters). Different data splitting heuristics can be used to assure a separation
between the training and test sets [59], including the holdout method, in which the data is divided
into two mutually exclusive subsets: a training set and a test/holdout set; bootstraping, in which the
dataset is sampled uniformly from the data, with replacement; and cross-validation, also known as
k-fold cross-validation, in which the data are divided into k subsets (optimally 5 or 10, to allow a
less biased estimation [60]) with k “experiments”. The cross-validation procedure ensures that each
example is included exactly once in the test fold and that each example in the test fold is not used
to train the classifier. Averaging the overall accuracy across all k partitions yields k accuracy values,
or k hold-out estimators, and a variance estimation of the classification error [61,62]. Though each
of these methods can be used to assess the performance of a given classifier, cross-validation is a
widely accepted procedure [63] that provides a robust estimate of a classifier’s generalization error [64].
When the instances are representative of the underlying population and when sufficient instances are
available for training, this procedure results in an unbiased estimate of the accuracy of the classifier
over the population [65].

In this study, we adopt a k-fold cross-validation procedure (with k “experiments”) to estimate
the accuracy of the classifiers. In each experiment, the examples in one of the data folds is left out for
testing and the examples in the remaining k-1 fold are used to train the classifier. The performance
quality of the trained classifier is tested on the left-out fold, and the overall performance measure is
then averaged over the k folds (over the k experiments) (Figure 4).

We first conduct a 5-fold cross validation by dividing the data into five randomly stratified folds
(while maintaining a constant proportion of BU and NBU examples per fold). Then, to evaluate the
spatial generalization of the classifiers, we conduct a 14-fold cross validation by dividing the data into
14 distinct geographical regions according to India’s agro-climatic zones [55] (see Figure 1) (note: we
exclude zone number 15, which is the islands region). Each zone includes between 558 and 2695 BU
and NBU examples (see Table 2).
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and the overall performance measure is then averaged over the k folds (k “experiments”) (This figure is
adapted from [63]).

Table 2. Built-up (BU) and not built-up (NBU) examples per agro-climatic zone.

Zone Number Number of Examples BU/NBU Ratio

BU NBU BU NBU
1 82 476 14.7% 85.3%
2 169 825 17.0% 83.0%
3 222 837 21.0% 79.0%
4 425 1816 19.0% 81.0%
5 671 2024 24.9% 75.1%
6 382 953 28.6% 71.4%
7 326 1545 17.4% 82.6%
8 333 1066 23.8% 76.2%
9 421 1464 22.3% 77.7%

10 645 1979 24.6% 75.4%
11 391 1197 24.6% 75.4%
12 250 894 21.9% 78.1%
13 262 805 24.6% 75.4%
14 103 467 18.1% 81.9%

Total 4682 16,348

Note: The table indicates the number of built-up (BU) and not built-up (NBU) polygons per agro-climatic zone
and the ratio between BU and NBU examples per zone.

3. Results

We now turn to describe the dataset and to present an evaluation of the classification of built-up
areas in India using the three classifiers and different combinations of training-set examples and inputs.
We assess the performance of the classifiers and map the classified built-up areas. As a preliminary
step to validate our BU/NBU dataset’s examples, we examine the reflectance profile of the examples,
calculated as the average reflectance value of the sampled regions/pixels per band, scaled to 8 bits
(Figure 5). Consistent with built-up areas containing structures and impervious surfaces that are
reflective relative to vegetation and undeveloped land of non-built-up areas, the reflectance of NBU
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regions is lower than the reflectance of BU regions in all bands except band 5 (the near infra-red
range). This anomaly in band 5 is likely due to higher reflectance of vegetation land cover in this
wavelength range. A t-test of equal means and a Kolmogorov–Smirnov test show that BU and NBU
regions are characterized by a significantly different (p < 0.001, for both tests) reflectance values in all
bands (Table 3). The BU/NBU distinction is also expressed by significantly different (p < 0.001, for
both tests) NDVI and NDBI values. As seen in Figure 6, the distribution of the NDVI values of NBU
regions is to the right of that of BU regions, while the distribution of the NDBI values of NBU regions
is a left-skewed and flatter than of BU regions. The standard error bounds of the average reflectance
values within BU and NBU regions are relatively small in all bands.
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Table 3. Average reflectance values of built-up (BU) and not built-up (NBU) regions (Landsat 8 bands).
Note: Per-band percentile values were scaled to 8 bits.

B1 B2 B3 B4 B5 B6 B7 B8 NDVI NDBI

BU
(mean) 42.27 38.84 36.29 37.20 57.29 55.44 43.64 36.36 0.21 ´0.02
(st. err.) 0.048 0.058 0.073 0.099 0.126 0.151 0.137 0.085 0.001 0.001

NBU
(mean) 38.51 34.37 31.82 31.43 64.49 54.65 37.54 31.27 0.35 ´0.10
(st. err.) 0.069 0.075 0.081 0.097 0.104 0.132 0.120 0.087 0.001 0.001

t-tests of equal means (t-stats) 44.91 47.17 40.95 41.50 ´43.99 3.92 33.54 41.92 ´85.98 57.02
(p-value) 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

K-S tests of equal dist * (p-value) 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Note: * Kolmogorov–Smirnov tests of equality of distributions.
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Figure 6. The figure shows the histogram of NDVI (Normalized Difference Vegetation Index) and NDBI
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3.1. Detection of Built-Up and Not Built-Up Areas

3.1.1. Evaluation of the Classifiers

GEE includes several classifiers for pixel-based image classification. In this study we compare the
performance of three prominent ones—SVM, CART and Random Forest—in detecting BU and NBU
areas in India. A five-fold cross-validation test shows that Random Forest (with 100 decision trees)
achieves the highest overall accuracy rate—defined as the percentage of examples that were classified
correctly—while SVM achieves the lowest. With Landsat 8 as the input, these two classifiers predict
correctly 87.1% and 83.1% of the examples, respectively. Previous studies have suggested that the
number of decision trees of the Random Forest is generally proportional to the classifier’s accuracy [66].
The results show that though the performance of Random Forest improves as the number of trees
increase, this pattern holds only up to 10 trees (see Figure 7). The classifier’s performance remains
nearly the same with 50 and with 100 decision trees.
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Figure 7. The effect of the number of trees of Random Forest on the True-positive rate (TPR),
True-negative rate (TNR) and the balanced accuracy rate.
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We refer to the class “Built Up” (BU) as positive and to the class “Not Built-Up” (NBU) as negative
and evaluate the performance of the classifiers using three additional estimators: (1) True-Positive Rate
(TPR) (the percentage of actual BU examples classified correctly as BU); (2) True-Negative Rate (TNR)
(the percentage of actual NBU examples classified correctly as NBU); and (3) the average of TPR and
TNR (referred to as the balanced accuracy rate).

Random Forest (with 10 decision trees) shows the highest balanced accuracy rate (79.7%) while
SVM shows the lowest (around 69%) (see Figure 8). The classifiers’ TPR ranges between 46% (with
SVM) and 67% (with Random Forest, 10 trees). As expected, performance with Landsat 8 exceeds that
of Landsat 7 likely because of the former’s higher resolution relative to the latter. However, when
NDVI and NDBI are added to Landsat 7’s bands, performance using this input improves. With the
exception of SVM, Landsat 7 plus NDVI and NDBI as inputs performs similarly to Landsat 8 as the
input. As seen in Figure 8, the addition of these two indices primarily improves the balanced accuracy
rate of SVM; the classifier’s TPR increases from 47% to 56%, and, accordingly, its balanced accuracy
rate increases from 70% to 75%. We relate this to the linear kernel that we use with SVM, which is
unable to express nonlinear functions from the input variables to the predicted classes.
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Figure 8. The True-positive rate (TPR) and the balanced accuracy rates of the examined classifiers:
SVM, CART, and Random forest with 1 (RF1t), 3 (RF3t), 5 (RF5t), 10 (RF10t), 50 (RF50t), and 100 (RF100t)
trees. Inputs: Landsat 8 (L8), Landsat 7 (L7), Landsat 7 with NDVI (L7 + NDVI) and Landsat 7 with
NDVI and NDBI (L7 + NDVI + NDBI).

The performance of the classifiers can also be described in a confusion matrix, where the predicted
classes of the examples in the test set are compared with their actual class (resulting in four possible
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combinations: TP (True-positive), TN (True-negative), FP (False-positive) and FN (False-negative)).
The confusion matrix of the five-fold cross validation (Table 4) describes the predicted and the actual
class of the tested examples in the five experiments. As noted above, in each experiment, a different
subset (fold) is used for the evaluation, and each example—and all examples—are tested exactly
once. Several performance estimators can be calculated from this confusion matrix. We present three
that are related to the classification of the positive (BU) class: (1) Overall accuracy rate: the portion of
instances that were classified correctly (calculated as: (TP + TN)/(TP + TN + FP + FN)); (2) Precision
rate: the portion of instances that were correctly predicted as positive out of all instances that were
predicted as positive (calculated as TP/(TP + FP)); and (3) Recall rate: the portion of instances that
were correctly predicted as positive out of all actual positive instances (calculated as TP/(TP + FN)).
Since the best performance is achieved with Landsat 8 as the input, we use Landsat 8 as the input in
subsequent analysis.

Table 4. A confusion matrix of the five-fold cross validation tests.

Predicted

L8 L7 L7 + NDVI + NDBI

BU NBU Total BU NBU Total BU NBU Total

Actual

SVM
BU 2347 2750 5097 2376 2700 5076 2863 2213 5076

NBU 1122 16727 17849 1261 16659 17920 1044 16876 17920
Total 3469 19477 22946 3637 19359 22996 3907 19089 22996

Ac: 0.831 Re: 0.460 Pre: 0.677 Ac: 0.828 Re: 0.468 Pre: 0.653 Ac: 0.858 Re: 0.564 Pre: 0.733

CART
BU 3335 1762 5097 2998 2078 5076 3253 1823 5076

NBU 1500 16349 17849 1380 16540 17920 1413 16507 17920
Total 4835 18111 22946 4378 18618 22996 4666 18330 22996

Ac: 0.858 Re: 0.654 Pre: 0.690 Ac: 0.850 Re: 0.591 Pre: 0.685 Ac: 0.859 Re: 0.641 Pre: 0.697

RF3t
BU 3133 1964 5097 2951 2125 5076 3140 1936 5076

NBU 1601 16248 17849 1709 16211 17920 1576 16344 17920
Total 4734 18212 22946 4660 18336 22996 4716 18280 22996

Ac: 0.845 Re: 0.615 Pre: 0.662 Ac: 0.833 Re: 0.581 Pre: 0.633 Ac: 0.847 Re: 0.619 Pre: 0.666

RF5t
BU 3167 1930 5097 2989 2087 5076 3181 1895 5076

NBU 1423 16426 17849 1494 16426 17920 1402 16518 17920
Total 4590 18356 22946 4483 18513 22996 4583 18413 22996

Ac: 0.854 Re: 0.621 Pre: 0.690 Ac: 0.844 Re: 0.589 Pre: 0.667 Ac: 0.857 Re: 0.627 Pre: 0.694

RF10t
BU 3424 1673 5097 3229 1847 5076 3426 1650 5076

NBU 1543 16306 17849 1539 16381 17920 1471 16449 17920
Total 4967 17979 22946 4768 18228 22996 4897 18099 22996

Ac: 0.860 Re: 0.672 Pre: 0.689 Ac: 0.853 Re: 0.636 Pre: 0.677 Ac: 0.864 Re: 0.675 Pre: 0.700

RF50t
BU 3297 1800 5097 3102 1974 5076 3332 1744 5076

NBU 1196 16653 17849 1180 16740 17920 1153 16767 17920
Total 4493 18453 22946 4282 18714 22996 4485 18511 22996

Ac: 0.869 Re: 0.647 Pre: 0.734 Ac: 0.863 Re: 0.611 Pre: 0.724 Ac: 0.874 Re: 0.656 Pre: 0.743

RF100t
BU 3299 1798 5097 3078 1998 5076 3299 1777 5076

NBU 1151 16698 17849 1116 16804 17920 1088 16832 17920
Total 4450 18496 22946 4194 18802 22996 4387 18609 22996

Ac: 0.871 Re: 0.647 Pre: 0.741 Ac: 0.865 Re: 0.606 Pre: 0.734 Ac: 0.875 Re: 0.650 Pre:0.752

Note: The confusion matrix is calculated for the five experiments. In each experiment a different fold is
used as the test fold and each example is tested exactly once. Key: TP: True-positive; TN: True-negative; FP:
False-positive; FN: False-negative; Accuracy rate (Ac): the portion of instances that were classified correctly
(calculated as: (TP + TN)/(TP + TN + FP + FN)); Recall (Re): the portion of instances correctly predicted as
positive out of all actual positive instances (calculated as: TP/(TP + FN)); Precision rate (Pre): the portion
of instances that were correctly predicted as positive out of all instances predicted as positive (calculated as
TP/(TP + FP)).

We also evaluate the classifiers at the geographical level of agro-climatic zones. A k-fold
cross-validation test was conducted by dividing the examples into 14 folds according to their
geographical location (zone). Similar to the results shown above (where the examples were divided
into five random folds), Random Forest (with 10 trees) shows the best performance while SVM shows
the worst. When Landsat 8 is used as the input, the TPR and the balanced accuracy rate of Random
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Forest (with 10 trees) are 66% and 78.7%, respectively, while only 54% and 74%, respectively, with
CART. This result provides an additional dimension to the assessment of the classifiers’ accuracy, and
confirms their generalization as predictors under varying geographical conditions.

Our analysis is based on a large training set relative to past work in remote sensing, with over
20,000 hand-labeled polygons. In many settings, constructing a training set of this magnitude may be
infeasible. To provide insight into the importance of training-set size for the analysis, we next examine
how the prediction rate of the alternative classifiers compares for randomly drawn training sets of
different dimensions. We conduct experiments with 800, 1600, 4000, 8000 and 16,000 randomly drawn
examples and evaluate each experiment using a five-fold cross-validation test. In each experiment, we
use the same test sets (approximately 4500 examples) and a similar proportion between BU and NBU
examples (equal to the proportion in the full sample).

The results show strongly improved performance as the size of the training set increases, both,
in terms of the TPR and balanced accuracy (see Figure 9). CART shows the largest improvement;
for example, as the training set size increases from 800 to 16,000 examples, CART’s balanced accuracy
increases from 74% to 78%. On the other hand, SVM does not show a significant improvement as the
training set size increases; the balanced accuracy remains around 73%.
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Figure 9. The figure reports the effect of the training set size on the True-positive rate (TPR),
True-negative rate (TNR) and balanced accuracy (with Landsat 8 as the input).

In the experiments described above, we maintain a constant proportion between the BU and
the NBU examples in the training set (similar to the proportion in the full dataset). In an additional
experiment, we examine the effect of varying the proportion between BU and NBU training examples
on the classifiers’ performance. In each experiment, we use all BU examples in the dataset as training
examples and increase the size of the training set by adding NBU training examples. This allows us to
evaluate whether performance improves as the size of the training set increases despite an increased
imbalance between BU and NBU examples. We conduct a five-fold cross validation test by increasing
the number of NBU examples in the training set and maintaining a constant number of BU examples
(4000) to a total of 6000, 8000, 10,000, 14,000 and 16,000 BU and NBU examples in the training set. The
size of the test set and the proportion between the BU and NBU examples remain constant (Landsat 8
is used as the input).

Results show a moderate improvement in the classifiers’ performance as the training set’s size
increases, primarily with CART. Although the size of the training set is increased only by adding NBU
examples, the TPR also improves (in addition to TNR). As the size of the training set increases from
6000 to 16,000 examples, CART’s TPR increases from 63% to 67% and its TNR increases from 88% to
90% (see Figure 10). Thus, although we increase the disproportion between BU and NBU examples,
the addition of NBU examples improves the overall performance of the classifiers.
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Figure 10. The effect of the training set size on the True-positive rate (TPR), True-negative rate (TNR)
and the balanced accuracy. The x-axis represents the total number of examples in the training set (each
training set includes 4000 BU examples) (with Landsat 8 as the input).

3.1.2. Mapping the Classification

In the final classification process, we use the trained classifier to map built-up and not built-up
areas over new examples/pixels. The classified image (in a spatial resolution of 30 m) was
post-processed to discard isolated pixels and improve the homogeneity of the classified image.
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Figure 11 presents, as an illustration, a classified image of built-up areas in five regions across
India and Figure 12 presents examples of this classified image in a finer (higher) resolution (we present
a classified image of each site below its corresponding high-resolution satellite image). The classified
image captures the fabric of built-up urban areas, as well as the fine boundaries between built-up areas
and various types of land cover (e.g., vegetation, water bodies and open spaces).Remote Sens. 2016, 8, x 18 of 26 
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Figure 12. A detailed examination of the classification of built-up areas (visualized in red) compared
to raw satellite images in five regions in India (classifier: Random forest with 10 trees, input:
Landsat 8). Satellite images from DigitalGlobe. Includes copyrighted material of DigitalGlobe, Inc.,
All Rights Reserved.

The classifier can also be used to map urban areas across time. Since our ground-truth dataset
is collected based on 2014 imagery, using it as a training set with the 2000 imagery may result in
“class-noise” [19] due to mislabeled examples. Thus, we first train the classifier (using Random forest,
with 10 trees) with Landsat 7, filtered to 2014 as the input (in addition to per-pixel NDVI and NDBI
values). Then, we use the trained classifier to map the extent of urban areas in 2000 (using the same
feature space, based on Landsat 7, filtered to 2000) (Figure 13 presents examples of the classified image
in 2000, and Figure 14 presents a comparison between the extent of urban areas in 2000 and in 2014
in the city of Ahmedabad). As an assessment of this classification, we choose 200 random polygons
from our dataset, visually examine them against 2000 Landsat 7 imagery and assign each polygon
with a class (BU or NBU). Then, we compare the classified image with this ground-truth dataset. The
examination reveals an overall accuracy of 86% and a TPR of 58.6% (Table 5 presents a confusion matrix
of this test). Finally, Figure 15 shows the advantage of using our methodology to map urbanization
relative to the WorldPop dataset. The classified image is able to capture various types of LC/LU (e.g.,
built-up areas, parks and open spaces) that is not possible using estimates of local area populations.
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Figure 14. Detection of the boundaries of Ahmedabad, India, in 2000 and in 2014, together with built-up
(BU) and not built-up (NBU) examples used for the training. Classifier: Random Forest (10 trees). Input:
Landsat 7 (plus NDVI and NDBI). The classifier was trained with Landsat 7 filtered to 2014; the trained
classifier was used to classify Landsat 7 filtered to 2000.
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Figure 15. Estimation of the boundaries of Ahmedabad, India (in 2010) according to: (a) classification of
built-up areas; and (b) population density (from WorldPop: www.worldpop.org.uk). Note: Detection
of built-up areas in 2010 was done with Random Forest (10 trees) using Landsat 7 (plus NDVI and
NDBI) as the input.

Table 5. Confusion matrix describing the classifier’s performance (detection of urban areas in 2000).

Predicted

BU NBU Total

Actual
BU 34 24 58

NBU 4 138 142

Total 38 162 200

Note: The classifier is trained with Landsat 7 filtered to 2014. The trained classifier is used to map urban areas
with Landsat 7 filtered to 2000 as the input. Classifier: Random forest with 10 trees. Input: Landsat 7 (plus
NDVI and NDBI).

4. Discussion

In recent decades, there have been substantial research investments in attempting to understand
the social and physical dynamics related to urbanization. Though urbanization is one of the major
potential threats to the global environment [22,29], its rate and magnitude have not been quantified
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with sharp precision at global scale. For many low-income countries, the last significant mapping efforts
occurred in the 1960s and 1970s [67]. Urban extent can be measured by different means, including
population counts, nighttime illumination intensity, and detecting the unique LC/LU characteristics
and physical attributes associated with urban areas [8–10,13,68]. With the increasing availability of
satellite data at ever-improving spatial and temporal resolutions, urban research is rapidly shifting
towards the use of image-classification methods designed to extract the “urbanized land” that can be
observed and captured in multispectral imagery [13].

Several datasets of urban extent have now been developed to map urban areas at global
scale [11,12,15,69]. However, these datasets show considerable disagreement on the location and
extent of urban land [13,20] and the majority of the existing information provides classified raster
images that have limitations across space and time [10,70–73] or that use ground-truth data that are
limited in size, with no more than several thousand examples [20].

With the availability of cloud-based platforms such as GEE, it is now feasible to monitor
urbanization in multi-spatial and temporal resolutions and to understand urban dynamics globally.
High-resolution ground-truth data are fundamental for any supervised image classification, including
classification of built-up land cover. Training data remain scarce, making it difficult to apply modern
remote-sensing techniques [74]. At the current time, ground-truth data lag far behind the ever-growing
supplies of satellite imagery and analytical tools for image classification. Though ground-truth labeled
data for urban areas can be extracted from several existing datasets—e.g., Landsat-based urban maps
and crowd-source-based datasets such as OpenStreetMap [16]—validated and processed datasets that
are designed specifically for mapping urban areas are in scarce supply. This paper aims to fill this gap.

Ground-truth data can be used, in conjunction with high-resolution satellite imagery and
cloud-based computational platforms to detect built-up land cover. GEE is a platform with tremendous
potential for urban research at scale. With appropriate ground-truth data, GEE can serve as an accessible
and feasible platform for image classification and analysis of large and geographically diverse regions.
Though GEE has been used in previous studies for various applications, including population [70,75]
and forest cover [76] mapping, ours is the first to provide comprehensive open-source ground-truth
data that can serve as a training set for supervised classification of built-up land cover and for
evaluation/validation of existing classifiers and classification products.

Of the three types of classifiers that we examine in GEE (SVM, CART and Random Forest),
Random Forest achieves the best performance (a balanced accuracy rate of 80%). This classifier
produces high-quality maps of built-up areas across space and time in India. Although the performance
of CART and Random Forest are better when Landsat 8 is used as the input than when Landsat 7 is
used (due perhaps to the higher spectral resolution of Landsat 8), performance improves substantially
when NDVI and NDBI are added to Landsat 7, especially with SVM. Similar to the findings of [73,77],
performance also improves as the size of the training set increases. Importantly, we find that increasing
the size of the training set by expanding the number of NBU examples and holding BU examples fixed
leads to marked improvements in accuracy.

We note several limitations of the analysis. First, the dataset was labeled according to 2014–2015
imagery using a visual-interpretation method, which, by its nature, may be subject to idiosyncratic
variation across individuals performing the manual classification. As noted in previous studies [19],
“class-noise” may impact the accuracy of the classification. Second, our analysis is limited to
India. Creating manually labeled ground-truth data is expensive and time consuming. However,
crowd-sourcing platforms may allow researchers to scale—at low cost—the labeling method and
to construct larger and more comprehensive ground-truth datasets. Although various methods
have been suggested for combining census-based data with satellite imagery [11] and to extract
training data from different sources, such as from nighttime lights [74], validation by means of
visual interpretation remains inescapable for the maintenance of accurate ground-truth training data.
Third, the sampling method was designed to detect the boundaries between built-up areas and their
periphery; we primarily sampled examples from highly populated areas and from their adjacent,
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low-population environs. This approach may create a risk of false-positive detections when classifying
distant/remote areas.

5. Conclusions

During the past century, many countries, especially in the developing world, have been
experiencing rapid urbanization and complex changes in patterns of land cover and land use.
Understanding the various ecological, environmental, social and economic impacts of these processes
is essential for the preservation of a sustainable human society.

The increasing availability of satellite imagery at different spatial and temporal resolutions
has shifted urban research towards the use of digital, multispectral images and the development
of remote-sensing image classification methods designed to capture urban land features, such as
non-vegetative, human-constructed elements. Though numerous low and medium-scale urban maps
have been developed to capture urban land features, these maps are generally limited in their temporal
or spatial resolution and cannot be used for analysis of continuous urbanization processes. Moreover,
previous studies have generally analyzed urbanization processes over small regions, due in part to
computational limitations and the lack of ground-truth data for supervised classification. As parallel
computational platforms with much larger storage and capacity become accessible to researchers,
it is possible to expand the spatial and temporal units of analysis and to investigate urbanization
processes over larger areas and over longer periods of time. Expanding this research frontier creates an
urgent need for ground-truth data that can facilitate the development of supervised machine-learning
algorithms and enable reliable evaluation and validation.

This paper contributes to this domain by providing ground-truth data that will further efforts to
understand the urbanization processes at scale. The dataset we present consists of 21,030 polygons
in India that were manually labeled as “built-up” or “not built-up” through a visual interpretation
method. Though existing datasets, such as OSM and others, can facilitate supervised classification of
urban areas, the majority of these were not developed for this purpose and therefore require further
processing and validation. Our large-scale georeferenced dataset was developed to facilitate the
detection of urban areas at a national level and to provide a handy and reliable tool for temporal
analysis of urban zones and their rural peripheries. Although GEE is steadily evolving as a platform
for remote-sensing research at scale, its potential for urban research has not been fully explored. In this
study, we highlight the use of GEE for urban research and demonstrate the applicability of our dataset
for detection of urban areas in a country with a large population and a diverse land cover. We validate
the dataset and show that when used with traditional classifiers available in GEE, the classifiers achieve
an overall accuracy rate of around 87%. Our methodology, which is designed to evaluate the spatial
generalizability of classifiers, shows that classifier performance is similar when the examples in the
training and test sets are sampled from areas with heterogeneous land-cover characteristics. This
evaluation procedure is thus suitable for studies that analyze large-scale regions.

Extensions to our approach may improve the classification of urban land cover by modifying the
inputs to the classifiers or their dimensions, and by adding additional features to the input’s feature
space. Incorporating nighttime-light data, socio-economic variables, and physical/geographical
characteristics to satellite imagery may offer opportunities to improve the accuracy rate of classifiers.
Further extensions to our approach may also include the application of learning algorithms and
evaluation with various tuning parameters of the classifiers.
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Abbreviations

The following abbreviations are used in this manuscript:

GEE Google Earth Engine
BU built up
NBU not built up
RF Random forest
SVM support vector machines
TPR True Positive Rate
TNR True Negative Rate

Appendix A

Description of the classifiers used in this study:

‚ CART (Classification and Regression Tree) [35] is a binary decision tree. The classifier recursively
examines each example’s variables with logical if-then questions in a binary tree structure.
Questions are asked at each node of the tree, and each question typically looks at a single
input variable. The variables are compared with a predetermined threshold, so that the examples
are optimally split into “purer” subsets [35]. The examples are split to an overly large tree until
reaching a terminal node (when the nodes have less than a defined number of examples or when
further split will result in almost the same outcome). The tree is then pruned back through the
creation of a nested sequence of less complex trees. The class is predicted at the terminal node
according to the proportion of the classes in the training examples that reached that node.

‚ SVM (Support Vector Machines) identifies decision boundaries that optimally separate between
classes. First, the n input vectors (examples) S = {X1,X2, . . . ,Xn} are mapped to the output
classes by a linear decision function on a (possibly) high-dimensional feature space F = {ϕ(X1,X2,
. . . ,Xn)}. SVM then optimizes the hyperplane that separates the classes by maximizing the margin
between the support vectors of the classes (these are the examples that are closest to the decision
surface) [37]. In this study we used a basic linear SVM.

‚ Random Forests are tree-based classifiers that include k decision trees (k predictors). When
classifying an example, the example variables are run through each of the k tree predictors,
and the k predictions are averaged to get a less noisy prediction (by voting on the most popular
class). The learning process of the forest involves some level of randomness; each tree is trained
over an independently random sample of examples from the training set and each node’s binary
question in a tree is selected from a randomly sampled subset of the input variables [67].

Appendix B

Table B1. The parameters that were used for training (per classifier).

CART

The cross-validation factor used for pruning 10

Maximal depth level of initial tree 10

Minimal number of training set points in node to allow node creation 1

Minimal number of points at node to allow its further split 1

The minimal cost of training set to allow split 1e´10

Whether to impose stopping criteria while growing the tree false

The standard error threshold to use in determining the simplest tree whose accuracy is
comparable to the minimum cost-complexity tree 0.5
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Table B1. Cont.

CART
The quantization resolution for numerical features 100

The margin reserved by quantizer to avoid overload, as a fraction of the range observed in
the training data 0.1

The randomization seed 0

SVM

The decision procedure to use Voting

The SVM type C_SVC

The kernel type Linear

Whether to use shrinking heuristics True

The cost (C) parameter 1

Random Forest

The number of Rifle decision trees to create per class 1,3,5,10,50,100

The number of variables per split. If set to 0 (default), defaults to the square root of the
number of variables 0

The minimum size of a terminal node 1

The fraction of input to bag per tree 0.5

Whether the classifier should run in out-of-bag mode false
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Abstract
There is a growing movement to encourage reproducibility and transparency practices in

the scientific community, including public access to raw data and protocols, the conduct of

replication studies, systematic integration of evidence in systematic reviews, and the docu-

mentation of funding and potential conflicts of interest. In this survey, we assessed the cur-

rent status of reproducibility and transparency addressing these indicators in a random

sample of 441 biomedical journal articles published in 2000–2014. Only one study provided

a full protocol and none made all raw data directly available. Replication studies were rare

(n = 4), and only 16 studies had their data included in a subsequent systematic review or

meta-analysis. The majority of studies did not mention anything about funding or conflicts of

interest. The percentage of articles with no statement of conflict decreased substantially

between 2000 and 2014 (94.4% in 2000 to 34.6% in 2014); the percentage of articles report-

ing statements of conflicts (0% in 2000, 15.4% in 2014) or no conflicts (5.6% in 2000, 50.0%

in 2014) increased. Articles published in journals in the clinical medicine category versus

other fields were almost twice as likely to not include any information on funding and to have

private funding. This study provides baseline data to compare future progress in improving

these indicators in the scientific literature.

Author Summary

There is increasing interest in the scientific community about whether published research
is transparent and reproducible. Lack of replication and non-transparency decreases the
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value of research. Several biomedical journals have started to encourage or require authors
to submit detailed protocols, full datasets, and disclose information on funding and poten-
tial conflicts of interest. In this study, we investigate the reproducibility and transparency
practices across the full spectrum of published biomedical literature from 2000–2014. We
identify an ongoing lack of access to full datasets and detailed protocols for both clinical
and non-clinical biomedical investigation. We also map the availability of information on
funding and conflicts of interest in this literature. The results from this study provide base-
line data to compare future progress in improving these indicators in the scientific litera-
ture. We believe that this information may be essential to sensitize stakeholders in science
about the need for improving reproducibility and transparency practices.

Introduction
The inability to replicate published research has been an ongoing concern in the scientific com-
munity [1]. There is clear evidence from basic molecular and animal modeling research that a
large portion of published articles lack reproducibility [2], which could potentially be related to
the increase in lack of efficacy in clinical trials [3,4]. It has been suggested that the inability to
replicate findings is due to a lack of research transparency [5]. Recently, there has been a growing
movement to encourage making protocols, analytical codes, and data openly available [6–8]. In
this study, we aimed to assess the current status of reproducibility and transparency in a random
sample of published biomedical journal articles and to derive empirical data on indicators that
have been proposed as being important to monitor in this regard [9], i.e., the proportion of stud-
ies sharing protocols and raw data, undergoing rigorous independent replication and reproduc-
ibility checks, and reporting conflicts of interest and sources of public and/or private funding.

Results

Description of Assessed Sample of Articles
A total of 441 (88.2%), from the original randomly selected 500 articles were publications in eli-
gible research fields directly related to biomedicine. Of these, two-thirds had some form of
empirical data (n = 304 (68.9%)—n = 268 excluding case studies and case series, in which
protocols and raw data sharing may not be pertinent, and n = 259 excluding also systematic
reviews, meta-analyses and cost-effectiveness analyses where replication in studies with differ-
ent data would not be pertinent). Among the 441 eligible studies, four (0.9%) were cost
effectiveness or decision analyses, 36 (8.2%) were case studies or case series, 15 (3.4%) were
randomized clinical trials, five (1.1%) were systematic reviews or meta-analyses, and 244
(55.3%) were other articles with empirical data (including cross-sectional, case-control, cohort,
and various other uncontrolled human or animal studies). Just over 30% of the articles were
classified as research without empirical data or models/modeling studies. Less than one in five
articles (19.2%) had open full-text access from PubMed Central and about half (47.8%) of the
papers belonged to the journal category of clinical medicine (Table 1).

Protocol Availability
Excluding case studies or case series (in which a protocol would not be relevant) 267 (99.6%) of
the 268 papers with empirical data did not include a link to a full study protocol. Only one arti-
cle had a protocol; in fact, the article was itself the protocol of a trial, and it was published in
the open-access journal Trials (A221). Another five studies either referenced their clinical trials
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identifier and included a link to ClinicalTrials.gov (A281, A434), provided only Clinical Trials
identifiers (A407, A477), or stated that a Clinical Trials repository link was available on the
journal website (A261), but none of these articles or their links contained information about a
full protocol.

There were seven other articles that had additional methods sections, figures, brief analytical
plans and/or considerations, or supplementary materials either as a detailed appendix at the
end of the paper (A434) or online (A25, A35, A174, A376, A290, A361 [contained an error
message for page not found]). However, none of these supplementary materials fit our pre-
specified definition of publicly available full or partial protocols.

Raw Data Availability
Of the 268 articles with empirical data (excluding case studies and case series) none provided
access to all the raw data involved in the study. One article contained information on how
to request a complete dataset (A287), two papers listed a non-functioning online link for
supplementary data, data elements, or findings (A330, A361), and another four articles had

Table 1. Characteristics of assessed articles.

All Studies: Research Articles with
Empirical Data Only:

n = 441 n = 304

Characteristics Median (IQR) Median (IQR)

n (%) n (%)

Impact Factor (2013)

Impact Factor—Median

3.2 (1.9, 5.1) 3.2 (1.9, 4.7)

Impact Factor—Categorized

0–2 107 (24.3) 77 (25.3)

>2–4 141 (32.0) 107 (35.2)

>4–6 73 (16.6) 59 (19.4)

>6 77 (17.5) 42 (13.8)

No 2013 JCR Impact Factor Listed 43 (9.8) 19 (6.3)

Articles with PCMIDs

85 (19.2) 67 (22.0)

Article Study Field by Journal Category

Agricultural Sciences 9 (2.0) 5 (1.6)

Biology and Biochemistry 52 (11.8) 41 (13.5)

Clinical Medicine 211 (47.8) 144 (47.4)

Environment/Ecology 14 (3.2) 12 (4.0)

Immunology 10 (2.3) 7 (2.3)

Microbiology 9 (2.0) 8 (2.6)

Molecular Biology and Genetics 21 (4.8) 17 (5.6)

Neuroscience and Behavior 36 (8.2) 25 (8.2)

Pharmacology and Toxicology 21 (4.8) 14 (4.6)

Plant and Animal Science 16 (3.6) 10 (3.3)

Psychiatry/Psychology 16 (3.6) 9 (3.0)

Social Sciences, General 26 (5.9) 12 (4.0)

doi:10.1371/journal.pbio.1002333.t001
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supplementary files or links to some absorption spectra figures and/or data (A35, A117, A130,
A305), but not to the entire raw data used in the paper.

Funding
About half (51.7%) of the 441 biomedical articles did not include any information on funding
and about a third (34.7%) were publically funded either alone or in combination with other
funding sources. Of the 153 publically funded articles, 62 had National Institutes of Health
(NIH) funding and four received National Science Foundation (NSF) support, alone or in com-
bination with other sources of funding (Fig 1). There was no major change in the pattern of
sources of funding over the 15-y period (S5 Fig).

Articles Claiming to Contain Novel Findings Versus Replication Efforts
Of the 259 biomedical articles with empirical data, excluding case studies and case series, sys-
tematic reviews/meta-analyses, and cost effectiveness/decision analysis studies, only four
(1.5%) clearly claimed or were inferred to be replication efforts trying to validate previous
knowledge. Over half (51.7%) of the studies claimed to present some novel findings and four
(1.5%) had clear statements of both study novelty and some form of replication. There were
117 (45.2%) articles that either had no statement or an unclear statement in the abstract and
introduction about whether there were any novel findings or replication efforts.

Subsequent Citing by Replication Studies
For the 259 biomedical articles with empirical data, excluding case studies and case series, sys-
tematic reviews/meta-analyses, and cost effectiveness/decision analysis studies, we also assessed
whether any subsequently published papers had cited the article, mentioning that the authors
were attempting to replicate part or all of their findings. Eight articles (3.1%) in the final dataset
had at least some portion of their findings replicated (A11, A59, A129, A222, A278, A285,
A407, A441), while the remaining 251 articles had no citing article that claimed to be a replica-
tion. Five of these eight articles were from the clinical medicine journal category. Of the repli-
cating articles, one was unable to reproduce the results from the original article (A59), but
mentioned that different definitions were used [10]. Three articles had their results replicated
through different methodology [11] (A222), [12] (A278), [13] (A407). One article (A11) had
several subsequent studies that either confirmed portions of the original study [14] or failed to
validate certain previous findings [15]. Two studies developed new methodology that the repli-
cating studies confirmed (A285), either by comparing to available methods [16] or a newly
developed method [17] (A441). One article (A129) was cited by a subsequent study by the
same first author [18] that stated that one of their aims was to test a hypothesis from earlier
observations with longer observation and modeling techniques.

Citation and Inclusion of Data in Systematic Reviews and/or Meta-
analyses
In order to measure whether empirical studies are eventually integrated in systematic reviews,
the 259 articles with empirical data (again excluding case studies and case series, systematic
reviews/meta-analyses, and cost effectiveness/decision analysis studies) were assessed on
whether they had been cited at least once in subsequent systematic reviews and/or meta-analy-
ses. Empirical data from 16 articles (6.2%) were utilized in a systematic review/meta-analysis
(A89, A93, A105, A157, A190, A222, A261, A268, A270, A278, A338, A340, A374, A407,
A421, A477). At least one systematic review/meta-analysis cited another three articles but

Reproducibility and Transparency Practices

PLOS Biology | DOI:10.1371/journal.pbio.1002333 January 4, 2016 4 / 13



provided reasons for not including any of their data in a quantitative synthesis for any outcome
(A83, A129, A221). Yet another 19 articles were cited incidentally by systematic reviews/meta-
analyses (e.g., in introduction or discussion, but without having data considered in quantitative
syntheses for any outcome) (A5, A28, A31, A112, A203, A207, A224, A256, A274, A319, A322,
A327, A377, A400, A413, A433, A435, A453, A463). Lastly, there were 221 articles (85.3%) that
were not cited in any systematic reviews/meta-analyses.

Reporting of Conflicts of Interest
The large majority of the 441 articles had no conflict of interest statement (305 [69.2%]). Of
the remaining, 110 (24.9%) did not report any conflicts of interest and 26 (5.9%) reported con-
flicts of interest. For the 15 randomized controlled trials, eight articles (53.3%) reported no
conflicts of interest, four (26.7%) articles had no statement of conflict, and three (20.0%) arti-
cles had a clear statement of conflict.

Between 2000 and 2014, the percentage of articles with no statement of conflict decreased
substantially (94.4% in 2000 to 34.6% in 2014), whereas the number of articles reporting state-
ments of conflicts (0% in 2000, 15.4% in 2014) or no conflicts (5.6% in 2000, 50.0% in 2014)
increased (Fig 2).

Comparison of Clinical Medicine Versus Other Biomedical Fields
A comparison of articles published in journals in the clinical medicine category versus other
fields showed some distinctive patterns (Table 2). Articles in the clinical medicine journal cate-
gory were almost twice as likely to not include any information on funding and to have private
funding, while they were far less likely to have public funding or funding from different types
of sources (public and/or private and/or other). Articles in the clinical medicine journal cate-
gory were also more likely to contain no statement on novelty or replication and less likely to
claim novel study findings than articles in the “other” journal category. Furthermore, articles
in the clinical medicine journal category were less likely to have full open access compared to
other fields of study. There were no significant differences between replication, article citation
for systematic review and/or meta-analysis, and statements of conflict (Table 2).

Fig 1. Distribution of funding overall (A) or among publically funded articles (B).

doi:10.1371/journal.pbio.1002333.g001
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When further limited to the 304 articles with empirical data, articles in the clinical medicine
category journals were more likely to not mention funding (59.0% versus 26.3%) and less likely
to have a PubMed Central reference number (PMCID) (16.0% versus 27.5%). There was no sig-
nificant difference in the proportion of articles not including statements of conflicts of interest
(65.3% [clinical medicine] versus 71.3% [other]).

Discussion
Our empirical evaluation shows that the published biomedical literature lacks transparency in
important dimensions. We found a full protocol only for one study in our sample. In basic sci-
ence exploratory research, formal protocols may not be available ahead of time. However, a
post-research detailed protocol should be provided. It is unclear how many biomedical papers
have no protocols versus do have protocols but do not make them publicly available. During
the earlier years of the sampling time frame, there may not have been many online protocol-
sharing repositories, such as OpenWetWare [19], which was created in 2005. However, authors
could have included a statement about the availability of their protocol either upon request or
on a personal or laboratory website.

Previous evaluations have identified common inconsistencies between available protocols
and final publications of randomized trials [20,21]. For other types of study designs, such com-
parisons are hampered by the rare availability of protocols. Public protocol sharing not only
provides external researchers ways to find possible discrepancies between final publications
and research plans [9], more importantly, it allows study designs and experiments to be repro-
duced by interested scientists.

Of the 268 biomedical articles with empirical data assessed (excluding case studies and case
series), none had open access to all the raw data. A previous evaluation found 9% of articles

Fig 2. Trends in presence of statements of conflicts of interest.

doi:10.1371/journal.pbio.1002333.g002
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published in the 50 journals with the highest impact factor in 2009 had deposited full primary
data online [21]. Our results may differ due to the fact that we focused on the full spectrum of
biomedical journals in PubMed (median impact factor 3.2). Data sharing requirements have
changed over the last few years, especially in high-impact journals [21,22], but these represent
only a small fraction of the journals studied here. Although one article in our study claimed
that the complete dataset was available upon request (A287), a statement of willingness to
share may not guarantee that the data will be available to independently requesting scientists
[23]. Sponsor priorities, lack of resources, personal investigator opinions, and proprietary per-
ceptions may influence data withholding [24,25]. Six other articles included supplementary
files or links with some additional data, but for two of them, the links were nonfunctioning
(A330, A361). Evidence exists that even the most prestigious journals have supplementary
information that eventually became unavailable [26].

Although the NIH reaffirmed their support for the concept of data sharing in 2003 by stat-
ing that applications seeking $500,000 or more in direct costs for a single year are expected to
include plans for sharing data or statements why data sharing would not be possible [27], there

Table 2. Articles in the clinical medicine journal category versus other journal categories.

Variables Clinical
Medicine

Other p-value*

n (%) n (%)

Funding n = 211 n = 230 <0.0001

No Mention 142 (67.3) 86 (37.4)

No Funding 9 (4.3) 3 (1.3)

Public 17 (8.1) 69 (30.0)

Private 13 (6.2) 6 (2.6)

Other 12 (5.7) 16 (7.0)

Some combination of Public, Private, or Other 18 (8.5) 50 (21.7)

Replication n = 110 n = 149 0.0116

Novel Findings 46 (41.8) 88 (59.1)

Replication 3 (2.7) 1 (0.7)

Novel Findings and Replication 1 (0.9) 3 (2.0)

No Statement on Novelty or Replication 60 (54.6) 57 (38.3)

Article Citation n = 110 n = 149

Replication of Index Study 0.2903

No Citing Article 105 (95.4) 146 (98.0)

At Least One Citing Article 5 (4.6) 3 (2.0)

Systematic Review/Meta-Analysis 0.4431

No Citing Article 90 (81.8) 131 (87.9)

At Least One Citing Article, No Data Included 11 (10.0) 8 (5.4)

At Least One Citing Article, Data Excluded 1 (0.9) 2 (1.3)

At Least One Citing Article, Data Included 8 (7.3) 8 (5.4)

Statement of Conflict n = 211 n = 230 0.2397

No Statement 138 (65.4) 167 (72.6)

Statement, No Conflict Exists 15 (7.1) 11 (4.8)

Statement, Conflict Exists 58 (27.5) 52 (22.6)

PMCID n = 211 n = 230 0.0025

Articles with PMCID 28 (13.3) 57 (24.8)

*Based on Fisher-Freeman-Halton exact test with Monte Carlo approximation.

doi:10.1371/journal.pbio.1002333.t002
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is no evidence of a major change in data sharing practices between 2003 and 2014 when the
entire PubMed-indexed literature is considered. According to the NSF Data Sharing Policy in
2011, investigators have been expected to share the primary data and other supplementary
materials created or gathered under NSF grants with other researchers within a reasonable
time frame [28]. With only a few studies funded by NSF in this sample of biomedical articles, it
is not possible to determine whether this policy has had any impact over time. The sharing of
raw data and protocols will be facilitated by the emergence of more available options and
repositories, but this plethora of choices may need to be streamlined at some point. Investiga-
tors may also continue to use their preferred method of sharing.

The majority of papers claimed to present some novel discoveries. However, we suspect that
very few papers truly have totally, disruptively innovative findings. Instead they may be operat-
ing in knowledge space where other past studies may also have operated, but they still claim
novelty. It is difficult to probe objectively how much innovation is needed to be able to claim
novelty. Moreover, none of the subsequently published papers that cited the original articles
and mentioned that the authors were attempting to replicate part or all of their findings were
full study replication attempts. Replication has been accepted as a sine qua non in a few disci-
plines, such as human genome epidemiology, but those disciplines are the exception. When
some effort at replication is done, investigators may still try to differentiate their replication
study as being different from the original and, thus, also make a case for novelty. There are
many different proposals on how reproducible research can be guaranteed. These include
approaches at reproducible practices, i.e., making other investigators able to repeat the process
and calculations [29]; re-analysis (as in the case of randomized trials [30]); and replication by
independent investigators, as in genetics, psychology, and cancer biology [31–33]. We also
demonstrated that very few primary data are currently included in systematic reviews and
meta-analyses. Despite the advent of evidence-based medicine, these data syntheses still cover
only small fractions of the available evidence.

Previous studies have found that between 29% and 69% of published clinical research arti-
cles had some type of financial conflict [34,35], and a survey of NIH-funded life science
researchers found that 43% of 2,167 respondents reported receiving some research-related con-
tribution, such as reagents, equipment, travel funds, etc. [36]. In our study, which covers a very
wide range of research designs and types, only 5.9% of the articles had conflict of interest state-
ments. This is likely an underestimate of the prevalence of conflicts in biomedical research and
could be a result of the lack of conflict of interest disclosure policies among many journals [37].
However, we also found that the number of statements reporting no conflicts of interest
increased and, conversely, the number of articles without any statements decreased over time,
perhaps due to strengthening of certain journal disclosure policies [37]. The persisting high
prevalence of no statement of conflict is, nevertheless, worrisome. Conflicted stakeholders can
operate in a stealth mode and have a significant impact on the design, conduct, and analysis of
biomedical studies [1,38,39].

Slightly over half of the analyzed papers reported no funding. It is possible that some of
them simply did not mention existing sponsors. Still, a large share of the published literature
occurs without any support, and this should cause some concern. Public funding is listed for
about a third of the 441 biomedical papers and NIH accounts for a mere 14% of the total bio-
medical literature. The challenge is even greater for clinical research in particular: only 9.0% of
published papers in journals in the clinical medicine category mentioned NIH funding, and
more than 70% of papers in this category mentioned no funding or clearly state that they had
no funding at all. Underfunding in combination with conflicted sponsored funding creates a
difficult situation for clinical research.
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Limitations
Our evaluation is limited to published biomedical research information. In theory, sometimes
one may be able to obtain additional raw data and protocols, and clarifications on conflicts or
funding by communicating with the authors or sponsors. However, the yield would be uncer-
tain, and personal communications should not replace the lack of transparency in the pub-
lished scientific record. Furthermore, the fact that we only used the published records means
that we could not correct any inaccuracies in the claims of the original authors. This may be
particularly prominent in the case of claims for novelty, in which some authors may have tried
to sell their paper as being more novel than it really is, so as to make it more attractive for pub-
lication. Although the two investigators (SAI and JDW) used their best judgment and discussed
all eligible papers before agreeing upon a final classification, certain decisions may have been
subjective. In particular, when determining study novelty and replication for articles from
diverse biomedical fields, difficulty arose assessing whether study results were truly ground-
breaking or being fully replicated. In order to account for these limitations, all ambiguous arti-
cles were discussed with a third reviewer (JPAI).

Conclusions
We hope that our survey will further sensitize scientists, funders, journals, and other stakehold-
ers in science to the need to improve these indicators. There are several efforts to improve
reproducibility [40–42]. By continuing to monitor these indicators in the future, it is possible
to track any evidence of improvement in the design, conduct, analysis, funding, and indepen-
dence of biomedical research over time.

Materials and Methods

Sample of Assessed Papers
A sample of 500 English-language journal articles published between 2000 and 2014 was cho-
sen randomly based on PubMed identification (PMID) numbers. PMID numbers ranging
from 10,000,000 to 25,000,000 were inputted into OpenEpi (version 3.02) random number
generator to select a random sample of 750 PMID numbers. Beginning from the first number
generated, each number was verified for eligibility in sequence until 500 eligible PMID num-
bers were chosen. Of the original 750 numbers, 742 were checked, with 242 being ineligible (54
did not have an article assigned, 100 were from before the year 2000, 35 were not in English,
and 53 were not in English and before the year 2000). The selected article distribution of PMID
numbers (by year) was compared to the overall distribution of PMID numbers by year for
English articles. The sample was found to be representative of the overall distribution (χ2
(df = 14), p> 0.05). This sample size was chosen because given 500 articles and assuming that
about half of them might have empirical data, if no article is found to fulfill the criterion for a
transparency indicator, then the 95% confidence interval around that 0% estimate does not
exceed 1%.

Two investigators independently characterized and then cross-compared all extractions in
groups of 50 articles at a time. Any uncertainties were first discussed in detail, and a third
reviewer (JPAI) reassessed articles with arbitration discrepancies.

The sample was characterized into seven study categories: (1) no research (items with no data
such as editorials, commentaries, news, comments and non-systematic expert reviews), (2) mod-
els/modeling or software or script or methods without empirical data (other than simulations),
(3) case report or series (humans only, with or without review of the literature), (4) randomized
clinical trials (humans only), (5) systematic reviews and/or meta-analyses (humans only),
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(6) cost effectiveness or decision analysis (humans only), and (7) other (empirical data that
includes uncontrolled study [human], controlled non-randomized study [human], or basic sci-
ence studies).

InCites Essential Science Indicators (ESI) was used to determine the main scientific field of
each article. The journal for each index paper was searched in ESI in order to find the scientific
field to which its Highly Cited Papers are ascribed. If a journal had articles ascribed to more
than one scientific field, we examined the first five cited journals referenced by the index article.
The journal names for these articles were then searched in ESI. If the majority belonged to the
same field, this field was used for the index paper. If there was no majority, a field was selected
based on the best judgment of the reviewers (JPAI, SAI, and JDW). If a specific journal was not
found on ESI, we searched Journal Citation Reports (JCR) and identified the scientific field to
which the highest-cited journal in the same JCR category had been ascribed to in ESI.

Publications in scientific fields not directly related to biomedical research (chemistry, phys-
ics, computer science, economics and business, engineering, geosciences, material science,
mathematics, physics, and space science) were further excluded from analysis. Even though
these fields may sometimes have repercussions for biomedicine, their transparency practices
may differ systematically, and their evaluation would require a separate, focused effort. Thus,
59/500 articles were excluded.

JCR was used to determine 2013 journal impact factor. No information was recorded for
journals without an impact factor for 2013. Availability of free access in PubMed Central was
based on assignment of a PCMID (yes/no).

Assessment of Indicators of Reproducibility and Transparency
Indicators. Publications with data and analyses were assessed for publically available full

protocols and datasets, patterns of reproducibility (whether the study claimed to be a replica-
tion effort, whether subsequent citing papers had tried to replicate the analyses, and whether
data were included in systematic reviews and/or meta-analyses), conflicts of interest, and fund-
ing. For published items without data and analyses, only statements of conflict and funding
were investigated, since protocols, datasets, and reproducibility were not relevant.

Protocol availability. We reviewed the eligible papers for any mention of the protocol,
possible hyperlink, or reference to the source for available protocol. We did not investigate ref-
erences made in the text such as “details have been previously published,” since we believe that
these published details would not meet our definition of a full protocol. Furthermore, these
would invariably be the methods sections of previous papers and not separate protocols. For
the studies that have publically available protocols, we reported whether or not the available
protocols cover all or part of the presented analyses.

Dataset availability. Articles were scrutinized for any mention of access to the datasets
that stand behind the analyses presented in the paper. If studies had datasets, we recorded
whether the available datasets cover all or part of the presented analyses.

Funding. For each eligible paper, we assessed whether any mention of funding was made,
and if so, whether funding had been received and whether this was from public and/or private
sources.

Replication. Abstracts from papers that included data and analyses were examined for
statements regarding study novelty or replication. We used the following categories: based on
the abstract and/or introduction, the index paper claims that it presents some novel findings;
based on its abstract and introduction, the index paper clearly claims that it is a replication
effort trying to validate previous knowledge or it is inferred that the index paper is a replication
trying to validate previous knowledge; based on the abstract and/or introduction, it claims to
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be both novel and replicate previous findings; no statement or unclear statement in the abstract
and/or introduction about whether the index paper presents a novel finding or replication (or
no distinct abstract and introduction exists).

Furthermore, Web of Knowledge (version 5.14) was utilized to identify the number of cita-
tions to each of the index papers with data and analyses as of mid-2014. The citing papers of
each index paper were examined to identify whether any of them are systematic reviews and/or
meta-analyses and/or studies that claim to try to replicate findings from the index paper. The
citing papers were screened at the title level, and those that seem potentially relevant were also
screened at the abstract, introduction, and full-text level.
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Abstract

From new types of data to new computational methodologies, computation is en-
gendering a revolution in social science research and with this comes the issue of
facilitating data and code sharing to encourage collaboration and reproducibility
in scientific publishing. A repository designed for this purpose at Harvard Univer-
sity, The Dataverse Network, permits authors to upload data and code with their
own terms of use. This paper examines these terms of use for 30, 090 uploads
to discover barrier issues to sharing in the social sciences and compares them to
those found in a survey of NIPS registrants. We find that the additionally specified
terms of use in The Dataverse Network primarily address issues of maintaining
subject confidentiality, preventing further sharing, making specific citation a con-
dition of use, restricting access by commercial or profit-making entities, and time
embargoes, which differs to those elucidated among NIPS participants. Using
these findings we suggest a sharing framework for social science data to expand
engagement of the larger social science community and encourage verification of
research findings.

1 Introduction

Computation is emerging as central to the scientific enterprise (see e.g. [1], [2], [3]), and issues
of code and data sharing in scientific publication have consequently become of deep importance to
scientific integrity [4], [5], [6]. This phenomena of sharing is now engendering new and important
questions regarding collaboration and social computing in research settings. The accommodation of
a centuries old aspect of the scientific method – independent reproducibility of published results –
in the age of digital science poses new challenges regarding understanding the conditions that best
facilitate code and data sharing. Producing reproducible research in the new deeply computational
context often requires the additional step of sharing the underlying data and code [7]. A movement is
underway to increase transparency in computational science and ensure the replicability of findings
[8], [9].

In 1995 Gary King defined the Replication Standard, advocating the sharing of research information
beyond that included in the traditional publication: “The replication standard holds that sufficient
information exists with which to understand, evaluate, and build upon a prior work if a third party
can replicate the results without any additional information from the author.” [10]

As repositories are created to house scientific code and data and increase replicability (see http:
//mloss.org for an example in the Machine Learning community, or http://thedata.org
for a social science example), a natural experiment can emerge regarding author-imposed sharing
and re-use conditions for uploaded code and data. These datasets may provide a natural setting for
the application of natural language processing techniques for identifying the author concerns, and
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allow us to understand barriers to data and code sharing in the computational science community. At
the heart of this paper are questions of facilitating data and code sharing by examining the conditions
placed on shared data and code. To answer this inquiry we undertake an examination of the 30, 090
uploads to Harvard’s Dataverse Network, each with potential terms of use and user-contributed
restrictions and conditions.

2 Rationale, Data, and Analysis

Our approach builds on recent survey work of the NIPS community that sought to understand fac-
tors that facilitate and inhibit release of research data and code on the web [11]. We extend that
effort to the setting of a collaboratively-built repository, analyzing responses of researchers who de-
posit code or data and seek to validate results from the NIPS survey. The NIPS survey work found
the top four reasons not to share data to be (in order), 1) the time it takes to clean up and docu-
ment, 2) fear of omitted citation in data re-use, 3) legal barriers, 4) the verification of privacy or
administrative concerns. The issue of reproducibility in computational science has garnered wide
attention recently, with efforts to create repositories that facilitate deposit and replicable science [5].
At Harvard University, the Institute for Quantitative Social Science (IQSS), a repository called The
Dataverse Network project (http://thedata.org) is maintained with the stated purpose [12]:

To enable data archiving and preservation through re-formatting, standards and
exchange protocols.
To provide control and recognition for data owners through data management and
persistent citations.

A researcher is free to upload papers, data, and/or code, and a web interface is provided to share
research data and increase scholarly recognition. From its webpage, “The Dataverse Network is an
application to publish, share, reference, extract and analyze research data. It facilitates making data
available to others, and allows others to replicate work. Researchers and data authors get credit,
publishers and distributors get credit, affiliated institutions get credit. ... A Dataverse Network
hosts multiple dataverses. Each dataverse contains studies or collections of studies, and each study
contains cataloging information that describes the data plus the actual data and complementary files.”
[13]

When uploading to the repository, authors are able to list additional terms of use through an html
text box, creating a dataset of authors’ concerns regarding the sharing of their data and code. As of
May 2010, there were 30, 090 Dataverses in the network, each with its own terms of use captured
in four author entered fields: “special permissions,” “citation requirements,” “conditions of use,”
“restrictions on use.” We hypothesize that the same concerns regarding data sharing as expressed
in the NIPS survey will be at the forefront of those expressed by the depositors in The Dataverse
Network.

The R software package was used to extract the unique entries in all four fields. The majority of en-
tries in The Dataverse originate with a small group of uploaders, for example the National Archives
and Records Administration, Harvard’s Inter-University Consortium for Political and Social Re-
search (ICPSR), the Roper Center for Public Opinion, the Henry A. Murray Research Archive, the
Harvard Geospatial Library, or The University of North Carolina at Chapel Hill’s Odum Institute for
Research in Social Science, and many conditions of use were repeated within these groups. To show
the reduction in analyzable observations, Table 1 gives the number of unique entries by field.

Table 1: Unique entries by Dataverse field

FIELD LABEL COUNT

special permissions 15
citation requirements 33
conditions of use 36
restrictions on use 63
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Table 1 indicates an enormous amount of data reduction due to duplicate records. Table 2 lists
researcher concerns that emerged in the remaining unique entries.

Table 2: Data sharing concerns added by researcher

No further sharing; no reselling
Request form submission and approval required
No identification of individuals in dataset; report if this happens
When sharing in collaboration all files must be shared together
All resulting papers must be remitted to original researchers
No follow-up on dataset permitted; or follow-up permitted only through the original researcher
On-site use only
Home institute use only
Non-commercial use only
Not to be use for any profit-making purpose
Time embargo on data
Use by scholars only
Social science and behavioral research only
Original researcher must be informed about mistakes in the data
No linking the data to GPS data; or any datasets that would permit individuals to be identified
Derived works that include the original data must ensure the data are unrecoverable to a third party
College affiliated use only
Data are to be used only for health statistics reporting and analysis
The metadata file must accompany all dataset transfers
Educational non-commercial use only

These concerns fall into several broad categories: maintaining subject confidentiality, preventing
further sharing, making a specific citation form a condition of use, restricting access by commercial
or profit-making entities, and restricting use to a specific community, such as that of the researcher’s
home institution. The most frequently cited concern was that reuse of the data was to be limited
to the academic sphere: for example scholarly use, college use, educational use, home institute use
only. The main concerns of the NIPS survey respondents are quite different and reflect mainly the
work involved in readying data for release and garnering appropriate citation. These differences may
be due to the largely institutional nature of the datasets sharing through The Dataverse Network. The
majority of the data are from a small number of institutional repositories such as Harvards Murray
Research Archive and the University of Michigans Inter-University Consortium for Political and
Social Research (ICPSR). Further, this analysis does not include barriers to sharing for unshared
data, as the NIPS research does.

3 Conclusions and future work

In repository design, the concerns of the researcher must be balanced against the concern for
progress of science in general. In the social sciences setting, these data give a clear indication of con-
cern for individual identification, along with citation, and control over re-use. Perhaps surprisingly
many researchers sought to prevent the deposited data from being used in a money making endeavor.
Embedding these controls at the repository level could encourage deposit, and reproducibility and
collaboration, by assuaging concerns of the researcher.

The dimensionality of this dataset would benefit from being increased through linking with metadata
from other repositories. A larger dataset would provide a setting for the application of machine
learning techniques to identify and assess researcher concerns, especially in this case where there
are a fairly small number of underlying factors. The Dataverse dataset could provide a test case
for machine learning methodologies, to see whether the underlying factors chosen by the algorithm
match those emerging from the plain text evaluation.
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Research on factors that underly data and code sharing concerns serves to permit the design of
sharing frameworks compatible with researcher interests and incentives, as well as the scientific
method. Focusing on the datasets emerging from repositories permits the greater understanding of
sharing behavior among scientists. Identifying these underlying factors better permits for greater
data generation, more widely usable data, and published findings that can be verified by others.
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Appendix: Overview of Legal Barriers to Reproducible Computational Science

A motivating factor behind the examination of research sharing barriers is the hope that concern
could be mitigated through the careful design of research sharing modalities. One pervasive bar to
reproducible research is Intellectual Property law, particularly through copyright and patents.

Copyright and the Scientist: Copyright adheres by default to original expressions of ideas, with some
exceptions and limitations. In the context of scientific research this means that code and articles are
copyright to their authors, and any original selection and arrangement of data may be. Copyright
acts counter to longstanding scientific norms by creating a barrier to the copying of, say, code and to
its modification and re-use unless permission is granted by the copyright holder. Open licensing for
science, such as that recommended by the Reproducible Research Standard [14] provides a means
to realign the legal environment for scientific works with scientific norms.

Patents and Science: Since the passage of the Bayh-Dole Act in 1980, universities have encouraged
the patenting of subject inventions developed in the academic setting, such as certain computer
codes. This creates a licensing barrier to reproducible research, as well as encouraging deliberate
opacity of the research while the patent is pending.
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Huntington’s Thesis
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Samuel Huntington’s ‘clash of civilizations’ thesis has sparked considerable debate. Huntington
argues that post-Cold War conflicts will revolve primarily around civilizations. This article uses
the Minorities at Risk dataset to provide a quantitative element to the civilizations debate, which,
thus far, has been based mostly on anecdotal arguments. The article focuses on whether there has
been a rise in both the quantity and intensity of ethnic conflicts between groups belonging to
different civilizations since the end of the Cold War. Overall, the analysis reveals several
problems with Huntington’s argument. First, Huntington’s classification of civilizations is
difficult to operationalize. Secondly, civilizational conflicts constitute a minority of ethnic
conflicts. Thirdly, conflicts between the West and both the Sinic/Confucian and Islamic
civilizations, which Huntington predicts will be the major conflicts in the post-Cold War era,
constitute a small minority of civilizational conflicts. Finally, there is no statistically significant
evidence that the intensity of civilizational ethnic conflicts have risen relative to other types of
ethnic conflicts since the end of the Cold War.

Ever since Huntington proposed his ‘clash of civilizations’ thesis there has been
a vigorous debate over its validity.1 This debate has only intensified since
Huntington elaborated on this thesis in his book The Clash of Civilizations and
the Remaking of the World Order.2 While Huntington’s thesis contains several
arguments, perhaps the most well known and controversial is the argument that
the end of the Cold War resulted in a change in the nature of world conflict, with
post-Cold War conflicts being based more on culture, mostly defined by
religion, than those that occurred during the Cold War.3 He argues that during
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Minorities at Risk Phase 3 dataset, the Minorities at Risk Phase 1 dataset and additional data collected
by the author. The full Minorities at Risk dataset is available at the Minorities at Risk website at
www.bsos.umd.edu/cidcm/mar. The additional data used in this article is also available separately at
the Minorities at Risk website. The author can be contacted by e-mail at foxjon@mail.biu.ac.il. The
author wishes to point out that this article was completed before 11 September 2001.

1 Samuel P. Huntington, ‘The Clash of Civilizations?’ Foreign Affairs, 72 (1993), 22–49.
2 Samuel P. Huntington, The Clash of Civilizations and the Remaking of the World Order (New

York: Simon and Schuster, 1996).
3 The concept of dividing the world according to culture is not a new one. See, for example, Karl
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the Cold War, most of the world’s conflicts were between Western ideologies
(the conflict between democracy and communism), but now that the Cold
War is over, most of the world’s conflicts will be between civilizations,
specifically between the West and the non-West. Modernization, rather than
inhibiting religion, as many argued it would, tends to produce renewed
commitment to indigenous cultures.4 Without the Cold War to inhibit them,
these civilizations will assert themselves on the world stage, resulting in clashes
between them. Huntington also predicts that, in particular, there will be
increasing clashes between the West and both the Islamic and Sinic/Confucian
civilizations.5

These civilizational conflicts are divided by Huntington into three categories:
core state conflicts, which are between the dominant states of different
civilizations; fault-line conflicts between states of different civilizations that
border each other; and fault-line conflicts within states that contain groups of
different civilizations. This work focuses on the latter of these types of conflicts
and attempts to use quantitative methods to assess whether Huntington’s
arguments regarding an increase in civilizational conflicts is born out.
Specifically, this work uses data from the Minorities at Risk dataset to assess
whether the quantity and intensity of ethnic conflicts that can be defined as
civilizational have risen since the end of the Cold War in comparison to other
ethnic conflicts.

(F’note continued)

Mobilization, Center–Periphery Structures, and Nation Building (Oslo: Universitesforlaget, 1981),
pp. 51–93; and Bruce Russet, ‘Delineating International Regions’, in J. D. Singer, ed., Quantitative
International Politics (New York: Free Press, 1968), pp. 311–52.

4 The modernization school of thought predicted that, for various reasons, modernization would
cause the decline in ethnicity and religion as important factors in politics. For a survey of the literature
on modernization, see, among others, Gabriel Almond, ‘Introduction: A Functional Approach to
Comparative Politics’, in Gabriel Almond and James C. Coleman, eds, The Politics of the Developing
Areas (Princeton, NJ: Princeton University Press, 1960); David Apter, The Politics of Modernization;
(Chicago: University of Chicago Press, 1965); Walker Connor, Ethnonationalism: The Quest for
Understanding (Princeton, NJ: Princeton University Press, 1994); Karl W. Deutsch, Nationalism and
Social Communication (Cambridge, Mass.: MIT Press, 1953); J. Kautsky, The Political
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Growth: A Non-Communist Manifesto (Cambridge: Cambridge University Press, 1959); Donald E.
Smith, Religion and Political Development (Boston, Mass.: Little, Brown, 1970); Donald E. Smith,
ed., Religion, Politics and Social Change in the Third World (New York: Free Press, 1971); Donald
E. Smith, ed., Religion and Political Modernization (New Haven, Conn.: Yale University Press,
1974); and Frank Sutton, ‘Social Theory and Comparative Politics’, in Harry Eckstein and David
Apter, eds, International Encyclopedia of the Social Sciences (New York: Macmillan, 1968). For
a discussion of this literature, see Jonathan Fox, ‘The Salience of Religious Issues in Ethnic Conflicts:
A Large-N Study’, Nationalism and Ethnic Politics, 3 (1997), 1–19.

5 Huntington, The Clash of Civilizations, pp. 207–44; Samuel P. Huntington, ‘The West: Unique,
Not Universal’, Foreign Affairs, 75 (1996), 28–46. For a more detailed discussion of the debate over
Huntington’s predictions with regard to Islam and the West, see Jonathan Fox, ‘Two Civilizations
and Ethnic Conflict: Islam and the West’, Journal of Peace Research, 38 (2001), 459–72.
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THE DEBATE OVER THE CLASH OF CIVILIZATIONS HYPOTHESIS

The debate over Huntington’s thesis is voluminous and cannot be fully
addressed here. However, there are several elements of this debate that are
particularly relevant. They include several critiques of his thesis. First, many
argue that nation-states and realpolitik will remain the major driving force
between conflicts.6 Another version of this type of argument is that the
civilizations Huntington describes are not united and most conflicts will be
between members of the same civilizations.7 Secondly, many make the opposite
argument that due to post-Cold War economics, communications and
environmental concerns the world is becoming one unit, thus inhibiting all
conflict.8 Thirdly, some combine the above two arguments, and predict that there
will be clashes both at levels more micro and more macro than civilizations.9

Fourthly, others simply argue that today’s conflicts are not civilizational without
making any judgements with regard to whether these conflicts take place at a
more micro or macro level.10

Fifthly, many argue that Huntington ignored some important phenomenon
that will impact on conflict, thereby making his theory irrelevant. These
phenomena include improved conflict management techniques,11 world wide
trends toward secularism,12 information technology,13 that most ethnopolitical
conflicts result from protracted discrimination rather than cultural roots,14 the

6 Faoud Ajami, ‘The Summoning’, Foreign Affairs, 72 (1993), 2–9; John Gray, ‘Global Utopias
and Clashing Civilizations: Misunderstanding the Prosperity’, International Affairs, 74 (1998),
149–64.

7 Shirleen T. Hunter, The Future of Islam and the West: Clash of Civilizations or Peaceful
Coexistence? (Westport, Conn.: Praeger; with the Center for Strategic and International Studies,
Washington, DC, 1998); Zerougui A. Kader, ‘The Clash of Civilizations and the Remaking of World
Order’, Arab Studies Quarterly, 20 (1998), 89–92; Jeane J. Kirkpatrick and others, ‘The Modernizing
Imperative’, Foreign Affairs, 72 (1993), 22–6; James Kirth, ‘The Real Clash’, The National Interest,
37 (1994), 3–14; Stephen N. Walt, ‘Building Up New Bogeymen’, Foreign Policy, 106 (1997),
177–89; Masakazu Yamazaki, ‘Asia, A Civilization in the Making’, Foreign Affairs, 75 (1996),
106–28.

8 Said Tariq Anwar, ‘Civilizations Versus Civilizations in a New Multipolar World’, Journal of
Marketing, 62 (1998), 125–8; John G. Ikenberry, ‘Just Like the Rest’, Foreign Affairs, 76 (1997),
162–3; Frederick S. Tipson, ‘Culture Clash-ification: A Verse to Huntington’s Curse’, Foreign
Affairs, 76 (1997), 166–9.

9 Robert L. Bartley, ‘The Case for Optimism’, Foreign Affairs, 72 (1993), 15–18; Richard
Rosencrance, ‘The Clash of Civilizations and the Remaking of World Order’, American Political
Science Review, 92 (1998), 978–80.

10 Ted R. Gurr, ‘Peoples Against the State: Ethnopolitical Conflict and the Changing World
System’, International Studies Quarterly, 38 (1994), 347–77; Pierre Hassner, ‘Morally Objection-
able, Politically Dangerous’, The National Interest, 46 (Winter 1997a), 63–9.

11 Milton Viorst, ‘The Coming Instability’, Washington Quarterly, 20 (1997), 153–67.
12 Ajami, ‘The Summoning’.
13 Benjamin R. Barber, ‘Fantasy of Fear’, Harvard International Review, 20 (1997/1998), 66–71.
14 Dieter Senghass, ‘A Clash of Civilizations – An Idea Fixé?’, Journal of Peace Research, 35

(1998), 127–32.
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relative importance of culture and economics,15 and the desire of non-Western
civilizations to be like the West.16

Sixth is the argument that Huntington has his facts wrong. Some, simply argue
that the facts do not fit Huntington’s theory.17 Pfaff accuses Huntington of
ignoring facts.18 Some, like Hassner, even go as far as to accuse Huntington of
bending the facts to fit his theory.19

While the above are by no means all of the criticisms of Huntington’s theory
and many of these criticisms clearly contradict each other, they all have one
common theme that is of particular relevance to this study, the argument that
post-Cold War conflicts will not be particularly civilizational. Huntington’s
reply to most of these critiques can be best summed up by his statement: ‘got
a better idea?’20 He cites Kuhn’s famous work on scientific paradigms which,
among other things, argues that a paradigm need only be better than its
competitors, it doesn’t have to explain everything.21 Huntington argues that the
Cold War paradigm was not perfect, and neither is the Civilizations paradigm.
There were anomalous events that contradicted each paradigm. However, both
paradigms have strong explanatory power for the era which they explain, and,
more importantly, this explanatory power is greater than any competing
paradigm.22

While Huntington’s detractors clearly do not agree with this, it is clear that
with a few notable exceptions discussed below, most of Huntington’s critics,

15 Rosencrance, ‘The Clash of Civilizations’; Hunter, The Future of Islam; Bruce Nussbaum,
‘Capital, Not Culture’, Foreign Affairs, 76 (1997), 165.

16 Kirkpatrick and others, ‘The Modernizing Imperative’; Kishore Mahbubani, ‘The Dangers of
Decadence’, Foreign Affairs, 72 (1993), 10–14.

17 Gurr, ‘Peoples Against the State’, pp. 356–8; Anwar, ‘Civilizations Versus Civilizations’;
Hassner, ‘Morally Objectionable, Politically Dangerous’; Kader, ‘The Clash of Civilizations’; Walt,
‘Building Up New Bogeymen’; Peter Neckermann, ‘The Promise of Globalization or the Clash of
Civilizations’, The World and I, 13 (1998), 315–23.

18 William Pfaff, ‘The Reality of Human Affairs’ World Policy Journal, 14 (1997), 89–96.
19 Pierre Hassner, ‘Clashing On’, The National Interest, 48 (Summer 1997), 105–11.
20 Samuel P. Huntington, ‘If Not Civilizations, What? Paradigms of the Post-Cold War’, Foreign

Affairs, 72 (1993), 186; Huntington, The Clash of Civilizations, pp. 29–40, 59–78 and 128.
21 Thomas S. Kuhn, The Structure of Scientific Revolutions, 2nd edn (Chicago: University of

Chicago Press, 1970).
22 It is important to note that Huntington also has numerous supporters who agree with his

assessments and use them to make policy prescriptions. These include, among others, Donald P.
Gregg, ‘A Case for Continued US Engagement’, Orbis, 41 (1997), 375–84; Wang Gungwu, ‘A
Machiavelli for Our Times’, The National Interest, 46 (1997), 69–73; Ratih Hardjono, ‘The Clash
of Civilizations and the Remaking of World Order’, Nieman Reports, 51 (1997), 87–8; Robin Harris,
‘War of the World Views’, National Review, 48 (1996), 69; Dwight C. Murphey, ‘The Clash of
Civilizations’, Journal of Social, Political, and Economic Studies, 23 (1998), 215–16; William E
Naff, ‘The Clash of Civilizations and the Remaking of World Order’, Annals of the American
Academy of Political and Social Science, 556 (1998), 198–9; Richard Seamon, ‘The Clash of
Civilizations: And the Remaking of World Order’, United States Naval Institute: Proceedings,
124 (1998), 116–18; Abdurrahman Walid, ‘Future Shock’, Far Eastern Economic Review, 160
(1997), 38–9.
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as well as Huntington himself, rely mostly on anecdotal evidence.23 This type
of approach, while useful for theory building and taking a first look at an issue,
is flawed in that it is easy for both proponents and critics to cite examples and
counterexamples for each side of the argument without either side convincing
the other. The debate over the clash of civilizations argument is an excellent
example of such a deadlock, the nature and implications of which are discussed
in detail by Deutsch, who argues that:

introspection, intuition [and] insight [are] processes that are not verifiable among
different observers … But even though we can understand introspectively many
facts and relations which exist, it is also true that we can understand in our fertile
imagination very many relations that do not exist at all. What is more, there are
things in the world that we cannot understand readily with our imagination as it is
now constituted, even though we may be able to understand them … in the future,
after we have become accustomed to the presuppositions of such understanding. We
can, therefore, do nothing more than accept provisionally these guesses or potential
insights … If we want to take them seriously, we must test them. We can do this
by selecting … data, verifying them [and] forming explicit hypotheses as to what
we expect to find … And we then finally test these explicit hypotheses by
confrontation with the data … In the light of these tests we revise our criteria of
relevance, we get new and revised data and we set up new methods of testing.24

That is, when studying a subject anecdotally, different observers generally come
to different conclusions. Only a more comprehensive methodology, such as
quantitative analysis, can analyse all of the anecdotes in an organized manner
and provide objective results. Accordingly, the quantitative evaluation of
Huntington’s arguments presented here is sorely needed.

The few studies which do use quantitative methods to test the clash of
civilizations argument, while informative, do not definitively answer whether
there has been an increase in ethnic civilizational conflict in the post-Cold War
era. Some studies focus on international conflict. Thus, Russett, Oneal and Cox
find in direct tests of Huntington’s arguments that civilizational differences have
no impact on international militarized disputes and that conflicts within
civilizations are more common.25 Henderson indirectly tests Huntington’s
theory and finds that while religious differences increase international conflict,
the impact of culture on conflict is not unidirectional.26 Davis, Jaggers and

23 Huntington, The Clash of Civilizations, pp. 257–8, does use some cross-sectional quantitative
data to show that the Islamic civilization is disproportionally involved in fault-line conflicts.
However, this is a secondary aspect of his theory. His other uses of quantitative data are mostly
descriptive statistics which present demographic, land use or economic data. The vast majority of
the evidence Huntington presents is anecdotal and this use of quantitative data can be described as
the exception that proves the rule.

24 Karl W. Deutsch, ‘The Limits of Common Sense’ in Nelson Polsby, ed., Politics and Social
Life (Boston, Mass.: Houghton Mifflin, 1963), 51–7, p. 53.

25 Bruce Russett, John R. Oneal and Michalene Cox, ‘Clash of Civilizations, or Realism and
Liberalism Deja Vu? Some Evidence’, Journal of Peace Research, 37 (2000), 583–608.

26 Errol A. Henderson, ‘The Democratic Peace Through the Lens of Culture, 1820–1989’,
International Studies Quarterly, 42 (1998), 461–84; Errol A. Henderson, ‘Culture or Contiguity:
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Moore also indirectly test Huntington’s arguments and find that the mere
presence of cross-border ethnic linkages alone is not enough to influence
international conflict and foreign policy behaviour, but they can be of influence
when combined with other factors.27

Others address other aspects of Huntington’s theory. For instance, Midlarsky
finds that Islam is linked to autocracy on two out of three measures28 and Price
finds that Islam neither undermines nor supports democracy or human rights.29

Others address domestic conflict. Henderson and Singer find that cultural and
ethnic diversity do not influence domestic conflict.30 However, their sample is
based on the Correlates of War data from 1946 to 1992, so their findings apply
mostly to the Cold War era. Ellingsen found that there is no real change in the
dynamics of ethnic conflict from the Cold War to the post-Cold War eras.31 Gurr
– using a sample of the most violent conflicts in an earlier version of the
Minorities at Risk dataset, the data which is used in this study – finds that there
is no evidence that civilizational cleavages are becoming more important.32

However, Gurr’s study is based on a limited sample and is only current through
mid-1994, as opposed to the analysis presented here which uses data current
through 1998 on a larger number of cases.33

(F’note continued)

Ethnic Conflict, the Similarity States, and the Onset of War, 1820–1989’, Journal of Conflict
Resolution, 41 (1997), 649–68.

27 David R. Davis, Keith Jaggers and Will H. Moore, ‘Ethnicity, Minorities, and International
Conflict’, in David Carment and Patrick James, eds, Wars in the Midst of Peace: Preventing and
Managing International Conflicts (Pittsburgh: University of Pittsburgh Press, 1998), 148–63; David
R. Davis and Will H. Moore, ‘Ethnicity Matters: Transnational Ethnic Alliances and Foreign Policy
Behavior’, International Studies Quarterly, 41 (1999), 171–84. Similar arguments are made by
Michael Brecher and Jonathan Wilkenfeld, ‘The Ethnic Dimension of International Crisis’, in
Carment and James, eds, Wars in the Midst of Peace, pp. 164–93; David Carment and Patrick James,
‘Internal Constraints and Interstate Ethnic Conflict: Toward a Crisis-Based Assessment of
Irridentism’, Journal of Conflict Resolution, 39 (1995), 137–50.

28 Manus I. Midlarsky, ‘Democracy and Islam: Implications for Civilizational Conflict and the
Democratic Peace’, International Studies Quarterly, 42 (1998), 458–511; Jonathan Fox, ‘Is Islam
More Conflict Prone than Other Religions? A Cross-Sectional Study of Ethnoreligious Conflict’,
Nationalism and Ethnic Politics, 6 (2000), 1–24, similarly finds that Islam is associated with
autocracy.

29 Daniel E. Price, Islamic Political Culture, Democracy, and Human Rights (Westport, Conn.:
Praeger, 1999).

30 Errol A. Henderson and J. David Singer, ‘Civil War in the Post-colonial World, 1946–92’,
Journal of Peace Research, 37 (2000), 275–99.

31 Tanja Ellingsen, ‘Colorful Community or Ethnic Witches’ Brew? Multiethnicity and Domestic
Conflict During and After the Cold War’, Journal of Conflict Resolution, 44 (2000), 228–49.

32 Gurr, ‘Peoples Against the State’.
33 In a reply to another quantitative critique of his thesis, Samuel P. Huntington, ‘Try Again: A

Reply to Russett, Oneal and Cox’, Journal of Peace Research, 37 (2000), 609–11, cites Gurr’s article
out of context. Gurr ‘Peoples Against the State’, p. 358, demonstrates that ‘there is no evidence to
date that civilizational … cleavages are becoming more important as a source of ethnopolitical
conflicts’ and that civilizational conflicts were and continue to be a minority of ethnic conflicts.
Huntington replies that his argument does not apply to the frequency of conflicts, but rather to a which
conflicts are likely to escalate in the future. John R. Oneal and Bruce Russett, ‘A Response to
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OPERATIONALIZING HUNTINGTON’S CONCEPT OF CIVILIZATIONS

The purpose of this study is to assess quantitatively whether some of
Huntington’s predictions are correct with regard to ethnic conflict using the
Minorities at Risk Phase 3 (MAR3) dataset, specifically, whether clashes
between minority and majority groups of different civilizations within the state
are more common and more intense than those between groups who are both
of the same civilization.34 That is, the conflicts analysed here are a subset of a
type of conflict Huntington calls ‘fault line conflicts’. These are conflicts
between civilizations where they happen to border each other. This analysis does
not address ‘fault line conflicts’ between states of different civilizations which
border each other (for example, India vs. Pakistan). Nor does it address what
Huntington calls ‘core state conflicts’, which are conflicts between the core
states of civilizations (for example, the United States vs. China).

In order to perform this analysis, Huntington’s concept of civilization must
be operationalized. That is, specific criteria that allow the categorization of each
majority and minority group into specific civilizations. However, this task is not
as simple as it appears for several reasons. First, Huntington divides the world
into eight major civilizations: Western, Sinic/Confucian, Japanese, Islamic,
Hindu, Slavic-Orthodox, Latin American, and ‘possibly’ African.35 Also,
Huntington clearly states in parts of his book that there is a Buddhist civilization
and in other places in the same book he clearly states that there is no such
civilization.36 For operational purposes here, Buddhists are considered part of
the Sinic/Confucian civilization for several reasons: there is no mention of the

(F’note continued)

Huntington’, Journal of Peace Research, 37 (2000), 611–12, in a reply to this note correctly that
Huntington did specifically predict a rise in the frequency of civilizational conflicts.

34 For a more detailed description of the dataset, see Ted R. Gurr, Minorities at Risk (Washington,
DC: United States Institute of Peace Press, 1993); Ted R. Gurr, ‘Why Minorities Rebel’, International
Political Science Review, 14 (1993), 161–201; Ted R. Gurr, Peoples Versus States: Minorities at Risk
in the New Century (Washington, DC: United States Institute of Peace Press, 2000); Ted R. Gurr
and Will H. Moore, ‘Ethnopolitical Rebellion: A Cross-Sectional Analysis of the 1980s with Risk
Assessments for the 1990s’, American Journal of Political Science, 41 (1997), 1079–1103, as well
as the Minorities as Risk website at www.bsos.umd.edu/cidcm/mar where a copy of the dataset and
the codebook are available.

35 Huntington, ‘The Clash of Civilizations’; and Huntington, The Clash of Civilizations, pp. 45–8.
36 The Buddhist civilization appears on his map of ‘The World of Civilizations: Post-1990’

(pp. 26–7). He also infers that there is a Buddhist civilization on p. 257, Table 10.1, where he argues
that the Chinese–Tibetan conflict is intercivilizational ‘since it is clearly a clash between Confucian
Han Chinese and Lamaist Buddhist Tibetans’. Otherwise, one would assume, as did Gurr, ‘Peoples
Against the State’ in his quantitative analysis, that Buddhists were included in the Sinic/Confucian
civilization. This is supported by Huntington’s, Clash of Civilizations, p. 48 statement, that
‘Buddhism, although a major religion, has not been the basis of a major civilization’ and his inclusion
of ‘the related cultures of Vietnam and Korea’, which are countries with Buddhist majorities, in the
Sinic/Confucian civilization (Huntington, The Clash of Civilizations, p. 45). Of the 275 minority
groups in the dataset, this only affects two: the Tibetans under Chinese rule and the Chinese minority
in Vietnam. This is because the distinction between the Sinic/Confucian civilization and the Buddhist
civilization would only affect the coding of whether a conflict is civilizational or not in the case where
one group is Sinic/Confucian and the other is Buddhist. If the other group is from another civilization
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Buddhist civilization in his 1993 article; also, more often than not, Huntington
did not include them in his list of civilizations; and, in the actual listing and
description of civilizations in his book, Huntington stated that Buddhists are
included in the Sinic/Confucian civilization.37

Secondly, Huntington’s list and description of civilizations is in many places
not nearly specific enough for use in categorizing groups, especially minority
groups.38 For the most part, as Huntington admits, his definitions are, to a great
extent, based on religion.39 He defines the Sinic/Confucian civilization as the
Confucian Chinese, Chinese minorities outside of China and ‘the related
cultures of Vietnam and Korea’. As noted above, this is operationalized here as
including the Chinese and Buddhists. The Japanese civilization appears to
include the Japanese and only the Japanese. The Hindu and Islamic civilizations
appear to be wholly defined by religion, even if Huntington claims otherwise.
The Slavic-Orthodox civilization seems to be a combination of the Orthodox
Christian religion combined with a common historical experience. The Western
civilization is basically the United States, Western Europe, Australia and New
Zealand, which are mostly Protestant Christians but include many Roman
Catholics. Huntington expands on this, arguing that a combination of the
following traits defines Western civilization: its classical legacy; Catholicism
and Protestantism; European languages; separation of spiritual and temporal
authority; the rule of law; social pluralism; representative bodies of government;
and individualism. Individually, he argues, many of these traits are present
elsewhere but not in combination. The Latin American civilization is
distinguished by being Catholic and ‘incorporates indigenous cultures’. Finally,
the ‘possible’ African civilization is based on a developing common identity.40

These definitions, taken at face value, are generally adequate to define the
civilization of majority groups in states with two exceptions, Israel and the
Philippines. Although, Huntington to a great extent bases his civilizations on
religion, he does not deal with Judaism. Although Israel is geographically
located in the Middle East, an Islamic region, and much of Israel’s Jewish
population came from Islamic countries, it is more appropriate to include Israel
in the Western civilization for three reasons. First, in the past, and to a lesser
extent currently, many Middle Eastern Moslems have perceived Israel as a
Western imperialist intruder in the Middle East. Secondly, many of the traits of
the Western civilization described by Huntington apply to Israel.41 Thirdly,
Israel was established primarily by European Jews, with most eastern Jews

(F’note continued)

or both groups are Buddhist, the coding would be the same whether or not the Buddhist civilization
is included in the list of world civilizations.

37 While it is clear that the Tibetans consider themselves distinct from the Chinese, this distinction
does not have to be civilizational. It can also be an ethnic or national difference.

38 Huntington, The Clash of Civilizations, pp. 45–8.
39 Huntington, The Clash of Civilizations, pp. 45–8.
40 Huntington, The Clash of Civilizations, pp. 69–72.
41 Huntington, The Clash of Civilizations, pp. 69–72.
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coming after the state’s establishment. In the Philippines, the majority group is
Asiatic but they are mostly Westernized and Christian. In this case, religion was
the deciding factor and they were coded as Western.

The application of these definitions of civilizations to minority groups is
considerably more problematic. That is, these definitions are vague and leave
many questions open when applying them to many minority groups. The
Afro-Americans in the United States and several Latin American states bring
up such a question. Are they part of the African identity group or are they
sufficiently assimilated into their local cultures to be considered part of them?
Reasonable arguments can be made for either case. For operational purposes,
these groups are considered part of the African civilization because there are
many indications, especially in the United States, that many Afro-Americans
consider themselves to have a distinct identity which is, in part, tied to their
African origins.42 This common identity seems to be the key factor in
Huntington’s definition of the African civilization which is unique among his
definitions of the civilizations in that it is wholly based on identity and culture
and has no obvious religious component. It is important to note, however, that
this is an extension of Huntington’s theory. It is argued here that this extension
is necessary because Huntington did not address this issue.

A similar question arises for black Moslem groups in Africa. Are they part
of the African or Islamic civilizations? Since Huntington seems to be ambivalent
about the African civilization and defines the Islamic civilization wholly on the
basis of religion, these and all other Moslem groups are considered part of the
Islamic civilization. The Druze, Baha’i and Sikhs are groups that do not fit well
into any of Huntington’s categories. Since the Druze and Baha’i religions are
considered Islamic offshoots and the Sikh religion combines elements of the
Islamic and Hindu faiths, ethnic groups of these three religions are considered
here part of the Islamic civilization. Another problematic group are the Gagauz
in Moldova. They are Orthodox Christian but not European in origin. For
operational purposes, religion was the deciding factor and they are included in
the Slavic-Orthodox civilization. Finally, there are many minority groups that
are of mixed origins. An excellent example are the Roma minorities in Europe.
These groups were coded as ‘mixed’ and clashes between them and other groups
are considered non-civilizational conflicts.

A third problem in operationalizing Huntington’s definitions is that
there is a category of minority found throughout the world which does not
fit into any of his civilizations, yet is clearly distinct from the others.
This category is indigenous peoples. While their religion, race and culture
vary widely, indigenous peoples have a common historical experience
that in many ways makes them more similar to each other than to any of

42 It is clear that many African Americans such as W.E.B. Dubios would probably disagree with
this classification. However, others – like Marcus Garvey – would probably agree with the argument
that the connection to Africa is part of the African American identity.
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Huntington’s civilizations.43 For this reason, while not considered a separate
civilization, indigenous groups are considered a separate category from other
civilizations and conflicts involving indigenous groups are considered a third
category in addition to intercivilizational and noncivilizational conflicts. This
seems to be the most reasonable way to deal with a large number of minority
groups that do not fit into any of Huntington’s classifications. Perhaps
Huntington failed to account for indigenous peoples because the primary focus
of his theory seems to be on international conflict. However, since he clearly
intends his theory to include domestic conflict, the failure to include a major
portion of the world’s ethnic minorities in his theory is a serious problem.

Finally, the MAR3 dataset is designed to assess the relationship between
majority and minority groups within a state. The majority group is operationally
defined as the group which controls the state. Accordingly, in cases of civil war,
there is no such majority group. This only affects three cases: Afghanistan,
Bosnia and Lebanon. All cases in Afghanistan are coded as not civilizational
because all four ethnic groups are Islamic. In Bosnia, the three ethnic groups,
the Serbs, Croats and Moslems belong to three different civilizations
(Slavic-Orthodox, Western and Islamic respectively). Accordingly, these three
cases are coded as civilizational conflicts. Similarly, Lebanon is ruled by a
combination of Moslems and Christians. Accordingly, all of the cases in
Lebanon are considered civilizational clashes.

As a general note, the above discussion reveals the difficulties in
operationalizing Huntington’s concept of civilizations. These difficulties arose
because, like many grand theories, Huntington’s theory is often too vague to
address many specific situations. It is argued here that these codings are a
reasonable operationalization of Huntington’s concept of civilizations, if not the
only possible operationalization. In general, wherever possible, religion was
used as the deciding factor. In cases where this could not be done, as was the
case with minorities of African origin in North and South America, indigenous
peoples, and minorities of mixed origins, as well as the Jewish majority in Israel,
other solutions were found.44

These difficulties in operationalizing Huntington’s concept of civilizations,
in and of themselves, cause one to question the validity of Huntington’s ‘clash
of civilizations’ thesis. They lend credence to those who argue that Huntington’s
concept of civilizations is oversimplified, unclear and not sufficiently
systematic. His self-contradictory statements on whether Buddhism constitutes
a civilization is an example of how the anecdotal approach can lead to
situationally convenient explanations and arguments. Also his failure to account

43 For a full discussion of the commonalities of indigenous peoples as well as the international
mobilization of these groups, see Gerald R. Alfred and Franke Wilmer, ‘Indigenous Peoples, States,
and Conflicts’, in Carment and James, eds, Wars in the Midst of Peace, pp. 26–44; and Franke
Wilmer, The Indigenous Voice in World Politics (Newbury Park, Calif.: Sage, 1993).

44 A full listing of the groups tested here, as well as their civilizational affiliations, is available
as an appendix to the website version of this article or in Fox, ‘Two Civilizations and Ethnic Conflict’.
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for indigenous peoples places the comprehensiveness of his thesis into question.
While, to be fair, the coding of events data generally requires some questionable
judgement calls, the combination of coding quandaries described above reveals
a theory that has some serious inconsistencies and overlooks important facts for
which it should account.45

METHODOLOGY

This analysis uses data from the Minorities at Risk Phase 3 (MAR3) dataset as
well as additional data on civilizations collected independently. The unit of
analysis in this dataset is the minority group within a state. For each of the 275
cases there is a minority and a majority group. Thus, the same majority group
and the same minority may appear several times in the dataset. What is unique
to each case is that the same pair of majority and minority groups do not appear
more than once. As described above, conflicts between two groups of the same
civilization, as well as those involving minorities of ‘mixed’ origins, are coded
as noncivilizational, conflicts between two groups of different civilizations are
coded as civilizational, and conflicts involving indigenous minorities are coded
as indigenous conflicts. Again, indigenous minorities are not considered here
to be another civilization. They are, rather, a category of minority for which
Huntington failed to account but which should be included in parts of the
analyses in order to present a more accurate picture of ethnic conflict.

In one instance, the Minorities at Risk Phase 1 (MAR1) dataset is used. This
dataset is current up to 1989 and, more importantly, the 233 minorities contained
within it represent the ethnic breakdown of the world up to the end of the Cold
War. After the end of the Cold War and the breakup of the Soviet Union and
other Warsaw Pact countries, many majorities became minorities and many
minorities became majorities. For example, there are now Russian minorities
in many of the former Soviet republics which are ruled by groups that were
considered minorities in the Russian-ruled Soviet Union. Thus, using this data
allows for Cold War vs. post-Cold War comparisons of the distribution of types
of ethnic conflicts. It is important to note, however, that unless otherwise noted,
all of the analyses in this work use the MAR3 dataset with the exception of the
civilization variable which was coded independently.46

45 Russett, Oneal and Cox, ‘Clash of Civilizations’ also find difficulty in coding Huntington’s
civilizations. Because their analysis focuses on international war they encounter and deal with only
those problems relevant to coding the civilization of a state. Their codings, while not identical to those
used here, are strikingly similar. In cases of mixed population, they code based on the majority
group’s religion. Israel is coded as Western. The only major difference is that, while they agree with
the assessment here that Huntington is ambivalent over whether or not there is a Buddhist civilization,
they choose to include it as a separate civilization in their analysis.

46 Additional improvements in the MAR3 dataset over the MAR1 dataset include the rebellion
and protest scores being changed from coding for five-year periods to one-year period. Numerous
additional variables were added and many variables were updated through 1998. The MAR dataset
is available at the Minorities at Risk Website at www.bsos.umd.edi/cidcm/mar. The civilizational
data is also available separately at the Minorities at Risk website.
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It is important to note that some have criticized the MAR data on grounds of
selection bias.47 Gurr addresses these criticisms. First, it can be argued that ‘the
project’s roster of groups is not “complete” … Therefore, … the study includes
some groups that are in the zone of indeterminancy … [and] new groups are
added from time to time, based on suggestions by users and information from
our Web searches.’48 Given that the project has been in existence since the
mid-1980s and has received considerable attention, it is fair to argue that this
process has led to a fairly accurate list of the groups which meet the criteria
described above. Secondly, it can be argued that the study focuses only on those
groups engaged in collective action and ignores those groups that are more
‘politically quiescent’. Gurr argues that ‘this criticism is misplaced because the
Minority project’s principle objective is to identify and analyze only the groups
that meet its criteria for political significance, that is, differential treatment and
political action.’49 The presence of either of these factors means, for the purpose
of this study, that a conflict is taking place. Conversely, it is hard to argue if these
factors are not present that any conflict is occurring. Thus, it is argued here that
the MAR data contains a reasonably record of all serious conflicts between
ethnic groups and governments.

A third potential criticism is that in focusing on ethnic conflict the data does
not include all domestic conflicts, including civil wars such as the one in Algeria.
I argue that this is not a problem when testing Huntington’s arguments because
nearly all domestic civilizational conflicts are also ethnic conflicts. This is
because Huntington’s definition of civilizations is basically the aggregation of
many more specific ethnic groups into more general civilizational categories.
Thus, any two groups that are of different civilizations should also be of different
ethnicities and any conflict within the same ethnic group should also be within
the same civilization. Thus, while the MAR data may not contain all domestic
conflicts, as noted above, it is a reasonably accurate list of all ethnic conflicts
between minorities and governments and, thus, should miss very few, if any,
domestic civilizational conflicts. Given this, the MAR data should provide a
reasonable basis for testing Huntington’s theory.

The first step in the analysis is to assess how many conflicts fit into each
category. In this test, the distribution of types of conflicts contained in the MAR1
and MAR3 datasets are compared in order to assess the Cold War and post-Cold
War distribution of types of conflicts. Secondly, the conflicts in the MAR3
dataset are assessed pairwise, so the number of clashes between each potential
pair of majority and minority civilizations is determined. Thirdly, the mean
intensity of civilizational and noncivilizational conflicts on a yearly basis from

47 See, for example, James D. Fearon and David D. Latin, ‘A Cross-Sectional Study of Large-Scale
Ethnic Violence in the Postwar Period’ (unpublished paper, Department of Political Science,
University of Chicago, 1997).

48 Gurr, Peoples Versus States, pp. 10–12.
49 Gurr, Peoples Versus States, pp. 12–13.
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1985 to 1998 is determined on two scales: rebellion and protest.50 While other
aspects of ethnic conflict like discrimination, repression and political organizing
can also be used to measure the intensity of ethnic conflicts, protest and rebellion
are generally accepted as the major measures of ethnic conflict intensity.51 These
years are selected because the yearly coding of these variables in the MAR3
dataset begins in 1985 and, at the time of this writing, ends in 1998. Although
there are codings covering five-year periods available from 1945 to 1990, these
are not comparable with the yearly codings because all of these codings are on
a Guttman scale which measures the highest level occurrence within the given
period. As a result, the five-year codings are, on average, higher than the yearly
codings because a single event during a five-year period can raise the coding
for the entire period, whereas it would raise the coding of only one of the five
years if they were coded on a yearly basis. Conflicts involving indigenous
minorities are excluded from this step because it would be unfair to test
Huntington’s theory regarding the intensity of ethnic conflict on a set of groups
for which the theory was not intended. It is fair, however, to include these
conflicts in the earlier steps testing the number of conflicts in each category
because Huntington does claim that civilizational conflicts will, in the post-Cold
War era, become a greater proportion of all conflicts.

Finally, while it is difficult to determine the exact time the Cold War ended,
the last year of the Cold War for the purposes of this analysis is 1989.

DATA ANALYSIS

The first question concerns whether there are more civilizational or nonciviliza-
tional conflicts. As shown in Figure 1, civilizational conflicts make up only a
minority of ethnic conflicts in the post-Cold War era, constituting 37.8 per cent
(104 out of 275) of the conflicts. Almost half the conflicts are noncivilizational,
constituting 47.6 per cent (131) of the conflicts. Indigenous conflicts constitute
14.5 per cent (40) of them. This situation differs little from the situation before
the end of the Cold War. As shown in Figure 1, the proportions of Cold War
era civilizational vs. noncivilizational conflicts are nearly the same. Civiliza-
tional conflicts constitute 36.9 per cent (86 out of 233), noncivilizational
conflicts constitute 46.4 per cent (108), and indigenous conflicts constitute 16.7
per cent (39) of the Cold War conflicts. Thus, contrary to Huntington’s
predictions, not only are civilizational conflicts a minority of the post-Cold War
ethnic conflicts, the end of the Cold War has not caused a marked difference
in the relative proportion of civilizational conflicts. These results are similar also

50 For a full description of these variables, see Gurr, ‘Why Minorities Rebel’; Gurr, Minorities
at Risk; Gurr and Moore, ‘Ethnopolitical Rebellion’; and the Minorities at Risk website at
www.bsos.umd.edu/cidcm/mar.

51 See, for example, Gurr, ‘Why Minorities Rebel’; Gurr, Minorities at Risk. For an example of
a study that focuses on discrimination as a measure of ethnic conflict, see Jonathan Fox, ‘Religious
Causes of Ethnic Discrimination’, International Studies Quarterly, 44 (2000), 423–50.
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Fig. 1. Types of clashes, Cold War and post-Cold War eras

to results presented by Gurr in his examination of fifty serious ethnopolitical
conflicts.52

The pairwise examination of civilizational conflicts, shown in Table 1, does
not support Huntington’s expectations of a Sinic/Confucian–Islamic alliance
against the West. All three of these civilizations engage in more clashes within
their civilizations than with any other civilization. Of the thirty-eight minorities
in the West only six are Islamic and none Sinic/Confucian. Of the twenty-six
minorities in Sinic/Confucian states only one is Western. Of the sixty-eight
minorities in Islamic states only five are Western. In all, there are only twelve
clashes between the West and either Islamic or Sinic/Confucian groups. This
constitutes only 4.4 per cent of the 275 ethnic conflicts contained in the entire
MAR3 dataset.53

Nor does the mean intensity of civilizational vs. noncivilizational protest, as
measured in Figure 2, support Huntington’s hypothesis. If Huntington’s
hypothesis were correct, the intensity of civilizational conflict would have risen

52 Gurr, ‘Peoples Against the State’, p. 358.
53 For a more detailed discussion and analysis of the participation of the Western and Islamic

civilizations in ethnic conflict, see Fox, ‘Two Civilizations and Ethnic Conflict’.
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in comparison to other conflicts at the end of the Cold War era. The data does
not conform to this. For the entire period analysed here, civilizational conflicts
have a higher average level of protest than noncivilizational conflicts. While the
intensity of both of these types of conflicts begins to rise towards the end of the
Cold War in 1988 and peaks in 1991, these rises are approximately proportional.
The mean level of protest then drops until 1998 to levels that are slightly higher
than the levels in 1985. Thus, throughout this period, the proportional intensity
of ethnic protest remains approximately the same between civilizational,
noncivilizational and indigenous ethnic conflicts.54 The only clear influence the
end of the Cold War seems to have had was a temporary boost in protest in both
types of ethnic conflict. Furthermore, the significance of the differences in the
mean level of protest between 1987 and the post-Cold War era (1990 to 1998),
as shown in Table 2, reveals that while the changes over time in the level of
protest are significant, they are equally significant for both civilizational and
noncivilizational conflict.55 Thus, any influence of the end of the Cold War on
the conflict measured here, appears to influence civilizational and nonciviliza-
tional conflict equally.

The mean intensity of civilizational vs. noncivilizational rebellion, shown in
Figure 3, also provides no confirmation for Huntington’s theory. The difference
between the mean levels of civilizational and noncivilizational rebellion are not
large and are not statistically significant for the entire period and rebellion by
non-civilizational ethnic minorities is consistently higher than by civilizational
ethnic minorities, except in 1995 where the mean level of rebellion for both
groups is nearly identical. As is the case with protest, the mean level of rebellion
for civilizational and noncivilizational conflicts rises in the late 1980s, peaks in
the early 1990s, and drops considerably by 1998. Thus, the end of the Cold War
coincides with changes in the average level of rebellion among ethnic
minorities, but these changes for the most part do not fit the pattern of a clear
rise in civilizational conflict in proportion to other types of conflict predicted
by Huntington’s thesis. Furthermore, the differences in the mean level of
rebellion between 1987 and the post-Cold War era (1990 to 1998), as shown in
Table 3, are statistically significant from 1990 to 1992 but not thereafter. This
indicates that after 1992 the mean level of rebellion is not significantly different
from the level of rebellion during the Cold War. Thus, in the longer term, any
influence of the end of the Cold War on rebellion affects civilizational and
noncivilizational conflicts equally.

54 The mean level of protest in civilizational conflicts divided by the mean level of protest in
noncivilizational conflicts between 1985 and 1998 ranges between 1.16 and 1.34. However, the
differences between the two are statistically significant only in 1991 and 1992.

55 The year 1987 is used as a point of comparison because this is the last year before the mean
level of conflict begins to rise and this rise is closely associated with the end of the Cold War.
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CONCLUSIONS

Overall, the results of this analysis do not support Huntington’s ‘clash of
civilizations’ argument. Civilizational conflicts constitute a minority of ethnic
conflicts both during and after the Cold War. Additionally, conflicts between
the West and both the Sinic/Confucian and Islamic civilizations, which
Huntington predicts will be the major conflicts in the post-Cold War era,
constitute a small minority of civilizational conflicts. In fact, the largest
percentage of ethnic conflicts occur within civilizations, lending support to those
who argue that many ethnic conflicts will be at a level more micro than the
civilizational level.

The intensity of all types of ethnic conflict did rise just after the end of the
Cold War in the early 1990s but dropped by 1998. However, there is no support
for Huntington’s prediction that the intensity of civilizational conflicts will rise
in comparison to noncivilizational ones. Thus, the major influence that the end
of the Cold War had on ethnic conflict was a general, but so far temporary, rise
– probably due to a lifting of restraints on all types of domestic conflict caused
by the fall of the former Communist dictatorships and the end of the superpower
rivalry in the international arena.

The results do, however, shed some light on the influence of culture on ethnic
conflict. Civilizational conflicts, which are the ones in which the groups
involved tend to be more culturally different, involve consistently higher levels
of protest and lower levels of rebellion. Thus, it is minorities which are more
culturally similar to the majority groups in their state which opt more often for
the violent alternative or rebellion as opposed to the more peaceful option of
political protest. This also contradicts Huntington’s thesis.

Perhaps some of the most interesting results of this analysis concern its
methodological aspects. Huntington’s theory is insufficiently clear to apply it
to many ethnic minorities without some judgement calls or even extensions of
the theory. He even directly contradicts himself several times as to whether an
entire civilization, the Buddhist civilization, even exists. In addition, the fact that
Huntington failed to include indigenous peoples in his ‘paradigm’ of world
politics in the post-Cold Ear era is, by itself, worthy of note. This is especially
so considering the increasing activity and successes of indigenous people in
domestic politics worldwide and the growing normative authority of their claims
in the international arena.56 These minorities are important because nearly all
of them (thirty-five out of forty-one) make claims for some form of autonomy
or independence and such claims are likely to provoke conflict. Gurr argues that
such separatist demands ‘are highly threatening because they challenge
nationalist ideologies held by most dominant groups and imply the breakup of
the state’.57

56 Wilmer, The Indigenous Voice.
57 Gurr, Minorities at Risk, p. 294. Similar arguments are made by Ted R. Gurr, ‘Minorities,

Nationalists, and Ethnopolitical Conflict’, in Chester A. Crocker and Fen O. Hampson, eds,
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It is also important to note that the failure of civilizational factors to explain
ethnic conflict stands in stark contrast to the fact that traditional arguments
positing that, among other things, the major causes of ethnic conflict include
discrimination, group organization and governmental characteristics are
strongly supported by the empirical evidence.57 Thus, Huntington’s argument
that the theory with the most explanatory power should be the accepted
paradigm works against him and dictates that his ‘paradigm’ should not be the
major explanation for ethnic conflict in the post-Cold War era.58

However, it is important to reiterate that the results presented here are limited
to ethnic conflicts between majority and minority groups. That is, the conflicts
analysed here are only ‘fault line’ conflicts within states and not ‘fault line
conflicts’ between states nor ‘core state conflicts’. Accordingly, the evidence
presented here does not warrant rejecting Huntington’s entire hypothesis.
However, it is sufficient to cast serious doubt on major elements of this
hypothesis and, when combined with the results of Gurr, Russett, Oneal and
Cox, Henderson, Ellingsen, Davis, Jaggers and Moore, Midlarsky, and Price,59

it is enough to say that the empirical results when presented in their most
favourable light provide, at best, mixed support for only some aspects of
Huntington’s clash of civilizations argument and contradict major elements of
it. Thus, the growing body of empirical evidence cannot support Huntington’s
claims that his ‘paradigm’ provides the best explanation for conflict in the
post-Cold war era, especially with regard to ethnic conflict.

(F’note continued)

Managing Global Chaos: Sources of and Responses to International Conflict (Washington, DC:
United States Institute of Peace Press, 1996), 53–77 at p. 54; Donald L. Horowitz, Ethnic Groups
in Conflict (Berkeley: University of California Press, 1985), pp. 229–84; Radha Kumar, ‘The
Troubled History of Partition’, Foreign Affairs, 76 (1997), 22–34; Robin M. Williams Jr, ‘The
Sociology of Ethnic Conflicts: Comparative International Perspectives’, Annual Review of Sociology,
20 (1994), 49–79.

57 Gurr, Minorities at Risk; Gurr, ‘Why Minorities Rebel’; Gurr, Peoples Versus States.
58 Huntington, ‘If Not Civilizations’; Huntington, The Clash of Civilizations.
59 Gurr, ‘Peoples Against the State’; Russett, Oneal and Cox, ‘Clash of Civilizations’; Henderson,

‘Culture or Contiguity’; Henderson, ‘The Democratic Peace’; Ellingsen, ‘Colorful Community’;
Davis, Jaggers and Moore, ‘Ethnicity, Minorities, and International Conflict’; Davis and Moore
‘Ethnicity Matters’; Midlarsky, ‘Democracy and Islam’; and Price, Islamic Political Culture.
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A PPENDIX: GROUPS I NCLUDED IN THE DATASET

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Region 1: Western Democracies and Japan

Australia Aborigines Indig. Western
Britain Afro-Carib X African Western

Asians X Hindu Western
N. Ir. Cath. Western Western
Scots Western Western

Canada Fr. Canad. Western Western
Québécois Western Western
Natives Indig. Western

France Basques Western Western
Corsicans Western Western
Afro-Arabs X Islamic Western
Roma Mixed Western

Germany Turks X Islamic Western
Greece Turks X Islamic Western

Roma Mixed Western
Italy S. Tyroleans Western Western

Sardinians Western Western
Roma Mixed Western

Japan Koreans X Confuc. Japanese
N. Zealand Maoris Indig. Western
Nordic Sami Indig. Western
Spain Basques Western Western

Catalans Western Western
Roma Mixed Western

Switzerland Jurassiens Western Western
For. wrkrs Mixed Western

USA Afr-Amer. X African Western
Hispanics X L. Amer. Western
Natives Indig. Western
Hawaiians Indig. Western

Region 2: Ex-Soviet Bloc Countries

Albania Greeks X Slv-Orth Islamic
Azerbaijan Armenians X Slv-Orth Islamic

Lezghins Islamic Islamic
Russians X Slv-Orth Islamic

Belarus Russians Slv-Orth Slv-Orth
Poles Slv-Orth Slv-Orth

Bosnia Serbs X Slv-Orth Civ War
Croats X Western Civ War

(Cath.)
Muslims X Islamic Civ War
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A PPENDIX—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Czech Republic Slovaks Slv-Orth Slv-Orth
Roma Mixed Slv-Orth

Estonia Russians X Slv-Orth Western
(Luth.)

Georgia Abkhazians X Islamic Slv-Orth
Adzhars X Islamic Slv-Orth
Ossetians Slv-Orth Slv-Orth
Russians Slv-Orth Slv-Orth

Hungary Roma Mixed Western
(Luth.)

Kazakhstan Russians X Slv-Orth Islamic
Germans X Western Islamic

Kyrgyzstan Russians X Slv-Orth Islamic
Uzbeks Islamic Islamic

Latvia Russians X Slv-Orth Western
(Luth.)

Lithuania Poles X Western Slv-Orth
(Cath.)

Russians Slv-Orth Slv-Orth
Macedonia Albanians X Islamic Slv-Orth

Serbs Slv-Orth Slv-Orth
Roma Mixed Slv-Orth

Moldova Gagauz Slv-Orth Slv-Orth
Russians/Slavs Slv-Orth Slv-Orth

Russia Avars X Islamic Slv-Orth
Buryat X Confuc. Slv-Orth

(Budd.)
Chechens X Islamic Slv-Orth
Ingushes X Islamic Slv-Orth
Karachays X Islamic Slv-Orth
Kumyks X Islamic Slv-Orth
South Ossetians Slv-Orth Slv-Orth
Lezghins Mixed Slav Slv-Orth

and Islamic
Tatars X Islamic Slv-Orth
Tuvinians X Confuc. Slv-Orth

(Budd.)
Roma Mixed Slv-Orth
Yakuta Slv-Orth Slv-Orth

Slovakia Hungarians X Western Slv-Orth
Roma Mixed Slv-Orth

Tajikistan Russians X Slv-Orth Islamic
Turkmenistan Russians Slv-Orth Islamic
Ukraine Russians Slv-Orth Slv-Orth
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A PPENDIX—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Crimean Russians Slv-Orth Slv-Orth
Crimean Tatars X Islamic Slv-Orth

Uzbekistan Russians X Slv-Orth Islamic
Yugoslavia (Serbia Albanians (of X Islamic Slv-Orth
& Montenegro) Kosovo)

Hungarians X Western Slv-Orth
Sandzak X Islamic Slv-Orth
Roma Mixed Slv-Orth
Croatians X Western Slv-Orth

Region 3: Asia

Afghanistan Hazaras Islamic Islamic
Pashtuns Islamic Islamic
Tajiks Islamic Islamic
Uzbeks Islamic Islamic

Bangladesh Chittagong Hill X Confuc. Islamic
People (Budd.)

Hindus X Hindu Islamic
Biharis Islamic Islamic

Bhutan Lhotshampas X Hindu Confuc.
(Budd.)

Myanmar Rohingya X Islamic Confuc.
(Burma) Muslims (Budd.)

Zomis Indig. Confuc.
(Chins) (Budd.)

Kachins Indig. Confuc.
(Budd.)

Karen Confuc. Confuc.
(Budd.) (Budd.)

Mons Confuc. Confuc.
(Budd.) (Budd.)

Shans Confuc. Confuc.
(Budd.) (Budd.)

China Hui X Islamic Confuc.
Tibetans Confuc. Confuc

(Budd.)
Turkmen (of X Islamic Confuc.

Xiajang-Kazak &
Uighur)

Fiji East Indians X Hindu Confuc.
Fijians Confuc. Confuc.
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A PPENDIX—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

India Kashmiris X Islamic Hindu
Muslims X Islamic Hindu
Nagas Indig. Hindu
Scheduled tribes Hindu Hindu
Sikhs X Islamic Hindu
Mizos Indig. Hindu
Tripuras Indig. Hindu
Assamese Hindu Hindu
Bodos Hindu Hindu

Indonesia Chinese X Confuc. Islamic
(Budd.)

East Timorese X Western Islamic
(Cath.)

Papuans Indig. Islamic
Aceh Islamic Islamic

Kampuche Vietnamese Confuc. Confuc.
(Cambodia) (Budd.) (Budd.)
South Korea HoNamese Confuc. Confuc.

(in Cholla Province) (Budd.) (Budd.)
Laos Hmong Indig. Confuc.

(Budd.)
Malaysia Chinese X Confuc. Islamic

(Budd.)
Dayaks Indig. Islamic

(Sarwak)
Indians X Hindu Islamic
Kadazans (Sabah) Indig. Islamic

Papua New Guinea Bougainvilleans Indig. Mixed
Pakistan Ahmadis Islamic Islamic

Baluchis Islamic Islamic
Hindus X Hindu Islamic
Pashtuns Islamic Islamic
Sindhis Islamic Islamic
Mohajirs Islamic Islamic

Philippines Cordilleras (Igorots) Indig. Western
Moros X Islamic Western

Singapore Malays X Islamic Confuc.
Sri Lanka Indian Tamils X Hindu Confuc.

(Budd.)
Sri Lankan Tamils X Hindu Confuc.

(Budd.)
Taiwan Aboriginals Indig. Confuc.

Mainlanders Mixed Confuc.
Taiwanese Confuc. Confuc.
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A PPENDIX:—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Thailand Chinese Confuc. Confuc.
(Budd.) (Budd.)

MalayMuslims X Islamic Confuc.
Northern Hill Indig. Confuc.

Tribes (Budd.)
Vietnam Chinese Confuc. Confuc.

(Budd.)
Montagnards. Indig. Confuc.

(Budd.)

Region 4: North Africa and the Middle East

Algeria Berbers Islamic Islamic
Baharain Shi’i Islamic Islamic
Cyprus Turks X Islamic Slv-Orth
Egypt Copts X Western Islamic
Iran Azerbaijanis Islamic Islamic

Baha’is Islamic Islamic
Bakhtiari Islamic Islamic
Baluchis Islamic Islamic
Kurds Islamic Islamic
Turkomans Islamic Islamic
Arabs Islamic Islamic
Christians X Western Islamic

Iraq Kurds Islamic Islamic
Shiites Islamic Islamic
Sunnis Islamic Islamic

Israel Arabs X Islamic Western
Palestinians X Islamic Western

Jordan Palestinians Islamic Islamic
Lebanon Druze X Islamic Mixed

Maronites X Western Mixed
Palestinians X Islamic Mixed
Shiites X Islamic Mixed
Sunnis X Islamic Mixed

Morocco Berbers Islamic Islamic
Saharawis Islamic Islamic

S. Arabia Shiites Islamic Islamic
Syria Alawis Islamic Islamic
Turkey Kurds Islamic Islamic
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A PPENDIX—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Region 5: Sub-Saharan Africa

Angola Bakongo African African
Ovimbudu African African
Cabinda African African

Botswana San African African
Burundi Hutu African African

Tutsi African African
Cameroon Kirdi X African Islamic

Westerners X Western Islamic
Bamileke X African Islamic

Chad Southerners African Islamic
Djibouti Afars Islamic Islamic
Eritrea Afars X Islamic African
Ethiopia Afars X Islamic African

Oromo African African
Somalis X Islamic African
Tigreans African African
Amhara African African

Ghana Ashanti African African
Ewe African African
Mossi, Dagomba X Islamic African

Guinea Fulani (Fulbe) Islamic Islamic
Malinke Islamic Islamic
Susu X African Islamic

Kenya Kikuyu African African
Luo African African
Maasai African African
Kalenjins African African
Luhya African African
Kisii African African

Madagascar Merina African African
Mali Tuareg Islamic Islamic

Mande Islamic Islamic
Mauritania Kewri Islamic Islamic

B. Moors Islamic Islamic
Nambia Europeans X Western African

San African African
Basters African African

Niger Tuareg X Islamic African
Nigeria Ibo X African Islamic

Ogni X African Islamic
Yoruba Islamic Islamic

Rwanda Tutsi African African
Hutu African African
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A PPENDIX:—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Senegal Casmance Region X African Islamic
(Diola & others)

Sierra Leone Creoles African African
Limba African African
Mende African African
Temne African African

South Africa Asians X Confuc. African
Coloreds African African
Europeans X Western African
Xhosa African African
Zulus African African

Sudan Southerners X African Islamic
Togo Ewe African African

Kabre African African
Uganda Acholi African African

Baganda African African
Zaire Luba African African

Lunda, Yeke African African
Banyarwandans African African
Nagbundi African African
Hutu African African
Tutsi African African

Zambia Bembe African African
Lozi (Barotse) African African

Zimbabwe Europeans African African
Ndbele African African

Region 6: Latin America and the Caribbean

Argentina Natives Indig. L. Amer.
Bolivia Natives, Highland Indig. L. Amer.

Natives, Lowland Indig. L. Amer.
Brazil Afro-Brazilians X African L. Amer.

Amazonian Indians Indig. L. Amer.
Chile Natives Indig. L. Amer.
Colombia Afro-Americans X African L. Amer.

Natives Indig. L. Amer.
Costa Rica Antillean Blacks X African L. Amer.
Domin. Rep. Afro-Americans X African L. Amer.
Ecuador Afro-Amer. X African L. Amer.

Natives, Highland Indig. L. Amer.
Natives, Lowland Indig. L. Amer.

El Salvador Natives Indig. L. Amer.
Guatemala Natives (Maya) Indig. L. Amer.
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A PPENDIX—continued

Civ Min. Maj.
Country Group Clsh Civ. Civ.

Guyana African X African L. Amer.
East Indians X Hindu L. Amer.

Honduras Black Car. X African L. Amer.
Natives Indig. L. Amer.

Mexico Mayans Indig. L. Amer.
Zapotecs Indig. L. Amer.
Oth. Native Indig. L. Amer.

Nicaragua Natives (Miskitos) Indig. L. Amer.
Panama Afro-Carib. X African L. Amer.

Natives Indig. L. Amer.
Chinese X Confuc. L. Amer.

Paraguay Natives Indig. L. Amer.
Peru Afro-Amer. X African L. Amer.

Native, Highland Indig. L. Amer.
Native, Lowland Indig. L. Amer.

Venezuela Afro-Amer. X African L. Amer.
Natives Indig. L. Amer.
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Introduction

Theory is the lodestone in the field of International Relations (IR). Its theorists are the 
field’s most famous and prestigious scholars. For example, the TRIP Survey of 
International Relations Scholars published in 2009 found that the three scholars ‘whose 
work has had the greatest influence on the field of IR in the past 20 years’ were Robert 
Keohane, Kenneth Waltz, and Alexander Wendt. All three are major theorists whose 
reputations rest on ideas they have advanced rather than on their empirical work. Almost 
all of the other scholars on the list — including Bruce Bueno de Mesquita, Barry Buzan, 
Martha Finnemore, Samuel Huntington, Robert Jervis, Peter Katzenstein, Stephen 
Krasner, and Susan Strange — are figures who developed ideas that have shaped the 
research agenda in IR and in some cases influenced policy debates (Jordan et al., 2009: 
43, 45, 47).1 Several of these individuals have done substantial empirical work to support 
their theories, but their core theoretical ideas account for their stature.

Moreover, virtually all of the classic IR books are theory-laden works like Hans 
Morgenthau’s Politics among Nations, Kenneth Waltz’s Theory of International Politics, 
Thomas Schelling’s The Strategy of Conflict, Hedley Bull’s The Anarchical Society, 
Robert Keohane’s After Hegemony, and Alexander Wendt’s Social Theory of International 
Politics, among others. The same is true regarding articles, where the landscape is domi-
nated by well-known pieces like John Ruggie’s 1982 article on ‘embedded liberalism’ in 
International Organization, Michael Doyle’s 1983 piece on ‘Kant, Liberal Legacies and 
Foreign Affairs’ in Philosophy and Public Affairs, and James Fearon’s 1995 International 
Organization article on ‘Rationalist Explanations for War.’

Finally, a body of grand theories — or what are sometimes called the ‘isms’ — has 
long shaped the study of international politics. The most prominent among them are 
constructivism, liberalism, Marxism, and realism. A recent article by several authors of 
the Teaching, Research, and International Policy (TRIP) surveys nicely summarizes the 
influence of these families of theory: ‘US graduate seminars are littered with readings 
that advance and critique the various “isms” in IR theory…. Similarly, introductory IR 
courses and textbooks for undergraduates are often organized around these paradigms.’ 
They add: ‘The view of the field as organized largely by paradigm is replicated in the 
classroom…. Together, realism and liberalism still comprise more than 40% of introduc-
tory IR course content at US universities and colleges today, according to the people who 
teach those classes’ (Maliniak et al., 2011: 441, 444). In short, theory is paramount in the 
IR world.

Yet, paradoxically, the amount of serious attention IR scholars in the United States 
pay to theory is declining and seems likely to drop further in the years ahead. Specifically, 
the field is moving away from developing or carefully employing theories and instead 
emphasizing what we call simplistic hypothesis testing. Theory usually plays a minor 
role in this enterprise, with most of the effort devoted to collecting data and testing 
empirical hypotheses.2

This trend is reflected in the TRIP surveys. Although fewer than half of IR scholars 
primarily employ quantitative methods, ‘more articles published in the major journals 
employ quantitative methods than any other approach.’ Indeed, ‘the percentage of arti-
cles using quantitative methods is vastly disproportional to the actual number of scholars 
who identify statistical techniques as their primary methodology.’ Recent American 
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Political Science Association (APSA) job postings in IR reveal a strong preference for 
candidates with methodological expertise and hardly any job postings for theorists. The 
TRIP survey authors suggest that a ‘strong bias’ in favor of quantitative methods ‘may 
explain why junior scholars are increasingly trained to use statistics as their primary 
methodological approach’ (Maliniak et al., 2011: 439, 453).

The growing emphasis on methods at the expense of theory is especially pronounced 
in the subfield of international political economy (IPE). Surveying its history over the 
past four decades, Benjamin Cohen (2010: 887) notes that ‘the character of what gets 
published in leading journals in the United States … has changed dramatically.’ What 
now fills the pages of those journals is research that makes ‘use of the most rigorous and 
up-to-date statistical methodologies’ (also see Oatley, 2011; Weaver et al., 2009). 
Theoretical debates, which once occupied such a prominent role in the IPE literature, 
have diminished in importance.

Indeed, some senior IR scholars now rail against the field’s grand theories. In his 2010 
International Studies Association (ISA) presidential address, for example, David Lake 
described the ‘isms’ as ‘sects’ and ‘pathologies’ that divert attention away from ‘studying 
things that matter’ (Lake, 2011: 471). Thus, it is not surprising that ‘the percentage of 
non-paradigmatic research has steadily increased from 30% in 1980 to 50% in 2006’ 
(Maliniak et al., 2011: 439). Of course, one could advocate for middle-range theories 
while disparaging grand theories, and indeed Lake does just that. The field is not moving 
in that direction, however. Nor is it paying more attention to formal or mathematically 
oriented theories (Bennett et al., 2003: 373–374). Instead, it is paying less attention to 
theories of all kinds and moving toward simplistic hypothesis testing.

This trend represents the triumph of methods over theory. In recent decades, debates 
about how to study IR have focused primarily on the merits of qualitative versus quanti-
tative approaches or on the virtues of new methodological techniques. Although not 
without value, these disputes have diverted attention from the critical role that theory 
should play in guiding empirical analysis.3 This focus on methods rather than theory is 
not the result of a conscious, collective decision by IR scholars, but is instead an unin-
tended consequence of important structural features of the academic world.

The road to ruin

We believe downgrading theory and elevating hypothesis testing is a mistake. This is not 
to say that generating and testing hypotheses is unimportant. Done properly, it is one of 
the core activities of social science. Nevertheless, the creation and refinement of theory 
is the most important activity in this enterprise. This is especially true in IR, due to the 
inherent complexity and diversity of the international system and the problematic nature 
of much of the available data. Scholars do not have to invent their own theory, of course, 
or even refine an existing theory, although these endeavors are highly prized. It is neces-
sary, however, that social scientists have a solid grasp of theory and use it intelligently to 
guide their research.

Christopher Achen, a prominent methodologist, summarizes what happens when 
political scientists short-change theory in favor of what he calls ‘dreary hypothesis-test-
ing.’ ‘The present state of the field is troubling,’ he writes, ‘for all our hard work, we have 
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yet to give most of our new statistical procedures legitimate theoretical microfounda-
tions, and we have had difficulty with the real task of quantitative work — the discovery 
of reliable empirical generalizations’ (Achen, 2002: 424, 443; also Braumoeller and 
Sartori, 2004; Schrodt, 2006, 2010; Signorino, 1999).

Theory is invaluable for many reasons. Because the world is infinitely complex, we 
need mental maps to identify what is important in different domains of human activity. 
In particular, we need theories to identify the causal mechanisms that explain recurring 
behavior and how they relate to each other. Finally, well-crafted theories are essential for 
testing hypotheses properly; seemingly sophisticated tests that are not grounded in the-
ory are likely to produce flawed results.

Our bottom line: de-emphasizing theory and privileging hypothesis testing is not the 
best way to gain new knowledge about international politics. Both activities are impor-
tant to scholarly progress, but more attention should be devoted to theory development 
and hypothesis testing should be tied more closely to theory.

Caveats

This article does not compare the merits of qualitative versus quantitative methods, or 
argue that qualitative methods are better suited to studying IR. Rather, we argue that 
theory must play a central role in guiding the research process, regardless of how the 
theory is tested. We focus primarily on quantitative research because so much of the 
work in the field now uses this approach. But our arguments apply with equal force to 
qualitative research and there are numerous examples of qualitative scholarship that 
devote insufficient attention to theory. Our main concern, in short, is the relationship 
between theory and empirical work, not the relative merits of quantitative or qualitative 
approaches.

Nor do we make the case here for any particular IR theory. Although we both work in 
the realist tradition, we think many kinds of theory — including middle-range theory 
— can be useful for helping us understand how international politics works. In our view, 
a diverse theoretical ecosystem is preferable to an intellectual monoculture.

We recognize that the existing body of IR theory contains significant defects, and we 
are far from nostalgic about some by gone ‘Golden Age’ where brilliant theorists roamed 
the earth. There is much work to be done to clarify our existing stock of theories and 
develop better ones. Nonetheless, we believe progress in the field depends primarily on 
developing and using theory in sophisticated ways.

We have not read every recent article that tests hypotheses, of course; the current lit-
erature is too vast to permit such an exercise. We have read widely, however, and we 
asked experts who work in the hypothesis-testing tradition to direct us to the best works 
in this genre. We have also studied assessments of the field that have leveled criticisms 
similar to ours. The problems we identify are clearly no secret, and some efforts have 
been made to address them. Contemporary IR research continues to neglect theory, how-
ever, and this trend does not bode well for the future of the field.

Regarding epistemology, we focus on so-called positivist approaches to doing IR. 
Accordingly, we do not discuss critical theory, interpretivism, hermeneutics, and some 
versions of constructivism. This omission is due in part to space limitations, but also 
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because our focus is on IR in America, where positivism predominates. As the authors of 
the TRIP surveys note, ‘IR in the United States is overwhelmingly positivist’ (Maliniak 
et al., 2011: 439, 455). There is more epistemological variety outside the United States, 
especially in Europe, and less emphasis on simplistic hypothesis testing.

In sum: this article is not a cri de coeur by two grumpy realists who are opposed to 
hypothesis testing in general and quantitative analysis in particular. To make our position 
perfectly clear: we regard hypothesis testing as a core component of good social science. 
Our point is that this activity must be guided by a sophisticated knowledge of theory and 
that contemporary IR scholarship is neglecting this requirement.

Our argument is organized as follows. We begin by describing what theories are, why 
they are essential, and how they should be tested. We also explore the important distinc-
tion between scientific realism and instrumentalism, which distinguishes our approach 
from that of many other positivists. Then we describe simplistic hypothesis testing and 
the problems that arise from its cursory attention to theory.

Next we consider why IR is moving in this direction despite the significant problems 
this approach encourages. In this discussion, we explore how the growing emphasis on 
hypothesis testing makes IR scholarship less relevant for debates in the policy world. 
Finally, we offer some suggestions on how IR scholars might be encouraged to place 
more emphasis on theory. It will be difficult to reverse present trends, however, unless 
the field proves more open to revision than we suspect is the case.

Theory and social science

What is a theory?

Theories are simplified pictures of reality. They explain how the world works in particu-
lar domains. In William James’s famous phrase, the world around us is one of ‘blooming, 
buzzing confusion’: infinitely complex and difficult to comprehend. To make sense of it 
we need theories, which is to say we need to decide which factors matter most. This step 
requires us to leave many factors out because they are deemed less important for explain-
ing the phenomena under study. By necessity, theories make the world comprehensible 
by zeroing in on the most important factors.

Theories, in other words, are like maps. Both aim to simplify a complex reality so we 
can grasp it better. A highway map of the United States, for example, might include 
major cities, roads, rivers, mountains, and lakes. But it would leave out many less promi-
nent features, such as individual trees, buildings, or the rivets on the Golden Gate Bridge. 
Like a theory, a map is an abridged version of reality.

Unlike maps, however, theories provide a causal story. Specifically, a theory says that 
one or more factors can explain a particular phenomenon. Again, theories are built on 
simplifying assumptions about which factors matter the most for explaining how the 
world works. For example, realist theories generally hold that balance-of-power consid-
erations can account for the outbreak of great-power wars and that domestic politics has 
less explanatory power. Many liberal theories, by contrast, argue the opposite.

The component parts of a theory are sometimes referred to as concepts or variables. A 
theory says how these key concepts are defined, which involves making assumptions 
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about the key actors. Theories also identify how independent, intervening, and depend-
ent variables fit together, which enables us to infer testable hypotheses (i.e. how the 
concepts are expected to covary). Most importantly, a theory explains why a particular 
hypothesis should be true, by identifying the causal mechanisms that produce the 
expected outcome(s). Those mechanisms — that are often unobservable — are supposed 
to reflect what is actually happening in the real world.

Theories provide general explanations, which means they apply across space and 
time. Social science theories are not universal, however; they apply only to particular 
realms of activity or to specific time periods. The scope of a theory can also vary signifi-
cantly. Grand theories such as realism or liberalism purport to explain broad patterns of 
state behavior, while so-called middle-range theories focus on more narrowly defined 
phenomena like economic sanctions, coercion, and deterrence.

No social science theory explains every relevant case. There will always be a few 
cases that contradict even our best theories. The reason is simple: a factor omitted from 
a theory because it normally has little impact occasionally turns out to have significant 
influence in a particular instance. When this happens, the theory’s predictive power is 
reduced.

Theories vary enormously in their completeness and the care with which they are 
constructed. In a well-developed theory, the assumptions and key concepts are carefully 
defined, and clear and rigorous statements stipulate how those concepts relate to each 
other. The relevant causal mechanisms are well specified, as are the factors that are 
excluded from the theory. Well-developed theories are falsifiable and offer non-trivial 
explanations. Finally, such theories yield unambiguous predictions and specify their 
boundary conditions.

By contrast, casual or poorly developed theories, or what are sometimes called folk 
theories, are stated in a cursory way. Key concepts are not well defined and the relations 
between them — to include the causal mechanisms — are loosely specified. The domino 
theory, which was so influential during the Cold War, is a good example of a folk theory. 
In our view, much of the hypothesis testing that is done in IR today employs casual or 
incomplete theories.

Our conception of theory applies with equal force to formal theories, which employ 
the language of mathematics, and non-formal theories, which use ordinary language. 
Theories are ultimately acts of imagination and the language in which they are expressed 
— be it mathematical notation or words — matters less than whether the theory offers 
important insights into a particular realm of IR. The key criterion is whether the theory 
has explanatory power, not whether it is formal or non-formal.

On epistemology: Scientific realism versus instrumentalism

To make our views on theory crystal clear, some brief words about epistemology are in 
order. As some readers have probably recognized, our perspective is that of scientific 
realism.4 Theories, for us, comprise statements that accurately reflect how the world 
operates. They involve entities and processes that exist in the real world. Accordingly, 
the assumptions that underpin the theory must accurately reflect — or at least reasonably 
approximate — particular aspects of political life. Assumptions, we believe, can be 
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shown to be right or wrong and theories should rest on realistic assumptions. They are 
not ‘useful fictions’ that help generate interesting theories, as some social scientists 
claim. For scientific realists, a rational actor assumption makes sense only if the relevant 
agents in the real world behave strategically. Otherwise, the resulting theory will not 
have much explanatory power.

Furthermore, the causal story that underpins the theory must also reflect reality. In 
other words, the causal mechanisms that help produce the actual phenomenon being 
studied must operate in practice the way they are described in the theory. Of course, 
there will be unobservable as well as observable mechanisms at play in most theories. 
Just think about the importance of gravity, an unobservable mechanism that is central to 
our understanding of the universe. Or consider the role that insecurity plays in many 
international relations theories. We cannot measure insecurity directly, because it is a 
mental state we cannot observe. But scholars can often detect evidence of its presence 
in what leaders do and say. Scientific realists believe that those unobservables must 
accurately reflect reality for the theory to perform well. In short, not only must a theo-
ry’s predictions be confirmed by empirical observation, but the observed results must 
also occur for the right reasons, i.e. via the causal logics that flow from the theory’s 
realistic microfoundations.

The main alternative epistemology is instrumentalism. It maintains that a theory’s 
assumptions do not have to conform to reality. Indeed, Milton Friedman (1953) famously 
asserted that the less a theory’s assumptions reflect reality, the more powerful that theory 
is likely to be. In this view, assumptions are simply useful fictions that help generate 
theories. For example, instrumentalists do not care if actors are rational or not, so long as 
assuming rationality produces theories that generate accurate predictions. In other words, 
the utility of a theory’s assumptions is determined solely by whether its predictions are 
confirmed.

Instrumentalists dismiss the idea that theories contain causal mechanisms that reflect 
what is actually happening in the real world. Their perspective is largely driven by the 
belief that nothing is gained by focusing on unobservable mechanisms, which are often 
at the center of the causal process (Chakravartty, 2011: 4). For instrumentalists, science 
is all about measuring observables, which in turn encourages hypothesis testing.

Instrumentalists recognize that theories should contain clearly defined concepts and 
be logically consistent. They care about a theory’s causal logic insofar as they want to tell 
a coherent story. But they do not believe that the causal process depicted in a theory 
necessarily reflects reality.5 As Paul MacDonald (2003: 555) observes, ‘instrumentalists 
are simply treating theories as devices that generate hypotheses,’ where the value of the 
theory is determined solely by whether the hypotheses are confirmed.

We believe scientific realism is the more convincing epistemology. Instrumentalists 
ask us to believe that a theory can generate accurate predictions even if its assumptions 
and causal story are at odds with reality. As MacDonald (2003: 554) notes, ‘If a theoreti-
cal assumption is a fiction, it is unlikely to be empirically useful unless it generates 
hypotheses that are right for the wrong reasons.’ Or as Hilary Putnam famously says, 
unless it produces a ‘miracle’ (1975: 73). By definition, theories exclude a vast number 
of factors and employ simplifying assumptions about the relevant actors. But a good 
theory must still offer an accurate — albeit abstracted or simplified — portrayal of the 
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real world. Maps by necessity simplify reality, but a roadmap that placed Chicago east of 
Boston would not be useful. Theories will produce sound hypotheses and useful explana-
tions only if their components accurately reflect the real world.

How are theories tested?

There are three ways to evaluate a theory. The first is to inspect its logical soundness. 
Logical consistency is a prized quality in any theory, even though some valuable theories 
had logical flaws that were resolved over time.6

The second method is covariation, which is where hypothesis testing comes in. Given 
a theory that says A causes B, the objective is to examine the available evidence to deter-
mine whether A and B covary. Correlation is not causation, however, which means that 
it is necessary to show that A is causing B and not the other way around. It is also neces-
sary to show that some omitted factor C is not causing both A and B. To deal with these 
issues, researchers rely on various techniques of causal inference, which specify how to 
draw conclusions about cause and effect from the observed data. In essence, causal infer-
ence is correlational analysis, using careful research design and appropriate control vari-
ables to tease out the independent causal effects of A on B.7

The third way to test a theory is process tracing. Here the aim is to determine whether 
a theory’s causal mechanisms are actually operating in the real world in the manner it 
depicts.8 In other words, if a theory maintains that A leads to B for a particular reason, 
then it should be possible to collect evidence to determine whether that is true. For exam-
ple, some scholars maintain that democracies do not fight each other because they share 
a commitment to peaceful resolution of disputes; if so, there should be evidence that 
whenever two democracies were on the brink of war with each other, they refrained from 
fighting for that reason (Layne, 1994). In essence, process tracing focuses on examining 
the accuracy of the explanations that underpin a theory’s main predictions.

Process tracing is fundamentally different from the first method, which seeks to deter-
mine whether a theory is logically consistent. With process tracing, the aim is to examine 
the empirical performance of the theory’s explanatory logic. In that regard, it is similar 
to hypothesis testing, which is also concerned with assessing empirical performance.

All three methods are valid ways of assessing theories; in fact, they complement each 
other. In a perfect world, one would employ all of them, but that approach is not always 
practical. The methods a scholar uses depend on the nature of the puzzle, the availability 
of relevant evidence, and his or her own comparative advantage.

In contrast to our view, instrumentalists do not believe that process tracing is a useful 
way to test theories. For them, making sure a theory is logical and testing its predictions 
are the only valid ways to assess its worth. It is therefore unsurprising that scholars who 
rely on statistics to evaluate hypotheses often embrace an instrumentalist epistemology, 
for what matters is simply whether the independent and dependent variables covary as 
predicted.

As noted above, no social science theory is 100% accurate. But if a theory is tested 
against a large number of cases and can account for most of them, our confidence in it 
increases. If a theory makes one false prediction but others hold up well, we still regard 
it as useful. Also, a weak theory can sometimes become more useful because conditions 
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in the real world change. For example, the theory that economic interdependence dis-
courages war may be more valid today than it was in the past because globalization has 
made it more costly for major powers to fight each other (Brooks, 2007).

Finally, how we think about any theory is ultimately a function of how it compares 
with its competitors. If we know a theory is flawed but do not have a better one, it makes 
sense to stick with it despite its defects, because we cannot function without some sort of 
theory to guide us. A weak theory is better than no theory at all, and flawed theories often 
provide the point of departure for devising new and better ones.9

The virtues of theory

Theory is important for many reasons. First, theories provide overarching frameworks 
— the ‘big picture’ — of what is happening in myriad realms of activity. There is simply 
no way to understand an infinitely complex world just by collecting facts. Carl von 
Clausewitz (1976: 145, 577–578) saw this clearly: ‘Anyone who thought it necessary or 
even useful to begin the education of a future general with a knowledge of all the details 
has always been scoffed at as a ridiculous pedant.’ He goes on to say, ‘No activity of the 
human mind is possible without a certain stock of ideas.’ In other words, we need 
theories.

Theories, in short, provide economical explanations for a wide array of phenomena. 
They help us interpret what we observe and tie different hypotheses together, making 
them more than just a piecemeal collection of findings. This is why economists group 
theories into schools of thought such as Keynesianism, monetarism, rational expecta-
tions, behavioral economics, etc. IR scholars array their theories as ‘isms’ for much the 
same reason.

Although theory is necessary in every realm of life, the more complicated and diverse 
the realm, the more dependent we are on mental maps to help us navigate the terrain. IR 
should place a high value on theory, therefore, because it seeks to make sense of an espe-
cially large and complex universe. As David Lake (2011: 467) notes, ‘International stud-
ies deals with the largest and most complicated social system possible.’ This complexity, 
he points out, accounts in part for ‘the diverse range of research traditions’ in the field. 
Moreover, IR scholars cannot assume that findings obtained in one context will apply in 
a different one, unless they can invoke a theory that explains why seemingly diverse 
contexts are sufficiently similar. For these reasons, IR is more dependent on theory than 
other fields in political science or the social sciences more generally.

Second, powerful theories can revolutionize our thinking. They transform our under-
standing of important issues and explain puzzles that made little sense before the theory 
was available. Consider Charles Darwin’s impact on how people thought about the ori-
gins of the human species and countless other phenomena. Before Darwin published his 
seminal work on evolution, most people believed that God played the key role in creating 
humankind. Darwin’s theory undermined that view and caused many people to change 
their thinking about God, religion, and the nature of life itself.

On a lesser scale, consider the phenomenon of free-riding, which plagues many types 
of collective action. This seemingly puzzling form of behavior was clarified when 
Mancur Olson (1965) and others explained why free-riding is perfectly rational in many 
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circumstances. This new knowledge also alters subsequent behavior, for once people 
understand Olson’s logic, their incentive to free-ride increases. A handful of separate and 
well-verified hypotheses would have had far less impact than a simple and powerful 
theory like Darwin’s or Olson’s.

Third, theory enables prediction, which is essential for the conduct of our daily lives, 
for policymaking, and for advancing social science. Each of us is constantly making 
decisions with future consequences and trying to determine the best strategy for achiev-
ing desired goals. Simply put, we are trying to predict the future. But because many 
aspects of the future are unknown, we must rely on theories to predict what is likely to 
happen if we choose one strategy over another.

Fourth, as should be clear from the previous discussion, theory is essential for diag-
nosing policy problems and making policy decisions. Government officials often claim 
that theory is an academic concern and irrelevant for policymaking, but this view is 
mistaken. In fact, policymakers have to rely on theory because they are trying to shape 
the future, which means that they are making decisions they hope will lead to some 
desired outcome. In short, they are interested in cause and effect, which is what theory is 
all about. Policymakers cannot make decisions without at least some vague theory to tell 
them what results to expect. As Robert Dahl notes: ‘To be concerned with policy is to 
focus on the attempt to produce intended effects. Hence policy-thinking is and must be 
causality-thinking.’10

Fifth, theory is crucial for effective policy evaluation (Chen, 1990). A good theory 
identifies indicators we can use to determine whether a particular initiative is working, 
because criteria for evaluation are embedded within it. For example, if one’s theory of 
counterinsurgency suggests that the key to victory is killing large numbers of insurgents, 
body counts are an obvious benchmark for assessing progress. But if one’s theory of vic-
tory identifies winning hearts and minds as the key to success, then reliable public opin-
ion polls would be a better indicator. In short, effective policy evaluation depends on 
good theory.

Sixth, our stock of theories informs retrodiction: theory enables us to look at the past 
in different ways and better understand our history (Trachtenberg, 2006: ch. 2). For 
example, the democratic peace hypothesis was barely recognized before the early 1980s, 
but scholars have subsequently used it to account for periods of peace reaching far back 
into the past (Doyle, 1983; Weart, 1998). Similarly, the ‘cult of the offensive’ interpreta-
tion of the origins of World War I (Lynn-Jones, 1995; Van Evera, 1984) did not exist 
before the creation of offense-defense theory in the mid-1970s. Of course, we can also 
test a new theory by asking what the historical record should show if it is correct. Lastly, 
new theories by definition provide alternative ways of explaining past events, and thus 
provide tools for critiquing existing historical accounts.

Seventh, theory is especially helpful when facts are sparse. In the absence of reliable 
information, we have little choice but to rely on theory to guide our analysis. As Jack 
Snyder (1984/1985) noted during the Cold War, the dearth of reliable facts about the 
Soviet Union made it necessary to rely on theory to understand what was going on inside 
that closed society. There is always the danger, however, that one might apply a familiar 
theory to a situation for which it is not applicable. Yet, when reliable information is at a 
premium, we are forced to rely more heavily on theory.
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Theory can be particularly valuable for understanding novel situations, where we 
have few historical precedents to guide our thinking. For example, the invention of 
nuclear weapons in 1945 created a new set of strategic problems that led to the invention 
of deterrence theory and other related ideas (Kaplan, 1983: ch. 6; Wohlstetter, 1959). 
Similarly, novel environmental challenges helped inspire Elinor Ostrom’s Nobel Prize-
winning work on managing natural resources more effectively (Ostrom, 1990). Lastly, 
the advent of unipolarity requires us to devise new theories to explain how this new 
configuration of power will affect world politics (Ikenberry et al., 2011; Monteiro, 
2011/2012; Wohlforth, 1999).

Eighth, as discussed at greater length below, theory is critical for conducting valid 
empirical tests. Hypothesis testing depends on having a well-developed theory; other-
wise, any tests we perform are likely to be of limited value. In particular, our stock of 
theories can suggest causal factors that scholars might not have recognized and thus 
omitted from their analysis. Furthermore, theories are essential for defining key con-
cepts, operationalizing them, and constructing suitable data sets. One must have a clear 
understanding of the theory being tested in order to know whether the things being meas-
ured or counted accurately reflect the concepts of interest.11

In sum, social science consists of developing and testing theory. Both activities are 
essential to the enterprise. There are two possible dangers, therefore: (1) theorizing that 
pays too little attention to testing; and (2) empirical tests that pay too little attention to 
theory. Because any discipline must perform both activities, the key issue is finding the 
optimal balance between them. As we will now show, the balance in IR has shifted away 
from theory and toward simplistic hypothesis testing, to the detriment of the field.

What is simplistic hypothesis testing?

At the risk of caricature, simplistic hypothesis testing begins by choosing a particular 
phenomenon (the dependent variable), which is often a familiar topic like war, alliance 
behavior, international cooperation, human rights performance, etc. The next step is to 
identify one or more independent variables that might account for significant variation in 
the dependent variable. These independent variables can be identified from the existing 
literature or by inventing a new hypothesis. Each of these hypotheses thus highlights a 
different possible cause of the phenomenon under study.

The researcher(s) then selects data sets containing measures of the independent and 
dependent variables, along with whatever control variables are thought to be important 
for making valid causal inferences. If appropriate data sets do not exist, new ones must 
be compiled. Finally, the hypotheses are tested against each other, usually with some 
type of regression model, using various statistical techniques to deal with endogeneity, 
collinearity, omitted variables, or other sources of bias.

The ultimate aim of this approach is measuring the covariation between the different 
independent variables and the dependent variable, to determine which independent vari-
ables have the greatest causal impact.12 Large-N quantitative analysis is usually the pre-
ferred approach, based on the belief that it is the most reliable way of measuring causal 
influence (King et al., 1994). The desired result is one or more well-verified hypotheses, 
which become part of a growing body of knowledge about international behavior.
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What role does theory play?

For the most part, contemporary hypothesis testers are not engaged in pure induction, 
mindlessly churning data in search of interesting correlations. Nonetheless, theory plays 
a modest role in much of this work. Although the hypotheses being tested are sometimes 
drawn from the existing literature, relatively little attention is paid to explaining how or 
why a particular independent variable might cause the dependent variable. In other 
words, little intellectual effort is devoted to applying existing theory carefully; i.e. to 
identifying the microfoundations and causal logics that underpin the different hypothe-
ses. Nor is much effort devoted to determining how different hypotheses relate to one 
another or to refining the theory itself.

Instead, the emphasis is on testing the hypotheses themselves. Once a scholar can 
offer a plausible story for why A might have some effect on B, the next step is to collect 
data and see if a statistically significant relationship can be found. Scholarship proceeds 
on the assumption that truth lies in the data, and what matters most is empirical verifica-
tion. As James Johnson (2010: 282) observes, supporters of this approach ‘have rein-
forced a nearly exclusive, but unjustifiable, focus on empirical performance as the chief, 
perhaps exclusive, criterion of assessment in social and political inquiry.’

It is worth noting that this approach leads toward de facto instrumentalism. Some 
hypothesis testers acknowledge the importance of causal mechanisms, but their approach 
does not seek to specify the mechanisms linking independent and dependent variables 
and devotes virtually no attention to exploring them directly. Their focus, to repeat, is on 
measuring covariation. Figuring out why an observed association obtains — which is the 
purpose of theory — gets left behind.

To reiterate: theory plays a background role in contemporary hypothesis testing, in the 
sense that the hypotheses are often loosely based on prior theoretical work and usually 
have a certain a priori plausibility. But the emphasis is on testing rival hypotheses with 
the latest statistical techniques. The balance between theory creation and refinement, on 
the one hand, and empirical verification, on the other, heavily favors the latter. Nor does 
theory play a major role in guiding the hypothesis-testing process.

What problems arise from inadequate attention to theory?

Privileging hypothesis testing might make sense if it produced lots of useful knowledge 
about international relations. This does not appear to be the case, however, even though 
the number of scholars and publications using this approach has increased significantly. 
As Achen (2002: 424) notes in a broad critique of methodological practice in political 
science, ‘Even at the most quantitative end of the profession, much contemporary empir-
ical work has little long-term scientific value.’ Or, as Beck et al. (2000: 21) point out, 
‘Despite immense data collections, prestigious journals, and sophisticated analyses, 
empirical findings in the quantitative literature on international conflict are frequently 
unsatisfying …. Instead of uncovering new, durable, systematic patterns … students of 
international conflict are left wrestling with their data to eke out something they can label 
a finding.’ The lack of progress is unsurprising because simplistic hypothesis testing is 
inherently flawed.
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Misspecified models. Models used to test hypotheses are statistical representations of 
some proposed theory. Accordingly, even a sophisticated hypothesis test will not tell us 
much if the model does not conform to the relevant theory. In order to conduct valid tests, 
therefore, we need to understand how the variables in the theory fit together and the 
hypothesis tests must be designed with the theory’s assumptions and structure in mind.

Consider the issue of omitted variables. If an important variable is omitted from a 
regression model, the other coefficients in the model will be biased. This problem is 
commonly treated as a methodological issue, but it is actually a theoretical matter. 
Specifically, to argue that a key variable has been omitted is another way of saying that 
the underlying theory on which the hypothesis tests are based is incomplete. Like all 
forms of specification error, the problem is that the statistical model being used to test the 
hypothesis does not conform to the actual causal relations among the key variables. In 
such circumstances, large regression coefficients and small standard errors are no guar-
antee of validity.13

The same principle applies to the familiar issue of selection bias. This problem is also 
commonly treated as a methodological issue, but it occurs because some underlying 
causal mechanism is affecting the observed data in ways that have not been taken into 
account by the researcher, thereby biasing estimates of causal impact.

To see this clearly, consider James Fearon’s critique of Paul Huth and Bruce Russett’s 
analyses of extended deterrence.14 Huth and Russett test a number of hypotheses about 
the factors that make deterrence more effective, focusing on the balance of power and the 
balance of interests. Like much of the published work in the hypothesis-testing tradition, 
their results vary depending on the specific model being estimated. For example, in some 
of their models the impact of nuclear weapons is not statistically significant; in others, 
possessing nuclear weapons has a positive effect. Huth and Russett find that a favorable 
balance of forces makes deterrent success more likely, while Huth’s more recent work 
found that the balance of interests did not have much effect on deterrent success (Huth, 
1988).

Fearon uses a simple bargaining model to show how states take balances of power and 
interests into account before entering a crisis, and proceed only when they are reasonably 
confident of success. In other words, states select themselves into crises, thereby creating 
the historical record that is being used to test different hypotheses. These selection effects 
must be taken into account when estimating the impact of these factors on the success or 
failure of deterrence.

Fearon uses this insight to reinterpret Huth and Russett’s data and gets different and 
more consistent results. The point is that Fearon’s underlying theory — his picture of 
how states interact and how the different elements of deterrence are connected — differs 
from the theory employed by Huth and Russett. It is this theoretical revision that leads to 
more convincing empirical findings. As Fearon notes: ‘both the construction of data sets 
and the interpretation of empirical findings tend to be strongly shaped by the implicit or 
explicit theoretical apparatus employed by the analyst’ (1994: 266).

Even when selection bias is not an issue and we have identified the relevant independ-
ent variables, we still need theory to tell us how they are related. To take a simple exam-
ple, if X causes Y via an intervening variable Z, and we insert Z into the regression 
equation as a control variable, the estimated causal relationship between X and Y will 
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decrease or disappear. This might lead us to erroneously conclude that X had no effect on 
Y. Indeed, simply inserting control variables into a statistical model can be problematic 
if it is done because one suspects that they have some impact on the dependent variable 
but there is no concrete theoretical basis for this belief. Without good theory, in short, we 
cannot construct good models or interpret statistical findings correctly.15

Moreover, understanding how the variables fit together is essential for selecting 
appropriate statistical procedures. In other words, you need to know a lot about the 
underlying theory to know what kind of statistical model to use. Yet as Braumoeller and 
Sartori (2004: 133, 144–145) point out, many IR scholars do not pay much attention to 
this issue. In their words, ‘Empirical researchers often spend too much effort calculating 
correlations with little or no attention to theory … [and] often impose a statistical model 
on the theory instead of crafting a model to test the theory.’ In particular, the linear 
regression model that is commonly used to test hypotheses yields incorrect results when 
the relationship among the key variables is non-linear, conjunctural, or reciprocal.

For example, if the relationship between democratization and war is curvilinear 
(Mansfield and Snyder, 2007), testing this hypothesis with a linear model is likely to yield 
biased results. As Philip Schrodt (2006: 337) warns, ‘for many data sets commonly encoun-
tered in political research, linear models are not just bad, they are really, really bad.’

Or as Achen (2005: 336) observes:

Garbage-can lists of variables entered linearly into regression, probit, logit and other statistical 
models have no explanatory power without further argument. Just dropping variables into 
SPSS, STATA, S or R programs accomplishes nothing, no matter how high-powered or novel 
the estimators. In the absence of careful supporting argument, the results belong in the statistical 
rubbish bin.

Misleading measures. Valid hypothesis tests depend on having measures that correspond 
to the underlying concepts being studied. This requires careful attention to theory, to 
ensure that key concepts are defined precisely and the indicators used to measure them 
reflect the concepts as well as the causal relations depicted in the theory.

Unfortunately, contemporary IR scholarship faces challenging measurement issues, 
due in part to inadequate attention to theory. For example, Alexander Downes and Todd 
Sechser (2012) show that hypothesis tests that appear to confirm the impact of audience 
costs had measured several key concepts in ways that did not correspond to the logic of 
the theory. According to audience costs theory, democratic states in a crisis make more 
credible threats than authoritarian regimes do, because democratic leaders know they 
will pay a political price if they back down in public. This concern makes them less 
likely to bluff, so any threats they make should be taken more seriously and be more 
effective than threats made by autocrats.

Given the theory’s logic, testing it properly requires comparing the effectiveness of 
explicit public threats issued by key officials in democratic and authoritarian regimes. 
Measures of the dependent variable must also identify the outcome of each confrontation 
and whether the target(s) of a given threat complied with it or not. Unfortunately, the data 
sets previously used to test the theory — the well-known Militarized Interstate Dispute 
(MID) and International Crisis Behavior (ICB) data sets — do not meet either criterion. 
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In particular, they: (1) include many crises where no explicit threats were made; (2) 
include threatening actions unauthorized by national leaders; and (3) code crisis out-
comes in ways that do not identify whether the threats were successful or not. When 
more appropriate data are employed, audience costs do not appear to give democratic 
leaders any bargaining advantage.

Dan Reiter and Allan Stam’s (2002) Democracies at War offers another example of 
a sophisticated study that nonetheless contains questionable measures of key concepts. 
They argue that democracies perform better in war in part because they have a ‘liberal 
political culture’ that encourages individualism, which in turn produces soldiers who 
exhibit greater initiative in battle. Their empirical analysis appears to support this 
claim, but the measures they employ to test this idea do not capture the theory’s core 
concepts.

As Risa Brooks (2003) points out, Reiter and Stam measure ‘liberal political culture’ 
using regime-type scores from the POLITY III data set. Yet this data set does not contain 
any direct measure of political culture, let alone liberalism. Rather, it codes a state’s level 
of democracy by measuring electoral competitiveness and other institutional features. 
Because states can be formally democratic but not liberal, a high score on the POLITY 
III index is at best loosely related to the concept — ‘liberal political culture’ — that sup-
posedly determines military performance. To make matters worse, Reiter and Stam 
measure ‘initiative’ by using a data set that appears to code which commander(s) launched 
the first attack in a given battle. This indicator, however, would not measure the initiative 
displayed by small units or individual soldiers, which is the variable on which their argu-
ment depends.

To be fair, these measurement issues are partly due to the conceptual complexity of 
international politics itself. IR scholars do not have straightforward ways to measure 
many key concepts or even general agreement on how these concepts should be defined. 
For example, there is no consensus on how national power should be conceptualized or 
what the best measure for it might be. Similar problems arise with concepts such as 
polarity, coercion, or international cooperation. Because rigorous tests using vague con-
cepts will not take us very far, the IR field should place as much value on refining con-
cepts and figuring out how to measure them as it places on hypothesis testing itself. Once 
again, we see the inescapable need for theory.

Poor data. Privileging hypothesis testing is also unwise given the low quality of much of 
the data in IR and the importance much of the field assigns to phenomena that are rare or 
have never occurred. In a perfect world, we would test hypotheses with an abundance of 
highly reliable data. But in contrast to a field like voting behavior where reliable data are 
plentiful, data in much of IR are poor. Consider, for example, that contemporary esti-
mates of excess civilian deaths resulting from the 2003 US invasion of Iraq range from 
under 100,000 to roughly 1.2 million, even though this conflict received enormous atten-
tion (Tapp et al., 2008). If the Iraq war is subject to such uncertainty, can we trust the 
standard IR data sets, especially when dealing with the distant past? In fact, despite a 
great deal of serious scholarly effort, existing data sets on relative power, terrorism, 
human rights performance, and a host of other topics are still of questionable 
reliability.16
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To make matters worse, much of the raw data that go into standard IR data sets are 
generated by different agencies in different countries and in many cases are not directly 
comparable. Even a seemingly straightforward measure such as defense spending cannot 
be directly compared across countries, because each state includes different items under 
that heading and calculates the figure differently (Van Evera, 2009). IR scholars are 
aware of these problems and have worked to address them, but impressive limits to the 
available data remain.

These data problems can lead to questionable research practices. As discussed above, 
scholars lacking good data for a key variable may end up using whatever indicators are 
readily available, even if they do not capture the relevant concepts. Moreover, if scholars 
follow the frequent admonition to maximize observations, they may include cases for 
which the data are poor instead of analyzing a smaller number of cases where the data are 
more reliable.17

Lastly, hypothesis testing in IR is constrained when dealing with phenomena where 
the universe of cases is small or even non-existent, as in the case of social revolution or 
nuclear war. Standard statistical methods will not work in these situations (Beck et al., 
2000), forcing scholars to rely on theory, qualitative methods, or other techniques for 
studying rare events (King and Zeng, 2001). Trying to solve this problem by simply 
increasing the number of observations, warn Henry Brady and David Collier, ‘may push 
scholars to compare cases that are not analytically equivalent’ (2004: 11; also see Sartori, 
1970).

As we have said repeatedly, testing hypotheses is a necessary part of social science. 
As a practical matter, however, the data limitations inherent in the IR field suggest that 
simplistic hypothesis testing will not yield as much progress as its practitioners believe. 
Instead, researchers must use theory to inform and guide the testing process.

Absence of explanation. As the well-known example of the democratic peace hypothesis 
illustrates, even well-confirmed empirical regularities do not provide an explanation for 
why they occur. A robust correlation still leaves us puzzled if we do not know why it 
happens and we tend to be skeptical of such findings until a convincing explanation — in 
other words, a theory — is given.18

Overemphasizing hypothesis testing also runs the risk of generating an ever-increasing 
body of empirical findings without identifying how they relate to each other. If one tests 
several hypotheses incorporating different independent variables and finds support for 
some but not others, the empirical results alone do not tell us why this is so. As David 
Dessler (1991: 340–341) notes, ‘if theoretical integration implies a “tying together” of 
research findings, and not just a simple side-by-side listing of them … the heterogeneity 
of the independent variables is an obstacle to integration insofar as we lack a rationale for 
situating these quite different factors in relation to one another.’

For example, Reiter and Stam’s Democracies at War tests a number of competing 
hypotheses about wartime performance, but, as Brooks (2003: 165) observes, it

never offers a deductive argument for why some factors should be more powerful explanations 
than others.… Instead, Reiter and Stam test a diverse array of hypotheses … find empirical 
support for three, and then offer these findings as an explanation of democratic victory. 
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Consequently, the argument about why democracy is such a sui generis phenomenon reads like 
a cumulation of disparate hypotheses. There is no true analytical engine driving the testing 
machine.

The recent literature on ‘foreign imposed regime change’ (FIRC) offers another 
example of this problem.19 These works generally seek to determine whether FIRCs lead 
to positive outcomes (e.g. democracy, reduced danger of civil war, improved human 
rights performance, etc.). In some ways this literature is exemplary social science, espe-
cially given the difficulty of estimating the causal impact of a specific policy instrument 
such as military intervention on subsequent political and economic conditions.20

The best works in this genre have generated useful empirical generalizations, such as 
the finding that ousting a foreign government increases the risk of civil war, especially in 
poor or divided societies. But we still lack an overarching explanation of these findings. 
Thus, even in those fortunate circumstances where concepts are clear and the available 
data are good, a collection of confirmed hypotheses cannot by itself provide us with a 
coherent, integrated account of the phenomena in question. What is missing is both a 
compelling explanation for each individual hypothesis and a broader story about how 
they fit together.

Lack of cumulation. Advocates of hypothesis testing believe that this approach will pro-
duce a growing body of well-confirmed empirical findings and lead to a more rapid 
accumulation of knowledge about international affairs. The anticipated advance is not 
occurring, however, for several interrelated reasons.

For starters, the data on which many of these studies are based are imperfect, as previ-
ously discussed. Equally important, scholarship in the hypothesis-testing tradition often 
produces incompatible or non-comparable results because researchers examine the same 
issues using different data sets, focus on different time periods, define key terms in dif-
ferent ways, or employ different analytical techniques. As Beck et al. (2000: 21) note:

statistical results appear to change from article to article and specification to specification. Any 
relationships usually are statistically weak, with wide confidence intervals, and they vary 
considerably with small changes in specification, index construction, and choice of data frame.

Unless a serious effort is made to reconcile these diverse studies and bring them into 
a common framework — which is the task of theory — there is little chance that knowl-
edge will accumulate. If several published articles on a given topic all contain statisti-
cally significant but substantively different results and there is no theory to guide us, how 
do we decide which one to believe?

For example, in a generally positive review of the literature on interstate rivalries, 
John Vasquez and Christopher Leskiw (2001: 296–297) note that ‘differences in opera-
tionalization led to different lists of [enduring] rivalries,’ with different researchers 
being ‘highly skeptical’ of the definitions and lists used by others. As their essay makes 
clear, the definitional and methodological differences between competing studies led to 
an expanding set of empirical findings but did not produce a broader synthesis or a 
general explanation of the various positive and negative results. Instead, we get 
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generalizations of the following sort: ‘Dyads that contend in territorial disputes have a 
greater probability of going to war than is expected by chance,’ or ‘[Enduring] rivals 
have a greater probability of going to war than other dyads’ (Vasquez and Leskiw, 2001: 
308–309). But we still have little idea why.

The voluminous literature on ethnic and civil wars exhibits a similar lack of cumula-
tion and for the same reasons. A recent survey of three decades of research found that 
prominent empirical studies often yield sharply different results, because they ‘attach 
different interpretations to key variables,’ ‘differ in how they code civil wars,’ rely on 
‘somewhat ad hoc empirical models,’ and employ different explanatory variables, many 
of which are ‘plausibly endogenous, biasing other estimates in unknown directions.’ The 
authors conclude: ‘ultimately, empirical work should aim to distinguish which of the 
competing theoretical mechanisms best explain the incidence, conduct, and nature of 
civil war, but this goal is still far from being realized’ (Blattman and Miguel, 2010: 
22–23).21

These examples suggest that simplistic hypothesis testing will not produce the cumu-
lative progress its advocates expect. Indeed, these practices can even lead the same 
author to make contrasting claims in different articles, without providing an explanation 
for the different results.

For example, Jason Lyall (2009) finds that ‘indiscriminate’ violence by the Russian 
military reduced insurgent attacks in Chechnya. A second article found that counter-
insurgent sweeps by local Chechen forces were more effective than sweeps conducted by 
Russian or mixed Russian–Chechen units, mainly because purely Chechen forces dealt 
with the local population in a more discriminating fashion (Lyall, 2010). Thus, in the first 
article, indiscriminate violence is the key to defeating Chechen insurgents, but in the 
second article, discriminate tactics are judged more effective.

Lyall and a co-author have published a third article arguing that reliance on more 
mechanized armies is ‘associated with an increased probability of state defeat’ in counter-
insurgency campaigns (Lyall and Wilson, 2009: 67). This finding appears to be at odds 
with the claims in the first article, however, because the Russian army was highly mecha-
nized and the indiscriminate tactics that supposedly worked in Chechnya consisted pri-
marily of massive artillery bombardments. Each of these three studies may be defensible 
on its own and one can think of ways to reconcile the results, but together they create 
another puzzle to be explained rather than cumulative progress.

Last but not least, the belief that hypothesis testing alone will yield cumulative knowl-
edge and useful predictions rests on the ancillary assumptions that the future will be 
more-or-less identical to the past and that results obtained in one context apply in other 
circumstances. In other words, we must assume that empirical generalizations uncovered 
by analyzing past data will be valid across space and time. This may be true in many 
instances, but we need theory to tell us when this is so. Because theories identify the 
causal connections between key variables as well as their boundary conditions, they 
explain when an observed relationship will persist, when a previously reliable generali-
zation might weaken, and when a formerly weak association might become stronger.

To repeat: hypothesis testing is essential to social science and statistical analysis is a 
powerful tool when carried out properly. Furthermore, qualitative research can also suf-
fer from poor data quality, selection bias, vague conceptualizations, lack of cumulation, 
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and other problems.22 In short, our argument is not about privileging one set of methods 
over another. Rather, our argument is that the tendency for IR scholars to focus on meth-
ods and neglect theory is a step in the wrong direction. Thus far, this trend has not pro-
duced a large body of cumulative knowledge or a broad and enduring understanding of 
important international phenomena. Nor is it likely to in the future.

Why is IR headed in this direction?

Simplistic hypothesis testing may be more widespread today for reasons that are intel-
lectually defensible, but its popularity has more to do with the professional incentives 
that academics now face.

To begin with, some might argue that there is not much new to say theoretically, espe-
cially at the level of grand theory. If theory development has reached the point of dimin-
ishing returns, then testing existing theories more carefully will yield greater insights. 
Until the next theoretical breakthrough, IR scholars should focus on exploring familiar 
puzzles with tried-and-true research approaches. In practice, this means testing hypoth-
eses and devoting greater attention to middle-range theory.

This argument has some merit, as there is a substantial inventory of IR theories repre-
senting a wide range of perspectives. This fact does not justify the shift toward hypoth-
esis testing, however, and especially the casual approach to theory that characterizes 
much of this work. As noted, simplistic hypothesis testing is not producing lots of cumu-
lative knowledge. Furthermore, even if scholars are not trying to invent new theories or 
refine existing ones, their efforts to test hypotheses should be guided by a sophisticated 
understanding of theory, for reasons already discussed.

Moreover, one cannot be sure that a new grand theory or a powerful middle-range 
theory will not be created, especially given the emergence of new political conditions 
(e.g. unipolarity, globalization, etc.) that we want to understand. Nor should we forget 
that the existing body of grand theory still needs refinement, as the recurring debates 
among and within the isms illustrate. Many of the subjects covered by middle-range 
theory also remain poorly conceptualized, despite extensive efforts to test hypotheses 
relating to these topics.

Second, simplistic hypothesis testing may be more popular today because the availa-
bility of data and modern computer technology makes it easier to do. These develop-
ments may partly explain why the shift is occurring, but they do not justify it. We do have 
more software and more data at our fingertips, but much of the data we have are not very 
good despite impressive efforts to improve them.

We are agnostic about whether IR scholars will one day be able to use ‘big data’ 
sources and powerful data-mining techniques (such as those employed by companies 
like Google) to produce new and important insights. But even if these techniques eventu-
ally allow for more reliable predictions in some areas, they will do so by uncovering 
empirical patterns that need to be explained. Even when data are plentiful, theory is not 
easily dispensed with.

Third, the shift away from theory may reflect the impact of Gary King, Robert 
Keohane, and Sidney Verba’s (1994) book Designing Social Inquiry, which has been 
described as the ‘canonical text of the orthodox camp of political methodology’ (Schrodt, 
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2006: 335; see also Brady and Collier, 2004: 5; Yang, 2003). The book has been a staple 
of graduate-level methods courses because it offers an accessible template for doing 
social science. That template, notes Tim McKeown (1999: 162, 166), is based on ‘the 
statistical worldview.’ Moreover, Designing Social Inquiry fits squarely in the instru-
mentalist tradition: it ‘privilege[s] observation and generalization at the expense of the-
ory and explanation’ (Johnson, 2006: 246). Insofar as this book became the ur text for 
how to do social science, it is not surprising that simplistic hypothesis testing also became 
more widespread.

Fourth, it is possible that this trend reflects the impact of the long debate on the demo-
cratic peace. It began with the empirical observation that ‘democracies do not fight each 
other’ (Doyle, 1983), and a cottage industry of subsequent large-N studies generally 
confirmed this claim. Yet there is still no convincing theory to account for this finding. 
Even without theory, it seemed, we could still learn new things about IR. Unfortunately, 
this literature may be a poor model for the field as a whole, because relationships as 
robust as the democratic peace are rare and searching for new ones at the expense of 
theory is likely to be counter productive (Reese, 2012).

Fifth, the expansion of PhD programs in IR encourages the shift toward hypothesis 
testing. It is hard for any graduate program to produce top-notch theorists because theo-
retical fertility depends primarily on individual creativity and imagination. No one 
knows how to teach people to be creative, however, and no one has yet identified a pro-
gram of study that would enable a department to crank out brilliant theorists en masse.23 
By contrast, almost anyone with modest mathematical abilities can be taught the basic 
techniques of hypothesis testing and produce competent research. Similarly, teaching 
students about research design, process-tracing, and historical interpretation can help 
them do better qualitative research, but it will not turn someone lacking imagination into 
an accomplished theorist.

Moreover, because graduate programs are reducing the time students take to complete 
their degrees, teaching a set of tools that enable them to produce a competent thesis 
quickly has become the norm. Developing or refining theory is more time-consuming 
and riskier as it requires deeper immersion in the subject matter and the necessary flash 
of inspiration may never occur. Once a graduate program is committed to getting lots of 
PhD students out the door on schedule, it has a powerful incentive to emphasize simplis-
tic hypothesis testing. In addition, piling on more and more methods courses (whether 
quantitative or qualitative) while compressing the time to degree inevitably crowds out 
courses on theory and on the substance of IR, leaving students ill-equipped to think in 
creative and fruitful ways about the field’s core issues.

Sixth, privileging hypothesis testing creates more demand for empirical work and 
thus for additional researchers. As hypothesis testing becomes ascendant, the field will 
generate more and more studies without resolving much. Confirming the work of other 
researchers garners little attention or prestige, so scholars naturally focus their efforts 
on producing novel findings and challenging prior work. Generating novel results is 
easy, however, when the relevant variables are defined in different ways, data quality is 
poor, and the hypotheses being tested are loosely tied to theory. As discussed above, 
these problems typify much of the hypothesis testing that takes place in IR. Under these 
conditions, regression coefficients ‘can bounce around like a box of gerbils on 
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methamphetamines. This is great for generating large bodies of statistical literature … 
but not so great at ever coming to a conclusion’ (Schrodt, 2006: 337). Because research 
rarely cumulates, there will always be new studies to perform, thereby generating a self-
perpetuating demand for scholars to perform them. The more hypothesis testers we 
produce, it seems, the more hypothesis testers we need.

Lastly, the appeal of simplistic hypothesis testing reflects the professionalization of 
academia. Like other professions, academic disciplines strive to safeguard their auton-
omy and maximize the prestige and material benefits accruing to their members. One 
way to do this is to convince outsiders that the profession has specialized expertise. Thus, 
professions have powerful incentives to employ esoteric terminology and arcane tech-
niques that make it difficult to evaluate what its members are saying. This tendency is 
apparent in the hypothesis-testing literature, as even a cursory reading of IR journals 
reveals.

Over time, professions also tend to adopt simple and impersonal ways to evaluate 
members. In the academy, this tendency leads to heavy reliance on ‘objective’ criteria 
— such as citation counts — in hiring and promotion decisions. In some cases, depart-
ment members and university administrators might think that they do not have to read a 
scholar’s work and form an independent opinion of its quality. Instead, they can simply 
calculate the individual’s ‘h-index’ (Hirsch, 2005) and make personnel decisions on that 
basis.24

These tendencies encourage scholars to move away from theory and toward hypoth-
esis testing. Such works often employ statistical techniques that require a significant 
investment of time to master. Those who lack such training cannot easily criticize these 
works, and some members of a department may not be able to tell if a colleague’s 
research is truly significant. They will have to rely on appraisals from scholars who do 
the same kind of work or on some other measure of merit. When you do not understand 
someone’s work but you still have to judge it, you will be tempted to ask ‘How many 
articles has she published?’ or ‘How many other people cite his work?’ In this way, reli-
ance on esoteric terminology and arcane techniques inhibits others from directly evaluat-
ing scholarly merit.

Obviously, the more universities rely on ‘objective’ measures to evaluate scholars, the 
greater the incentive to adopt a research strategy that maximizes the number of publica-
tions one can produce quickly. These incentives are apparent to today’s hyper-
professionalized graduate students, who worry that getting a job requires them to publish 
as soon and often as possible. They are understandably drawn to simplistic hypothesis 
testing, which allows them to take a data set and start cranking out articles, either by 
varying the research questions slightly, employing a series of different models, or using 
new estimation techniques.25

These same incentives encourage scholars to tread well-worn research paths, making 
it more likely that lots of other people will read and cite their work. Unfortunately, such 
herd-like behavior reinforces scholarly fads and discourages bolder and more original 
work (Jervis, 1976). As Vinod Aggarwal (2010: 895) notes:

Simply put, quantitative research using data sets that address narrow issues provides a risk-
averse … path to tenure. MPUs (minimum publishable units) rule the day. Why risk conceptual 
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or ontological innovation that might not be well received, when plodding along with marginal 
contributions will raise one’s point count? The result is worship at the Social Science Citation 
Index altar … that does little to foster innovation and creativity.

The rise of simplistic hypothesis testing and the declining interest in theory has also 
increased the gulf between academia and the policy world. As discussed above, theory is 
essential for understanding a complex reality, for formulating policy responses, and for 
policy evaluation. For example, how one thinks about dealing with a rising China 
depends first and foremost on one’s broad perspective on world politics. Realist theories 
suggest one set of responses; liberal or constructivist theories offer quite different policy 
recommendations (Fravel, 2010; Liu, 2010). Creating and refining theories is an activity 
that academics are uniquely well positioned to do. When academics lose interest in the-
ory, therefore, they relinquish one of their most potent weapons for influencing critical 
policy debates.

This situation may not trouble those hypothesis testers who are primarily concerned 
with professional advancement. What matters to them is one’s citation count, not helping 
outsiders understand important policy issues. As we have seen, the hypothesis-testing 
culture has produced little reliable or useful knowledge, and its esoteric jargon and 
arcane methods have made IR scholarship less accessible to policymakers, informed 
elites, and the public at large. Moreover, the emergence of an extensive think-tank com-
munity in Washington, London, and other world capitals has made policymakers less 
dependent on IR scholars at precisely the moment when these same scholars have less to 
contribute. Taken together, these trends run the risk of making IR largely irrelevant to 
understanding and solving important real-world problems.

Can anything be done?

IR is a conceptually complex and diverse field where reliable data are hard to come by. 
These features require scholars to rely more heavily on theory than their counterparts in 
other areas of social science. It follows that the field should privilege theory, as it once 
did. Instead, IR is headed in the opposite direction.

IR scholars should test hypotheses, of course, but in ways that are guided by a well-
specified theory. They should also focus considerable attention on refining existing theo-
ries and developing new ones. In particular, greater effort should be devoted to 
investigating the causal mechanisms implied by different theories. A single article that 
advances a new theory or makes sense of a body of disparate findings will be more valu-
able than dozens of empirical studies with short shelf-lives.

Some may argue we have overstated the problem and that the field is addressing the 
shortcomings we identify. Some scholars now focus on micro-level questions for which 
more reliable data are available (Kalyvas, 2008), while others seek to minimize the need 
for theory by using natural, field, or laboratory experiments to provide exogenous varia-
tion (Tomz and Weeks, 2013; Yanigazawa-Drott, 2010). Yet in the absence of well-devel-
oped theory, we have no way of knowing whether the results from individual experiments 
are generalizable.26 Moreover, focusing on issues where experiments are feasible is 
likely to direct the IR field toward questions of lesser substantive importance. A few 
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scholars are exploring new methods for studying causal mechanisms (Imai et al., 2011) 
or developing other statistical techniques to deal with missing data or other problems of 
inference (Beck et al., 2000; King and Zeng, 2001). What remains to be seen is whether 
these efforts can generate new and important insights about the substance of IR. To date, 
the results have been meager.27

What might restore theory to its proper place? Academic disciplines are socially con-
structed and self-policing; if enough IR scholars thought that the present approach was 
not working, they could reverse the present trajectory. But such an epiphany is unlikely. 
Powerful professional incentives encourage an emphasis on simplistic hypothesis test-
ing, and the rise of think tanks and consulting firms has reduced demand for academic 
scholarship on policy issues. IR scholars are less inclined to develop and refine theories 
or perform theory-guided empirical tests, therefore, and we are not optimistic that this 
situation will change.

To be sure, a few university administrators may not like the direction in which IR is 
moving and may try to encourage departments to move away from the ‘dreary hypothe-
sis-testing framework.’ Foundations that fund research might recognize the problems we 
identify and offer to support more theoretically or policy-oriented work. But academic 
disciplines usually resist outside interference and change would have to occur in many 
departments, not just one or two.

Finally, external events might encourage theoretical innovation and policy engage-
ment, especially if citizens and policymakers face unexpected challenges and need new 
theories to grasp them. Unfortunately, there is little evidence that any of these potential 
catalysts for change will push IR back toward theory.

What might be done to encourage the shift we advocate? Emphasizing quality over 
quantity in a scholar’s portfolio might help. If faculty understood that hiring and promo-
tion depended on evaluating only three or four publications, they might focus on produc-
ing scholarship of greater significance instead of maximizing the total number of 
peer-reviewed articles. This would be a partial remedy at best, however, because those 
involved in personnel decisions would still be aware of a candidate’s full inventory of 
publications and unlikely to ignore it completely. Even if this norm were adopted, its 
impact would be modest.

In our view, therefore, the present emphasis on hypothesis testing is unlikely to change. 
Nevertheless, scholars in the field are free agents, and perhaps a critical mass of them will 
see the light and restore theory to its proper place in the study of international politics.

Conclusion

The study of IR should be approached with humility. There is no single theory that makes 
understanding world politics easy, no magic methodological bullet that yields robust 
results without effort, and no search engine that provides mountains of useful and relia-
ble data on every question that interests us. We therefore favor a diverse intellectual 
community where different theories and research traditions coexist. Given how little we 
know, and how little we know about how to learn more, overinvesting in any particular 
approach seems unwise. As Schrodt (2006: 336) wisely observes, ‘we need all the help 
we can get to figure out this whacko world.’
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What matters most, however, is whether we create more powerful theories to explain 
key features of IR. Without good theories, we cannot trust our empirical findings, whether 
quantitative or qualitative in nature. Unless we have theories to make sense of them, we 
cannot even keep track of all the hypotheses that scholars keep piling up. There are many 
roads to better theory, but that should be our ultimate destination.

Acknowledgements

We are deeply indebted to the following individuals for comments, suggestions, or helpful discus-
sions on this article: Andrew Abbott, Andrew Bennett, Bear Braumoeller, Thomas Christensen, 
Dara Kay Cohen, Alexandre Debs, Michael Desch, John Duffield, Jeffrey Friedman, Charles 
Glaser, Hein Goemans, James Johnson, Burak Kadercan, Austin Knuppe, Paul MacDonald, Nuno 
Monteiro, Michael Reese, Dan Reiter, Marie-Eve Reny, Michael Rowley, Allan Stam, Paul 
Staniland, Michael Weintraub, David Yanigazawa-Drott, Richard Zeckhauser, and Yuri Zhukov. 
We are also grateful for comments received at seminars at Harvard’s Belfer Center for Science and 
International Affairs, the Georgetown University International Theory and Research Seminar, and 
the Notre Dame International Security Program.

Funding

This research received no specific grant from any funding agency in the public, commercial, or
not-for-profit sectors.

Notes

 1. Four different TRIP surveys have asked IR scholars to identify the ‘best,’ ‘most interesting,’ 
or ‘most influential’ work in the field. There is considerable overlap in the responses and well-
known theorists dominate the lists (see Maliniak et al., 2007: 17–19; 2012: 48–50; Peterson et 
al., 2005: 19–21).

 2. The authors of the TRIP surveys note that there has been a ‘dramatic decline of atheoretic 
work from 47% in 1980 to 7% in 2006’ (Maliniak et al., 2011: 445). This finding reflects the 
fact that almost all contemporary IR scholars pay some homage to theory in their work. Our 
point, however, is that theory usually plays a minor role.

 3. This is sometimes true for scholars who favor qualitative methods as well (see Bennett and 
Elman, 2007; Moravcsik, 2010).

 4. Despite similar names, scientific realism and the realist approach to international relations are 
wholly distinct. The former is a school of thought in epistemology; the latter is an approach to 
international politics. Thus, one could be a ‘scientific realist’ and reject realism in IR, or vice 
versa. On the differences between scientific realism and instrumentalism, see MacDonald 
(2003: 551–565; also see Chakravartty, 2011; Clarke and Primo, 2007: 741–753; George and 
Bennett, 2004: ch. 7; Johnson, 2010).

 5. Achen and Snidal (1989: 164) illustrate instrumentalism in their characterization of deter-
rence theory: ‘Rational deterrence theory is agnostic about the actual calculations decision 
makers undertake. It holds that they will act as if they solve certain mathematical problems 
whether or not they actually solve them. Just as Steffi Graf plays tennis as if she did rapid 
computations in Newtonian physics … so rational deterrence theory predicts that decision 
makers will decide whether to go to war as if they did expected utility calculations. But they 
need not actually perform them.’

 6. Some scholars maintain that formal theory is especially well suited for producing logically 
consistent arguments (see Bueno de Mesquita and Morrow, 1999: 56–60). Yet they admit 
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that non-formal theories can also be logically consistent and the use of mathematics does not 
prevent logical mistakes. Indeed, complicated mathematical proofs can be less accessible and 
more difficult to verify. As Melvyn Nathanson (2009: 9) observes: ‘the more elementary the 
proof, the easier it is to check and the more reliable is its verification.’ And we would argue 
that creativity and originality are more important than mere logical consistency (see Walt, 
1999: 116–118).

 7. Although measuring covariation is usually identified with large-N research, it is also possible 
with qualitative research or case studies (see King et al., 1994).

 8. On causal mechanisms, see George and Bennett (2004: ch. 10), Hedstrom and Ylikoski 
(2010), Johnson (2010), Mahoney (2001), Waldner (2007), and Van Evera (1997: 64–67.)

 9. For example, Thomas Schelling’s influential ideas about compellence do not fare well when 
tested empirically. Nonetheless, scholars such as Wallace J. Thies and Robert A. Pape began 
with Schelling’s ideas when fashioning their own theories of military coercion (see Pape, 
1996; Schelling, 1966; Thies, 1980)

10. Quoted in Dessler (1991: 349).
11. Theory is not necessary for identifying puzzles that can lead scholars to invent new 

hypotheses. Sometimes, researchers observe something in the data that no theory can 
explain, so they try to come up with a story to account for it. Existing theories help schol-
ars identify these anomalies, however, whenever what they are observing runs counter to 
their beliefs about how the world works. Scholars can also use hypothesis tests to deter-
mine which of two competing theories is most promising, even if the theories themselves 
are not well developed. A good example of this sort of work is Shapiro and Weidmann 
(2012).

12. This approach entails a shift away from constructing multivariate models that include all the 
relevant variables needed to account for a particular phenomenon (but no more), and toward 
models intended to assess the relative impact of different explanatory variables. As James L. 
Ray (2003: 3) notes: 

general models aimed at the best fit for the model as a whole seem to have given way almost 
entirely to models whose basic purpose is to evaluate the impact of one key factor. Variables 
beyond that one key factor are added almost entirely for the purpose of providing a more 
sophisticated, thorough, and rigorous evaluation of a key hypothesis in question …. Most 
specifically … control variables are added to multivariate models in order to see whether the 
relationship of special interest persists.

13. This problem is compounded if researchers discard models that do not ‘work’ and report only 
those results that reach some canonical level of statistical significance. As Philip Schrodt 
(2006: 337) warns: 

the ubiquity of exploratory statistical research has rendered the traditional frequentist 
significance test all but meaningless. Alternative models can now be tested with a few clicks 
of a mouse and a few seconds of computation. … Virtually all published research now reports 
only the final tip of an iceberg of dozens of unpublished alternative formulations. In principle, 
significance tests could be adjusted to account for this, in practice they are not.

14. See Fearon (1994), Huth and Russett (1984), and Huth (1988, 1990).
15. Quoting Hubert Blalock, James L. Ray (2003) points out that: 

if one adds an intervening variable to a multivariate model, and this modification eliminates 
the statistical association between the original key explanatory factor being evaluated and the 
outcome variable, then one has engaged in ‘interpretation’ of that relationship. Such 
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‘interpretation’ does not make the original relationship in question less interesting. On the 
contrary, ‘through interpretation one … is merely making it more plausible by finding the 
intermediate links.’ This is a fundamentally different situation than that resulting from the 
addition of a potential confounding variable to a model that eliminates the correlation between 
the original independent and dependent variables. In that case, one is discovering that there is 
something radically wrong with the notion that X causes Y.

 Also see Seawright (2010: 250–251).
16. For example, Alastair Iain Johnston (2012: 57) examined the coding of China cases from 

1992 to 2001 in the MID data set and found errors in 12 out of 28.
17. As Van Evera (2009: 7) notes, ‘We know a great deal about the twenty most data-rich instances 

of the outbreak of war. … But the data thin out fast as we move down the list from data-rich 
to data-poor wars.’ Focusing on well-documented cases can be problematic, however, if they 
are not a random sample of the larger universe.

18. Some scholars argue that the absence of war between democracies is a statistical artifact 
or due to great-power politics or some other factor (Farber and Gowa, 1995; Gibler, 2007; 
Gowa, 1999). If true, then there is no such thing as a democratic peace. As always, the mean-
ing of any empirical finding depends on theoretical interpretation.

19. Representative works include Pickering and Peceny (2006), Peic and Reiter (2011), Downes 
and Monten (2013), and Downes (2010).

20. Such studies have to contend with powerful selection effects and potential omitted variable 
bias, which is why some scholars working in this area have relied on matching techniques to 
strengthen the validity of their results.

21. Elisabeth Jean Wood (2003: 251) agrees: ‘the emergence and course of identity conflicts is 
extremely difficult to trace statistically for a variety of reasons. As a result, the relevant find-
ings are often contradictory.’ Hegre and Sambanis (2006: 532) conducted a global sensitiv-
ity analysis of the civil war literature and conclude, ‘no study to date has produced a clear 
theoretical justification for the model used in econometric tests. We do not know the model of 
civil war.’ Also see Cederman et al. (2010: 90–91).

22. For example, Alexander George and Richard Smoke’s prize-winning Deterrence in American 
Foreign Policy: Theory and Practice (1974) addresses only cases of deterrence failure (selec-
tion bias), offers ‘contingent empirical generalizations’ rather than genuine theory, and pro-
vides little cumulative knowledge about when deterrence will succeed or fail.

23. This point applies to both formal and non-formal theory. One can teach students the basic 
techniques of formal modeling, but not all will become creative formal theorists.

24. Scott and Light (2004) provide a provocative critique of this general approach.
25. As Achen (2002: 442) notes: 

Empirical work, the way too many political scientists do it, is indeed relatively easy. Gather 
the data, run the regression/MLE with the usual linear list of control variables, report the 
significance tests, and announce that one’s pet variable ‘passed.’ This dreary hypothesis-
testing framework is sometimes seized upon by beginners. Being purely mechanical, it saves 
a great deal of thinking and anxiety, and cannot help being popular. But obviously, it has to go. 
Our best empirical generalizations do not derive from that kind of work. 

 Nor, we might add, do our best theories.
26. Experimental and quasi-experimental work in development economics suffers from a similar 

deficiency (see Deaton, 2010).
27. This problem appears to be prevalent in both sociology and economics. As sociologist Aage 

Sorensen notes, “quantitative sociology remains very theory-poor. In fact, the mainstream 
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has regressed rather than progressed” (quoted in Mahoney 2001: 582). Inattention to theory 
also leads to questionable inferences in empirical economic research (Wolpin 2013; also see 
Hamermesh 2013).
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Three Modes of Statistical Inference

1 Descriptive Inference: summarizing and exploring data
Inferring “ideal points” from rollcall votes
Inferring “topics” from texts and speeches
Inferring “social networks” from surveys

2 Predictive Inference: forecasting out-of-sample data points
Inferring future state failures from past failures
Inferring population average turnout from a sample of voters
Inferring individual level behavior from aggregate data

3 Causal Inference: predicting counterfactuals
Inferring the effects of ethnic minority rule on civil war onset
Inferring why incumbency status affects election outcomes
Inferring whether the lack of war among democracies can be
attributed to regime types
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What is “Identification”?

Inference: Learn about what you do not observe (parameters)
from what you do observe (data)

Identification: How much can we learn about parameters from
infinite amount of data?

Ambiguity vs. Uncertainty

Identification assumptions vs. Statistical assumptions

Point identification vs. Partial identification

FURTHER READING: C. F. Manski. (2007). Identification for
Prediction and Decision. Harvard University Press.
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What is Causal Inference?

Comparison between factual and counterfactual

Incumbency effect:
What would have been the election outcome if a candidate were
not an incumbent?

Resource curse thesis:
What would have been the GDP growth rate without oil?

Democratic peace theory:
Would the two countries have escalated crisis in the same
situation if they were both autocratic?

FURTHER READING: Holland, P. (1986). Statistics and causal
inference. (with discussions) Journal of the American Statistical
Association, Vol. 81: 945–960.
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Defining Causal Effects

Units: i = 1, . . . ,n
“Treatment”: Ti = 1 if treated, Ti = 0 otherwise
Observed outcome: Yi

Pre-treatment covariates: Xi

Potential outcomes: Yi(1) and Yi(0) where Yi = Yi(Ti)

Voters Contact Turnout Age Party ID
i Ti Yi(1) Yi(0) Xi Xi
1 1 1 ? 20 D
2 0 ? 0 55 R
3 0 ? 1 40 R
...

...
...

...
...

...
n 1 0 ? 62 D

Causal effect: Yi(1)− Yi(0)
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The Key Assumptions

No simultaneity (different from endogeneity)
No interference between units: Yi(T1,T2, . . . ,Tn) = Yi(Ti)

Potential violations:
1 spill-over effects
2 carry-over effects

Cluster randomized experiments as a solution (more later)
Stable Unit Treatment Value Assumption (SUTVA):
no interference + “the same version” of the treatment

Potential outcome is thought to be fixed: data cannot distinguish
fixed and random potential outcomes
But, potential outcomes across units have a distribution
Observed outcome is random because the treatment is random

Multi-valued treatment: more potential outcomes for each unit
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Causal Effects of Immutable Characteristics

“No causation without manipulation” (Holland, 1986)
Immutable characteristics; gender, race, age, etc.
What does the causal effect of gender mean?

Causal effect of having a female politician on policy outcomes
(Chattopadhyay and Duflo, 2004 QJE)
Causal effect of having a discussion leader with certain
preferences on deliberation outcomes (Humphreys et al. 2006
WP)
Causal effect of a job applicant’s gender/race on call-back rates
(Bertrand and Mullainathan, 2004 AER)
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Average Treatment Effects

Sample Average Treatment Effect (SATE):

1
n

n∑
i=1

Yi(1)− Yi(0)

Population Average Treatment Effect (PATE):

E(Yi(1)− Yi(0))

Population Average Treatment Effect for the Treated (PATT):

E(Yi(1)− Yi(0) | Ti = 1)

Causal heterogeneity: Zero ATE doesn’t mean zero effect for
everyone!
Other quantities: Conditional ATE, Quantile Treatment Effects, etc.
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Classical Randomized Experiments

Units: i = 1, . . . ,n
May constitute a simple random sample from a population
Treatment: Ti ∈ {0,1}
Outcome: Yi = Yi(Ti)

Complete randomization of the treatment assignment
Exactly n1 units receive the treatment
n0 = n − n1 units are assigned to the control group
Assumption: for all i = 1, . . . ,n,

∑n
i=1 Ti = n1 and

(Yi(1),Yi(0)) ⊥⊥ Ti , Pr(Ti = 1) =
n1

n
Estimand = SATE or PATE
Estimator = Difference-in-means:

τ̂ ≡ 1
n1

n∑
i=1

TiYi −
1
n0

n∑
i=1

(1− Ti)Yi
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Estimation of Average Treatment Effects

Key idea (Neyman 1923): Randomness comes from treatment
assignment (plus sampling for PATE) alone
Design-based (randomization-based) rather than model-based
Statistical properties of τ̂ based on design features

Define O ≡ {Yi(0),Yi(1)}ni=1

Unbiasedness (over repeated treatment assignments):

E(τ̂ | O) =
1
n1

n∑
i=1

E(Ti | O)Yi(1)− 1
n0

n∑
i=1

{1− E(Ti | O)}Yi(0)

=
1
n

n∑
i=1

(Yi(1)− Yi(0)) = SATE

Over repeated sampling: E(τ̂) = E(E(τ̂ | O)) = E(SATE) = PATE
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Relationship with Regression

The model: Yi = α + βTi + εi where E(εi) = 0
Equivalence: least squares estimate β̂ =Difference in means

Potential outcomes representation:

Yi(Ti) = α + βTi + εi

Constant additive unit causal effect: Yi(1)− Yi(0) = β for all i
α = E(Yi(0))

A more general representation:

Yi(Ti) = α + βTi + εi(Ti) where E(εi(t)) = 0

Yi(1)− Yi(0) = β + εi(1)− εi(0)

β = E(Yi(1)− Yi(0))

α = E(Yi(0)) as before
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Bias of Model-Based Variance

The design-based perspective: use Neyman’s exact variance
What is the bias of the model-based variance estimator?
Finite sample bias:

Bias = E

(
σ̂2∑n

i=1(Ti − T n)2

)
−

(
σ2

1
n1

+
σ2

0
n0

)

=
(n1 − n0)(n − 1)

n1n0(n − 2)
(σ2

1 − σ2
0)

Bias is zero when n1 = n0 or σ2
1 = σ2

0

In general, bias can be negative or positive and does not
asymptotically vanish
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Robust Standard Error

Suppose Var(εi | T ) = σ2(Ti) 6= σ2

Heteroskedasticity consistent robust variance estimator:

̂Var((α̂, β̂) | T ) =

(
n∑

i=1

xix>i

)−1( n∑
i=1

ε̂2i xix>i

)(
n∑

i=1

xix>i

)−1

where in this case xi = (1,Ti) is a column vector of length 2
Model-based justification: asymptotically valid in the presence of
heteroskedastic errors
Design-based evaluation:

Finite Sample Bias = −

(
σ2

1

n2
1

+
σ2

0

n2
0

)

Bias vanishes asymptotically
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Cluster Randomized Experiments

Units: i = 1,2, . . . ,nj

Clusters of units: j = 1,2, . . . ,m
Treatment at cluster level: Tj ∈ {0,1}
Outcome: Yij = Yij(Tj)

Random assignment: (Yij(1),Yij(0))⊥⊥Tj

Estimands at unit level:

SATE ≡ 1∑m
j=1 nj

m∑
j=1

nj∑
i=1

(Yij(1)− Yij(0))

PATE ≡ E(Yij(1)− Yij(0))

Random sampling of clusters and units
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Merits and Limitations of CREs

Interference between units within a cluster is allowed
Assumption: No interference between units of different clusters
Often easy to implement: Mexican health insurance experiment

Opportunity to estimate the spill-over effects
D. W. Nickerson. Spill-over effect of get-out-the-vote canvassing
within household (APSR, 2008)

Limitations:
1 A large number of possible treatment assignments
2 Loss of statistical power
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Design-Based Inference

For simplicity, assume equal cluster size, i.e., nj = n for all j
The difference-in-means estimator:

τ̂ ≡ 1
m1

m∑
j=1

TjY j −
1

m0

m∑
j=1

(1− Tj)Y j

where Y j ≡
∑nj

i=1 Yij/nj

Easy to show E(τ̂ | O) = SATE and thus E(τ̂) = PATE
Exact population variance:

Var(τ̂) =
Var(Yj(1))

m1
+

Var(Yj(0))

m0

Intracluster correlation coefficient ρt :

Var(Yj(t)) =
σ2

t
n
{1 + (n − 1)ρt} ≤ σ2

t
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Cluster Standard Error

Cluster robust variance estimator:

̂Var((α̂, β̂) | T ) =

 m∑
j=1

X>j Xj

−1 m∑
j=1

X>j ε̂j ε̂
>
j Xj

 m∑
j=1

X>j Xj

−1

where in this case Xj = [1Tj ] is an nj × 2 matrix and
ε̂j = (ε̂1j , . . . , ε̂nj j) is a column vector of length nj

Design-based evaluation (assume nj = n for all j):

Finite Sample Bias = −

(
V(Yj(1))

m2
1

+
V(Yj(0))

m2
0

)

Bias vanishes asymptotically as m→∞ with n fixed
Implication: cluster standard errors by the unit of treatment
assignment
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Example: Seguro Popular de Salud (SPS)

Evaluation of the Mexican universal health insurance program
Aim: “provide social protection in health to the 50 million
uninsured Mexicans”
A key goal: reduce out-of-pocket health expenditures
Sounds obvious but not easy to achieve in developing countries
Individuals must affiliate in order to receive SPS services
100 health clusters nonrandomly chosen for evaluation
Matched-pair design: based on population, socio-demographics,
poverty, education, health infrastructure etc.
“Treatment clusters”: encouragement for people to affiliate
Data: aggregate characteristics, surveys of 32,000 individuals
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Relative Efficiency of Matched-Pair Design (MPD)

Compare with completely-randomized design
Greater (positive) correlation within pair→ greater efficiency
UATE: MPD is between 1.1 and 2.9 times more efficient
PATE: MPD is between 1.8 and 38.3 times more efficient!
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Methodological Challenges

Even randomized experiments often require sophisticated
statistical methods

Deviation from the protocol:
1 Spill-over, carry-over effects
2 Noncompliance
3 Missing data, measurement error

Beyond the average treatment effect:
1 Treatment effect heterogeneity
2 Causal mechanisms

Getting more out of randomized experiments:
1 Generalizing experimental results
2 Deriving individualized treatment rules
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Challenges of Observational Studies

Randomized experiments vs. Observational studies

Tradeoff between internal and external validity
Endogeneity: selection bias
Generalizability: sample selection, Hawthorne effects, realism

Statistical methods cannot replace good research design
“Designing” observational studies

Natural experiments (haphazard treatment assignment)
Examples: birthdays, weather, close elections, arbitrary
administrative rules and boundaries

“Replicating” randomized experiments

Key Questions:
1 Where are the counterfactuals coming from?
2 Is it a credible comparison?
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A Close Look at Fixed Effects Regression

Fixed effects models are a primary workhorse for causal inference

Used for stratified experimental and observational data

Also used to adjust for unobservables in observational studies:

“Good instruments are hard to find ..., so we’d like to have other
tools to deal with unobserved confounders. This chapter considers
... strategies that use data with a time or cohort dimension to
control for unobserved but fixed omitted variables”
(Angrist & Pischke, Mostly Harmless Econometrics)

“fixed effects regression can scarcely be faulted for being the
bearer of bad tidings” (Green et al., Dirty Pool)

Common claim: Fixed effects models are superior to matching
estimators because the latter can only adjust for observables

Question: What are the exact causal assumptions underlying
fixed effects regression models?
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Identification of the Average Treatment Effect

Assumption 1: Overlap (i.e., no extrapolation)

0 < Pr(Ti = 1 | Xi = x) < 1 for any x ∈ X

Assumption 2: Ignorability (exogeneity, unconfoundedness, no
omitted variable, selection on observables, etc.)

{Yi(1),Yi(0)} ⊥⊥ Ti | Xi = x for any x ∈ X

Conditional expectation function: µ(t , x) = E(Yi(t) | Ti = t ,Xi = x)

Regression-based Estimator:

τ̂ =
1
n

n∑
i=1

{µ̂(1,Xi)− µ̂(0,Xi)}

Delta method is pain, but simulation is easy (Zelig)
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Matching and Regression in Cross-Section Settings

1 2 3 4 5

T T C C T

Y1 Y2 Y3 Y4 Y5

Units

Treatment status

Outcome

Estimating the Average Treatment Effect (ATE) via matching:

Y1 − 1
2

(Y3 + Y4)

Y2 − 1
2

(Y3 + Y4)

1
3

(Y1 + Y2 + Y5) − Y3

1
3

(Y1 + Y2 + Y5) − Y4

Y5 − 1
2

(Y3 + Y4)
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Matching Representation of Simple Regression

Cross-section simple linear regression model:

Yi = α + βXi + εi

Binary treatment: Xi ∈ {0,1}
Equivalent matching estimator:

β̂ =
1
N

N∑
i=1

(
Ŷi(1)− Ŷi(0)

)
where

Ŷi(1) =

{
Yi if Xi = 1

1∑N
i′=1

Xi′

∑N
i′=1 Xi′Yi′ if Xi = 0

Ŷi(0) =

{
1∑N

i′=1
(1−Xi′ )

∑N
i′=1(1 − Xi′)Yi′ if Xi = 1

Yi if Xi = 0

Treated units matched with the average of non-treated units
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One-Way Fixed Effects Regression

Simple (one-way) FE model:

Yit = αi + βXit + εit

Commonly used by applied researchers:
Stratified randomized experiments (Duflo et al. 2007)
Stratification and matching in observational studies
Panel data, both experimental and observational

β̂FE may be biased for the ATE even if Xit is exogenous within
each unit
It converges to the weighted average of conditional ATEs:

β̂FE
p−→

E{ATEi σ
2
i }

E(σ2
i )

where σ2
i =

∑T
t=1(Xit − X i)

2/T

How are counterfactual outcomes estimated under the FE model?
Unit fixed effects =⇒ within-unit comparison
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Mismatches in One-Way Fixed Effects Model
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Matching Representation of Fixed Effects Regression

Proposition 1

β̂FE =
1
K

{
1

NT

N∑
i=1

T∑
t=1

(
Ŷit (1)− Ŷit (0)

)}
,

Ŷit (x) =

{
Yit if Xit = x

1
T−1

∑
t′ 6=t Yit′ if Xit = 1− x for x = 0, 1

K =
1

NT

N∑
i=1

T∑
t=1

Xit ·
1

T − 1

∑
t′ 6=t

(1− Xit′ ) + (1− Xit ) ·
1

T − 1

∑
t′ 6=t

Xit′

 .

K : average proportion of proper matches across all observations
More mismatches =⇒ larger adjustment
Adjustment is required except very special cases
“Fixes” attenuation bias but this adjustment is not sufficient
Fixed effects estimator is a special case of matching estimators
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Unadjusted Matching Estimator

C

T

C

T

T

C

C

T

C

T

T

T

C

T

C

C

T

C

C

T

�
�

�
��

�
�
�

�
�

�
�

�
�

�
�

Ti
m

e
pe

ri
od

s

Units

Consistent if the treatment is exogenous within each unit
Only equal to fixed effects estimator if heterogeneity in either
treatment assignment or treatment effect is non-existent
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Unadjusted Matching = Weighted FE Estimator

Proposition 2
The unadjusted matching estimator

β̂M =
1

NT

N∑
i=1

T∑
t=1

(
Ŷit(1)− Ŷit(0)

)
where

Ŷit (1) =

 Yit if Xit = 1∑T
t′=1 Xit′Yit′∑T

t′=1
Xit′

if Xit = 0 and Ŷit (0) =


∑T

t′=1(1−Xit′ )Yit′∑T
t′=1

(1−Xit′ )
if Xit = 1

Yit if Xit = 0

is equivalent to the weighted fixed effects model

(α̂M , β̂M) = argmin
(α,β)

N∑
i=1

T∑
t=1

Wit(Yit − αi − βXit)
2

Wit ≡


T∑T

t′=1
Xit′

if Xit = 1,
T∑T

t′=1
(1−Xit′ )

if Xit = 0.
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Equal Weights

C

T

C

T

T

C

C

T

C

T

T

T

C

T

C

C

T

C

C

T

�
�

�
��

�
�
�

�
�

�
�

�
�

�
�

Treatment

0

0

0

0

1

1
2

1
2

0

0

0

0

0

0

0

0

0

1
2

1

0

1
2

�
�

�
��

�
�
�

�
�

�
�

�
�

�
�

Weights

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 31 / 82



Different Weights
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Any within-unit matching estimator leads to weighted fixed effects
regression with particular weights
We derive regression weights given any matching estimator for
various quantities (ATE, ATT, etc.)
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First Difference = Matching = Weighted One-Way FE

∆Yit = β∆Xit + εit where ∆Yit = Yit − Yi,t−1, ∆Xit = Xit − Xi,t−1
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Mismatches in Two-Way FE Model

Yit = αi + γt + βXit + εit
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Mismatches in Weighted Two-Way FE Model
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Cross Section Analysis = Weighted Time FE Model
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First Difference = Weighted Unit FE Model
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What about Difference-in-Differences (DiD)?
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General DiD = Weighted Two-Way (Unit and Time) FE

2× 2: standard two-way fixed effects
General setting: Multiple time periods, repeated treatments
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Effects of GATT Membership on International Trade

1 Controversy
Rose (2004): No effect of GATT membership on trade
Tomz et al. (2007): Significant effect with non-member participants

2 The central role of fixed effects models:
Rose (2004): one-way (year) fixed effects for dyadic data
Tomz et al. (2007): two-way (year and dyad) fixed effects
Rose (2005): “I follow the profession in placing most confidence in
the fixed effects estimators; I have no clear ranking between
country-specific and country pair-specific effects.”
Tomz et al. (2007): “We, too, prefer FE estimates over OLS on both
theoretical and statistical ground”
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Data and Methods

Data
Data set from Tomz et al. (2007)
Effect of GATT: 1948 – 1994
162 countries, and 196,207 (dyad-year) observations

Year fixed effects model: standard and weighted

ln Yit = αt + βXit + δ>Zit + εit

Xit : Formal membership/Participant (1) Both vs. One, (2) One vs.
None, (3) Both vs. One/None
Zit : 15 dyad-varying covariates (e.g., log product GDP)

Year fixed effects: standard, weighted, and first difference
Two-way fixed effects: standard and difference-in-differences

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 41 / 82



Empirical Results
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Matching as Nonparametric Preprocessing

Assume exogeneity holds: matching does NOT solve endogeneity
Need to model E(Yi | Ti ,Xi)

Parametric regression – functional-form/distributional assumptions
=⇒ model dependence
Non-parametric regression =⇒ curse of dimensionality
Preprocess the data so that treatment and control groups are
similar to each other w.r.t. the observed pre-treatment covariates

Goal of matching: achieve balance = independence between T
and X
“Replicate” randomized treatment w.r.t. observed covaraites
Reduced model dependence: minimal role of statistical modeling
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Sensitivity Analysis

Consider a simple pair-matching of treated and control units
Assumption: treatment assignment is “random”
Difference-in-means estimator

Question: How large a departure from the key (untestable)
assumption must occur for the conclusions to no longer hold?
Rosenbaum’s sensitivity analysis: for any pair j ,

1
Γ
≤

Pr(T1j = 1)/Pr(T1j = 0)

Pr(T2j = 1)/Pr(T2j = 0)
≤ Γ

Under ignorability, Γ = 1 for all j
How do the results change as you increase Γ?
Limitations of sensitivity analysis
FURTHER READING: P. Rosenbaum. Observational Studies.
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The Role of Propensity Score

The probability of receiving the treatment:

π(Xi) ≡ Pr(Ti = 1 | Xi)

The balancing property:

Ti ⊥⊥ Xi | π(Xi)

Exogeneity given the propensity score (under exogeneity given
covariates):

(Yi(1),Yi(0)) ⊥⊥ Ti | π(Xi)

Dimension reduction
But, true propensity score is unknown: propensity score tautology
(more later)
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Classical Matching Techniques

Exact matching

Mahalanobis distance matching:
√

(Xi − Xj)>Σ̃−1(Xi − Xj)

Propensity score matching
One-to-one, one-to-many, and subclassification
Matching with caliper

Which matching method to choose?
Whatever gives you the “best” balance!
Importance of substantive knowledge: propensity score matching
with exact matching on key confounders

FURTHER READING: Rubin (2006). Matched Sampling for Causal
Effects (Cambridge UP)
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How to Check Balance

Success of matching method depends on the resulting balance
How should one assess the balance of matched data?
Ideally, compare the joint distribution of all covariates for the
matched treatment and control groups
In practice, this is impossible when X is high-dimensional
Check various lower-dimensional summaries; (standardized)
mean difference, variance ratio, empirical CDF, etc.

Frequent use of balance test
t test for difference in means for each variable of X
other test statistics; e.g., χ2, F , Kolmogorov-Smirnov tests
statistically insignificant test statistics as a justification for the
adequacy of the chosen matching method and/or a stopping rule for
maximizing balance
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An Illustration of Balance Test Fallacy
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Problems with Hypothesis Tests as Stopping Rules

Balance test is a function of both balance and statistical power
The more observations dropped, the less power the tests have
t-test is affected by factors other than balance,

√
nm(X mt − X mc)√

s2
mt

rm
+ s2

mc
1−rm

X mt and X mc are the sample means
s2

mt and s2
mc are the sample variances

nm is the total number of remaining observations
rm is the ratio of remaining treated units to the total number of
remaining observations
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Advances in Matching Methods

The main problem of matching: balance checking
Skip balance checking all together
Specify a balance metric and optimize it

Optimal matching: minimize sum of distances
Genetic matching: maximize minimum p-value
Coarsened exact matching: exact match on binned covariates
SVM matching: find the largest, balanced subset
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Inverse Propensity Score Weighting

Matching is inefficient because it throws away data
Weighting by inverse propensity score

1
n

n∑
i=1

(
TiYi

π̂(Xi)
− (1− Ti)Yi

1− π̂(Xi)

)
An improved weighting scheme:∑n

i=1{TiYi/π̂(Xi)}∑n
i=1{Ti/π̂(Xi)}

−
∑n

i=1{(1− Ti)Yi/(1− π̂(Xi))}∑n
i=1{(1− Ti)/(1− π̂(Xi))}

Unstable when some weights are extremely small

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 51 / 82



Efficient Doubly-Robust Estimators

The estimator by Robins et al. :

τ̂DR ≡

{
1
n

n∑
i=1

µ̂(1,Xi) +
1
n

n∑
i=1

Ti(Yi − µ̂(1,Xi))

π̂(Xi)

}

−

{
1
n

n∑
i=1

µ̂(0,Xi) +
1
n

n∑
i=1

(1− Ti)(Yi − µ̂(0,Xi))

1− π̂(Xi)

}

Consistent if either the propensity score model or the outcome
model is correct
(Semiparametrically) Efficient
FURTHER READING: Lunceford and Davidian (2004, Stat. in Med.)

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 52 / 82



Propensity Score Tautology

Propensity score is unknown
Dimension reduction is purely theoretical: must model Ti given Xi

Diagnostics: covariate balance checking
In practice, adhoc specification searches are conducted
Model misspecification is always possible

Theory (Rubin et al.): ellipsoidal covariate distributions
=⇒ equal percent bias reduction
Skewed covariates are common in applied settings

Propensity score methods can be sensitive to misspecification
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Kang and Schafer (2007, Statistical Science)

Simulation study: the deteriorating performance of propensity
score weighting methods when the model is misspecified

Setup:
4 covariates X ∗i : all are i.i.d. standard normal
Outcome model: linear model
Propensity score model: logistic model with linear predictors
Misspecification induced by measurement error:

Xi1 = exp(X∗i1/2)
Xi2 = X∗i2/(1 + exp(X∗1i) + 10)
Xi3 = (X∗i1X∗i3/25 + 0.6)3

Xi4 = (X∗i1 + X∗i4 + 20)2

Weighting estimators to be evaluated:
1 Horvitz-Thompson
2 Inverse-probability weighting with normalized weights
3 Weighted least squares regression
4 Doubly-robust least squares regression
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Weighting Estimators Do Fine If the Model is Correct
Bias RMSE

Sample size Estimator GLM True GLM True
(1) Both models correct

n = 200

HT −0.01 0.68 13.07 23.72
IPW −0.09 −0.11 4.01 4.90

WLS 0.03 0.03 2.57 2.57
DR 0.03 0.03 2.57 2.57

n = 1000

HT −0.03 0.29 4.86 10.52
IPW −0.02 −0.01 1.73 2.25

WLS −0.00 −0.00 1.14 1.14
DR −0.00 −0.00 1.14 1.14

(2) Propensity score model correct

n = 200

HT −0.32 −0.17 12.49 23.49
IPW −0.27 −0.35 3.94 4.90

WLS −0.07 −0.07 2.59 2.59
DR −0.07 −0.07 2.59 2.59

n = 1000

HT 0.03 0.01 4.93 10.62
IPW −0.02 −0.04 1.76 2.26

WLS −0.01 −0.01 1.14 1.14
DR −0.01 −0.01 1.14 1.14
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Weighting Estimators Are Sensitive to Misspecification
Bias RMSE

Sample size Estimator GLM True GLM True
(3) Outcome model correct

n = 200

HT 24.72 0.25 141.09 23.76
IPW 2.69 −0.17 10.51 4.89

WLS −1.95 0.49 3.86 3.31
DR 0.01 0.01 2.62 2.56

n = 1000

HT 69.13 −0.10 1329.31 10.36
IPW 6.20 −0.04 13.74 2.23

WLS −2.67 0.18 3.08 1.48
DR 0.05 0.02 4.86 1.15

(4) Both models incorrect

n = 200

HT 25.88 −0.14 186.53 23.65
IPW 2.58 −0.24 10.32 4.92

WLS −1.96 0.47 3.86 3.31
DR −5.69 0.33 39.54 3.69

n = 1000

HT 60.60 0.05 1387.53 10.52
IPW 6.18 −0.04 13.40 2.24

WLS −2.68 0.17 3.09 1.47
DR −20.20 0.07 615.05 1.75
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Smith and Todd (2005, J. of Econometrics)

LaLonde (1986; Amer. Econ. Rev.):
Randomized evaluation of a job training program
Replace experimental control group with another non-treated group
Current Population Survey and Panel Study for Income Dynamics
Many evaluation estimators didn’t recover experimental benchmark

Dehejia and Wahba (1999; J. of Amer. Stat. Assoc.):
Apply propensity score matching
Estimates are close to the experimental benchmark

Smith and Todd (2005):
Dehejia & Wahba (DW)’s results are sensitive to model specification
They are also sensitive to the selection of comparison sample
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Propensity Score Matching Fails Miserably

One of the most difficult scenarios identified by Smith and Todd:
LaLonde experimental sample rather than DW sample
Experimental estimate: $886 (s.e. = 488)
PSID sample rather than CPS sample

Evaluation bias:
Conditional probability of being in the experimental sample
Comparison between experimental control group and PSID sample
“True” estimate = 0
Logistic regression for propensity score
One-to-one nearest neighbor matching with replacement

Propensity score model Estimates
Linear −835

(886)
Quadratic −1620

(1003)
Smith and Todd (2005) −1910

(1004)
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Covariate Balancing Propensity Score

Recall the dual characteristics of propensity score
1 Conditional probability of treatment assignment
2 Covariate balancing score

Implied moment conditions:
1 Score equation:

E
{Tiπ

′
β(Xi )

πβ(Xi )
−

(1− Ti )π
′
β(Xi )

1− πβ(Xi )

}
= 0

2 Balancing condition:

E

{
Ti X̃i

πβ(Xi )
− (1− Ti )X̃i

1− πβ(Xi )

}
= 0

where X̃i = f (Xi ) is any vector-valued function
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Generalized Method of Moments (GMM) Framework

Over-identification: more moment conditions than parameters
GMM (Hansen 1982):

β̂GMM = argmin
β∈Θ

ḡβ(T ,X )>Σβ(T ,X )−1ḡβ(T ,X )

where

ḡβ(T ,X ) =
1
N

N∑
i=1

 Tiπ
′
β(Xi )

πβ(Xi )
− (1−Ti )π

′
β(Xi )

1−πβ(Xi )

Ti X̃i
πβ(Xi )

− (1−Ti )X̃i
1−πβ(Xi )


︸ ︷︷ ︸

gβ(Ti ,Xi )

“Continuous updating” GMM estimator with the following Σ:

Σβ(T ,X ) =
1
N

N∑
i=1

E(gβ(Ti ,Xi)gβ(Ti ,Xi)
> | Xi)

Newton-type optimization algorithm with MLE as starting values
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Revisiting Kang and Schafer (2007)

Bias RMSE
Sample size Estimator GLM Balance CBPS True GLM Balance CBPS True
(1) Both models correct

n = 200

HT −0.01 2.02 0.73 0.68 13.07 4.65 4.04 23.72
IPW −0.09 0.05 −0.09 −0.11 4.01 3.23 3.23 4.90
WLS 0.03 0.03 0.03 0.03 2.57 2.57 2.57 2.57
DR 0.03 0.03 0.03 0.03 2.57 2.57 2.57 2.57

n = 1000

HT −0.03 0.39 0.15 0.29 4.86 1.77 1.80 10.52
IPW −0.02 0.00 −0.03 −0.01 1.73 1.44 1.45 2.25
WLS −0.00 −0.00 −0.00 −0.00 1.14 1.14 1.14 1.14
DR −0.00 −0.00 −0.00 −0.00 1.14 1.14 1.14 1.14

(2) Propensity score model correct

n = 200

HT −0.32 1.88 0.55 −0.17 12.49 4.67 4.06 23.49
IPW −0.27 −0.12 −0.26 −0.35 3.94 3.26 3.27 4.90
WLS −0.07 −0.07 −0.07 −0.07 2.59 2.59 2.59 2.59
DR −0.07 −0.07 −0.07 −0.07 2.59 2.59 2.59 2.59

n = 1000

HT 0.03 0.38 0.15 0.01 4.93 1.75 1.79 10.62
IPW −0.02 −0.00 −0.03 −0.04 1.76 1.45 1.46 2.26
WLS −0.01 −0.01 −0.01 −0.01 1.14 1.14 1.14 1.14
DR −0.01 −0.01 −0.01 −0.01 1.14 1.14 1.14 1.14
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CBPS Makes Weighting Methods Work Better

Bias RMSE
Sample size Estimator GLM Balance CBPS True GLM Balance CBPS True
(3) Outcome model correct

n = 200

HT 24.72 0.33 −0.47 0.25 141.09 4.55 3.70 23.76
IPW 2.69 −0.71 −0.80 −0.17 10.51 3.50 3.51 4.89
WLS −1.95 −2.01 −1.99 0.49 3.86 3.88 3.88 3.31
DR 0.01 0.01 0.01 0.01 2.62 2.56 2.56 2.56

n = 1000

HT 69.13 −2.14 −1.55 −0.10 1329.31 3.12 2.63 10.36
IPW 6.20 −0.87 −0.73 −0.04 13.74 1.87 1.80 2.23
WLS −2.67 −2.68 −2.69 0.18 3.08 3.13 3.14 1.48
DR 0.05 0.02 0.02 0.02 4.86 1.16 1.16 1.15

(4) Both models incorrect

n = 200

HT 25.88 0.39 −0.41 −0.14 186.53 4.64 3.69 23.65
IPW 2.58 −0.71 −0.80 −0.24 10.32 3.49 3.50 4.92
WLS −1.96 −2.01 −2.00 0.47 3.86 3.88 3.88 3.31
DR −5.69 −2.20 −2.18 0.33 39.54 4.22 4.23 3.69

n = 1000

HT 60.60 −2.16 −1.56 0.05 1387.53 3.11 2.62 10.52
IPW 6.18 −0.87 −0.72 −0.04 13.40 1.86 1.80 2.24
WLS −2.68 −2.69 −2.70 0.17 3.09 3.14 3.15 1.47
DR −20.20 −2.89 −2.94 0.07 615.05 3.47 3.53 1.75
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CBPS Sacrifices Likelihood for Better Balance
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Revisiting Smith and Todd (2005)

Evaluation bias: “true” bias = 0
CBPS improves propensity score matching across specifications
and matching methods
However, specification test rejects the null

1-to-1 Nearest Neighbor Optimal 1-to-N Nearest Neighbor
Specification GLM Balance CBPS GLM Balance CBPS
Linear −835 −559 −302 −885 −257 −38

(886) (898) (873) (435) (492) (488)
Quadratic −1620 −967 −1040 −1270 −306 −140

(1003) (882) (831) (406) (407) (392)
Smith & Todd −1910 −1040 −1313 −1029 −672 −32

(1004) (860) (800) (413) (387) (397)
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Standardized Covariate Imbalance

Covariate imbalance in the (Optimal 1–to–N) matched sample
Standardized difference-in-means

Linear Quadratic Smith & Todd
GLM Balance CBPS GLM Balance CBPS GLM Balance CBPS

Age −0.060 −0.035 −0.063 −0.060 −0.035 −0.063 −0.031 0.035 −0.013
Education −0.208 −0.142 −0.126 −0.208 −0.142 −0.126 −0.262 −0.168 −0.108
Black −0.087 0.005 −0.022 −0.087 0.005 −0.022 −0.082 −0.032 −0.093
Married 0.145 0.028 0.037 0.145 0.028 0.037 0.171 0.031 0.029
High school 0.133 0.089 0.174 0.133 0.089 0.174 0.189 0.095 0.160
74 earnings −0.090 0.025 0.039 −0.090 0.025 0.039 −0.079 0.011 0.019
75 earnings −0.118 0.014 0.043 −0.118 0.014 0.043 −0.120 −0.010 0.041
Hispanic 0.104 −0.013 0.000 0.104 −0.013 0.000 0.061 0.034 0.102
74 employed 0.083 0.051 −0.017 0.083 0.051 −0.017 0.059 0.068 0.022
75 employed 0.073 −0.023 −0.036 0.073 −0.023 −0.036 0.099 −0.027 −0.098
Log-likelihood −326 −342 −345 −293 −307 −297 −295 −231 −296
Imbalance 0.507 0.264 0.312 0.544 0.304 0.300 0.515 0.359 0.383
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Extensions to Other Causal Inference Settings

Propensity score methods are widely applicable

This means that CBPS is also widely applicable

Potential extensions:
1 Non-binary treatment regimes
2 Causal inference with longitudinal data
3 Generalizing experimental estimates
4 Generalizing instrumental variable estimates

All of these are situations where balance checking is difficult
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Concluding Remarks

Matching methods do:
make causal assumptions transparent by identifying counterfactuals
make regression models robust by reducing model dependence

Matching methods cannot solve endogeneity
Only good research design can overcome endogeneity

Recent advances in matching methods
directly optimize balance
the same idea applied to propensity score

Next methodological challenges: panel data
Fixed effects regression assumes no carry-over effect
They do not model dynamic treatment regimes
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Coping with Endogeneity in Observational Studies

Selection bias in observational studies

Two research design strategies:
1 Find a plausibly exogenous treatment
2 Find a plausibly exogenous instrument

A valid instrument satisfies the following conditions
1 Exogenously assigned – no confounding
2 It monotonically affects treatment
3 It affects outcome only through treatment – no direct effect

Challenge: plausibly exogenous instruments with no direct effect
tends to be weak
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Partial Compliance in Randomized Experiments

Unable to force all experimental subjects to take the (randomly)
assigned treatment/control
Intention-to-Treat (ITT) effect 6= treatment effect
Selection bias: self-selection into the treatment/control groups

Political information bias: effects of campaign on voting behavior
Ability bias: effects of education on wages
Healthy-user bias: effects of exercises on blood pressure

Encouragement design: randomize the encouragement to receive
the treatment rather than the receipt of the treatment itself
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Potential Outcomes Notation

Randomized encouragement: Zi ∈ {0,1}
Potential treatment variables: (Ti(1),Ti(0))

1 Ti (z) = 1: would receive the treatment if Zi = z
2 Ti (z) = 0: would not receive the treatment if Zi = z

Observed treatment receipt indicator: Ti = Ti(Zi)

Observed and potential outcomes: Yi = Yi(Zi ,Ti(Zi))

Can be written as Yi = Yi(Zi)

No interference assumption for Ti(Zi) and Yi(Zi ,Ti)

Randomization of encouragement:

(Yi(1),Yi(0),Ti(1),Ti(0)) ⊥⊥ Zi

But (Yi(1),Yi(0)) 6⊥⊥ Ti | Zi = z, i.e., selection bias
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Principal Stratification Framework

Imbens and Angrist (1994, Econometrica); Angrist, Imbens, and
Rubin (1996, JASA)
Four principal strata (latent types):

compliers (Ti (1),Ti (0)) = (1,0),

non-compliers

 always − takers (Ti (1),Ti (0)) = (1,1),
never − takers (Ti (1),Ti (0)) = (0,0),

defiers (Ti (1),Ti (0)) = (0,1)

Observed and principal strata:
Zi = 1 Zi = 0

Ti = 1 Complier/Always-taker Defier/Always-taker

Ti = 0 Defier/Never-taker Complier/Never-taker
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Instrumental Variables and Causality

Randomized encouragement as an instrument for the treatment
Two additional assumptions

1 Monotonicity: No defiers

Ti (1) ≥ Ti (0) for all i .

2 Exclusion restriction: Instrument (encouragement) affects outcome
only through treatment

Yi (1, t) = Yi (0, t) for t = 0,1

Zero ITT effect for always-takers and never-takers
ITT effect decomposition:

ITT = ITTc × Pr(compliers) + ITTa × Pr(always− takers)

+ITTn × Pr(never− takers)

= ITTc Pr(compliers)
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IV Estimand and Interpretation

IV estimand:

ITTc =
ITT

Pr(compliers)

=
E(Yi | Zi = 1)− E(Yi | Zi = 0)

E(Ti | Zi = 1)− E(Ti | Zi = 0)

=
Cov(Yi ,Zi)

Cov(Ti ,Zi)

ITTc = Complier Average Treatment Effect (CATE)
Local Average Treatment Effect (LATE)
CATE 6= ATE unless ATE for noncompliers equals CATE
Different encouragement (instrument) yields different compliers
Debate among Deaton, Heckman, and Imbens in J. of Econ. Lit.
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Violation of IV Assumptions

Violation of exclusion restriction:

Large sample bias = ITTnoncomplier
Pr(noncomplier)

Pr(complier)

Weak encouragement (instruments)
Direct effects of encouragement; failure of randomization,
alternative causal paths

Violation of monotonicity:

Large sample bias =
{CATE + ITTdefier}Pr(defier)

Pr(complier)− Pr(defier)

Proportion of defiers
Heterogeneity of causal effects
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An Example: Testing Habitual Voting

Gerber et al. (2003) AJPS
Randomized encouragement to vote in an election
Treatment: turnout in the election
Outcome: turnout in the next election

Monotonicity: Being contacted by a canvasser would never
discourage anyone from voting
Exclusion restriction: being contacted by a canvasser in this
election has no effect on turnout in the next election other than
through turnout in this election
CATE: Habitual voting for those who would vote if and only if they
are contacted by a canvasser in this election
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Multi-valued Treatment

Angrist and Imbens (1995, JASA)
Two stage least squares regression:

Ti = α2 + β2Zi + ηi ,

Yi = α3 + γTi + εi .

Binary encouragement and binary treatment,
γ̂ = ĈATE (no covariate)
γ̂

P−→ CATE (with covariates)

Binary encouragement multi-valued treatment
Monotonicity: Ti(1) ≥ Ti(0)

Exclusion restriction: Yi(1, t) = Yi(0, t) for each t = 0,1, . . . ,K
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Estimator

γ̂TSLS
P−→ Cov(Yi ,Zi)

Cov(Ti ,Zi)
=

E(Yi(1)− Yi(0))

E(Ti(1)− Ti(0))

=
K∑

k=0

K∑
j=k+1

wjkE
(

Yi(1)− Yi(0)

j − k

∣∣∣ Ti(1) = j ,Ti(0) = k
)

where wjk is the weight, which sums up to one, defined as,

wjk =
(j − k) Pr(Ti(1) = j ,Ti(0) = k)∑K

k ′=0
∑K

j ′=k ′+1(j ′ − k ′) Pr(Ti(1) = j ′,Ti(0) = k ′)
.

Easy interpretation under the constant additive effect assumption
for every complier type

Assume encouragement induces at most only one additional dose
Then, wk = Pr(Ti(1) = k ,Ti(0) = k − 1)

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 77 / 82



Partial Identification of the ATE

Balke and Pearl (1997, JASA)
Randomized binary encouragement, Zi

Binary treatment, Ti = Ti(Zi)

Suppose exclusion restriction holds
Binary outcome, Yi = Yi(Ti ,Zi) = Y ∗i (Ti)

16 Latent types defined by (Yi(1),Yi(0),Ti(1),Ti(0))

q(y1, y0, t1, t0) ≡ Pr(Y ∗i (1) = y1,Y ∗i (0) = y0,Ti(1) = t1,Ti(0) = t0)

ATE

E(Y ∗i (1)− Y ∗i (0))

=
∑
y0

∑
t1

∑
t0

q(1, y0, t1, t0)−
∑
y1

∑
t1

∑
t0

q(y1,1, t1, t0)
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Derivation of Sharp Bounds

Data generating mechanism implies

Pr(Yi = y ,Ti = 1 | Zi = 1) =
∑
y0

∑
t0

q(y , y0,1, t0)

Pr(Yi = y ,Ti = 0 | Zi = 1) =
∑
y1

∑
t0

q(y1, y ,0, t0)

Pr(Yi = y ,Ti = 1 | Zi = 0) =
∑
y0

∑
t1

q(y , y0, t1,1)

Pr(Yi = y ,Ti = 0 | Zi = 0) =
∑
y1

∑
t1

q(y1, y , t1,0).

Monotonicity (optional): q(y1, y0,0,1) = 0
Obtain sharp bounds via linear programming algorithms
Bounds are sometimes informative

Kosuke Imai (Princeton) Statistics & Causal Inference EITM, June 2012 79 / 82



Fuzzy Regression Discontinuity Design

Sharp regression discontinuity design: Ti = 1{Xi ≥ c}
What happens if we have noncompliance?
Forcing variable as an instrument: Zi = 1{Xi ≥ c}
Potential outcomes: Ti(z) and Yi(z, t)

Monotonicity: Ti(1) ≥ Ti(0)

Exclusion restriction: Yi(0, t) = Yi(1, t)
E(Ti(z) | Xi = x) and E(Yi(z,Ti(z)) | Xi = x) are continuous in x
Estimand: E(Yi(1,Ti(1))− Yi(0,Ti(0)) | Complier ,Xi = c)

Estimator:

limx↓c E(Yi | Xi = x)− limx↑c E(Yi | Xi = x)

limx↓c E(Ti | Xi = x)− limx↑c E(Ti | Xi = x)

Disadvantage: external validity
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An Example: Class Size Effect (Angrist and Lavy)

Effect of class-size on student test scores
Maimonides’ Rule: Maximum class size = 40
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Concluding Remarks

Instrumental variables in randomized experiments: dealing with
partial compliance
Additional (untestable) assumptions are required

1 partial identification
2 sensitivity analysis

ITT vs. CATE

Instrumental variables in observational studies: dealing with
selection bias
Validity of instrumental variables requires rigorous justification
Tradeoff between internal and external validity
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Abstract
Background: The counterfactual or potential outcome model has become increasingly standard
for causal inference in epidemiological and medical studies.

Discussion: This paper provides an overview on the counterfactual and related approaches. A
variety of conceptual as well as practical issues when estimating causal effects are reviewed. These
include causal interactions, imperfect experiments, adjustment for confounding, time-varying
exposures, competing risks and the probability of causation. It is argued that the counterfactual
model of causal effects captures the main aspects of causality in health sciences and relates to many
statistical procedures.

Summary: Counterfactuals are the basis of causal inference in medicine and epidemiology.
Nevertheless, the estimation of counterfactual differences pose several difficulties, primarily in
observational studies. These problems, however, reflect fundamental barriers only when learning
from observations, and this does not invalidate the counterfactual concept.

Background
Almost every empirical research question is causal. Scien-
tists conducting studies in medicine and epidemiology
investigate questions like "Which factors cause a certain
disease?" or "How does a certain therapy affect the dura-
tion and course of disease?" Clearly, not every association
is temporarily directed, and not every temporarily directed
association involves a causal component but might be
due to measurement error, shared prior factors or other
bias only. The only sine qua non condition for a causal
effect in an individual is the precedence of the factor to its
effect, and 100% evidence for causality is impossible. This
insight dates back at least to the 18th century Scottish phi-
losopher David Hume [[1]; 2 chap. 1]. The question is
how much evidence for a causal effect one can collect in
practice and what statistical models can contribute to such
evidence.

The history of causal thinking, especially in philosophy, is
a history of controversies and misunderstandings. For a
detailed description of these controversies, see [[1]; 2,
chap. 1; [3,4]]. In this article, I argue that the counterfac-
tual model of causal effects captures most aspects of cau-
sality in health sciences. A variety of conceptual as well as
practical issues in estimating counterfactual causal effects
are discussed.

The article is organized as follows: In the first two sections
of the Discussion part, the counterfactual model of causal
effects is defined, and some general aspects on statistical
inference are discussed. The next chapters provide an
overview on causal interactions and causal inference in
randomised and nonrandomised studies. In the last two
sections, several special topics and related approaches for
assessing causal effects are reviewed.
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Discussion
1. The counterfactual model of causal effects
Statistics cannot contribute to causal inference unless the
factor of interest X and the outcome Y are measurable
quantities [3]. The temporal direction can be assessed
with substantial knowledge (e.g. gender may effect diet
but not vice versa) but substantial knowledge might be
uncertain or even wrong. Alternatively, it can be estab-
lished through the study design. Here, the causal order is
ideally guaranteed by a condition in an experiment that
has been manipulated before an outcome is measured [5].
If an experiment is not feasible, it is preferable to infer the
temporal direction from a prospective design (e.g. a
reported traumatic event at the baseline assessment as a
potential risk factor for incident depression during the fol-
low-up period) instead of collecting information on the
temporal direction retrospectively in a cross-sectional
study [[1]; 6 chap. 1]. Generally, in non-experimental
studies, measurement error can occur not only in both X
and Y but also in the assessment of their temporal
direction.

To define a causal effect in an individual i, let us assume
that we want to assess the effect of an index treatment or
exposure level t (e.g. intake of a specific drug) as com-
pared to another treatment or exposure level c (e.g. no
treatment) on an outcome Yi. The outcome can be binary
or quantitative (e.g. the amount of segregation of a hor-
mone or a psychological score). According to Greenland
and Brumback [7], we basically assume in counterfactual
inference that

(a) at the fixed time point of assignment, the individual i
could have been assigned to both treatment levels (Xi = t
or Xi = c) and

(b) the outcome Yi exists under both Xi = t (denoted by
Yi,t) and Xi = c (denoted by Yi,c).

Counterfactuals and potential outcomes
Obviously, the outcome can be observed only (or more
precisely, at most) under one, and not under both condi-
tions. If individual i is assigned to treatment level t, then
Yi,c is unobservable; likewise, if individual i is assigned to
treatment level c, then Yi,t is unobservable. The treatment
that individual i actually does not receive is called counter-
factual treatment. Likewise, the outcome under this treat-
ment is referred to as counterfactual or potential outcome.
The term potential outcome reflects the perspective before
the treatment assignment and is more widespread in sta-
tistics (e.g. [8]). In contrast, the term counterfactual out-
come denotes the perspective after the allocation; it
originated in philosophy and has caught on in epidemiol-
ogy (e.g. [2]). Throughout this paper, I shall use the term
counterfactual.

A meaningful counterfactual constitutes a principally pos-
sible condition for individual i at the fixed time of assign-
ment. For example, having a certain gynaecological
disease instead of not having it would be an odd counter-
factual condition for men. As a consequence, "influences"
of intrinsic variables like sex, race, age or genotype cannot
be examined with counterfactual causality in most con-
texts [9]. Whether "effects" of such variables should be
labelled causal is controversial [7]; see [10,11] for conflict-
ing opinions. If the discussion on causal effects, however,
is restricted to those variables that might, at least in prin-
ciple, be manipulated, this controversy is no longer rele-
vant. Other factors are hardly subject to empirical research
and do not serve for intervention.

In general, counterfactuals are quite natural, and,
although sometimes claimed [12], there is nothing "eso-
teric" or "metaphysical" about them. Counterfactual
reflections seem to play a vital role in creativity when
human beings deal with "what would have happened if"
questions [13]. In quantum physics, they have even meas-
urable consequences [14].

Definition of causal effect
There is a causal effect of treatment level t versus treatment
level c in individual i at the time where treatment is assigned if
the outcomes differs under both conditions [e.g. [15]]:

Yi,t ≠ Yi,c.

The magnitude of the effect can be defined in various ways:
for instance, as the difference in the outcome between the
two treatment levels:

Yi,t - Yi,c.

If the outcome is strictly positive, one may also use the
ratio. The choice of a measure, however, affects the inter-
pretability of a summary of individual effects as the pop-
ulation average effect, and the interpretability of
heterogeneity of individual effect magnitudes as causal
interaction (see sections 2 and 3).

To imagine a causal effect in a binary outcome suppose
that an individual i had a particular disease. After having
received a certain treatment (Xi = t), the person no longer
has any symptoms of the disease (Yi,t = 0). The question is
whether the treatment was the cause of the remission of
the disease – in comparison to another treatment level
(e.g. Xi = c: "no treatment"). Within the counterfactual
conception, this question is equivalent to the one whether
the disease would have persisted if the comparison treat-
ment level c had been assigned to the same individual i at
the same time, that is, whether Yi,c = 1. According to Mal-
donado and Greenland [16], this definition of a counter-
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factual causal effect on a binary outcome dates back to the
18th century when the Scottish philosopher David Hume
wrote:

"We may define a cause to be an object followed by
another ... where, if the first object had not been, the sec-
ond never had existed."

Counterfactual causality was the central idea that stimu-
lated invention of randomised experiments by Ronald A.
Fisher and statistical inference on them by Fisher around
1920 and, later, by Jerzey Neyman and Egon Pearson in a
somewhat different way [3,17]. Much later, in 1974,
Rubin [18] has firstly applied the counterfactual model to
statistical inference in observational studies.

Choosing the reference treatment
The first difficulty in assessing counterfactual causal
effects is to choose the reference condition when compar-
ing one treatment level t with another treatment level c,
that is, the substantive meaning of "treatment c". This
does not yet constitute a real problem, because researchers
should know against what alternative condition the effect
of the index treatment is to be evaluated. For instance, in
drug treatment trials, the effect of a drug treatment is often
examined against that of a placebo treatment (placebo-con-
trolled trial), because an effect resulting from the patient's
impression of being treated is not the relevant kind of
effect in most cases. On the other hand, if a drug has
already been shown to have a positive effect, treatment
with this drug may serve in comparing the efficacy of a
new drug (drug-controlled trial). Thus, in drug-controlled
trials a different effect is estimated than in placebo-con-
trolled trials.

Multiple causal factors and causal mechanisms
In the counterfactual model, a causal factor is a necessary
factor without which the outcome (e.g. treatment success)
would not have occurred. As the condition is not required
to be sufficient for the outcome, multiple causal factors
are allowed. This is in line with the fact that the etiology
of most physical diseases and almost all mental disorders
(e.g. [19]) is multi-causal, resulting from a complex inter-
play between genetical and environmental factors. Fur-
thermore, a causal effect does not have to be a direct effect.
This is desirable because an intervention like drug pre-
scription by a doctor (if the patient complies) often causes
an outcome by triggering a whole cascade of consecutive
events (of biological, biochemical, mental or social ori-
gin), which, in turn, affect the outcome (directly or indi-
rectly). In the causal graph shown in Figure 1, there is no
direct effect of X on Y, but X causes Y by affecting Z, which,
in turn, influences Y.

Investigating a causal effect does not require knowing its
mechanism. The ability to explain an association, how-
ever, often supports the conclusion that it has a causal
component (especially if the explanation is given before a
researcher looks at the data). The mechanism of an effect
is closely related to the terms of effect-modifying and
mediating variables. An effect-modifier (or moderator) is
neither affected by X nor by Y – but is associated with a
"different effect of X on Y" (see section 3); a mediator is
affected by X, and, in turn, has an effect on Y.

2. Statistical inference on counterfactual effects
As already mentioned, one can evaluate a fixed individual
i at a fixed time only under one condition (Xi = c or Xi = t).
Usually, no objective criteria exist to assess with a single
observation whether an outcome, such as treatment suc-
cess (Yi,t = 1) has been caused by the received treatment or
by other factors. One exception is ballistic evidence for a
bullet stemming from a particular gun and found in a
killed person [20] (but here, evidence is still uncertain

Causal graph for an indirect effect of X on Y via ZFigure 1
Causal graph for an indirect effect of X on Y via Z.
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because the person could have died of sudden coronary
failure at the moment the bullet was fired, but this possi-
bility can be checked by autopsy). In the absence of such
criteria, one can only estimate average causal effects. This
requires several observations, involving different individ-
uals or different time points or both. Many observations
are also required for statistically stable conclusions.

Average causal effects
The aim is to estimate the average causal effect, that is, the
average of the individual causal effects in the target popula-
tion. The target population includes all the individuals on
whom inference is to be made, whereas the population
the sample is actually taken from is the source population
[[2]; chap. 20]. Ideally, the source population equals the
target population, and the individuals are randomly sam-
pled from that population. If the sample is taken from
another than the target population, selection bias will
arise if the average causal effect in the source population
differs from that in the target population. Moreover, the
existence and magnitude of different biases (e.g. con-
founding [21], see below) depend on the choice of target
population, and information on biases stemming from
populations other than the target population might not
apply.

To be interpreted as an estimate of the population average
effect, the difference between the arithmetic mean in X = t
versus X = c (summary over all individuals in the respec-
tive treatment group) has to equal the arithmetic mean of
the differences at the level of the individuals. Linear differ-
ences can always be interpreted in this way [22], whereas
for multiplicative measures like the mean ratio and the
risk ratio the geometric mean has to be used instead. The
population average interpretation of the summary odds
ratio, however, becomes increasingly false with an
increasing number of individuals at high risk for the out-
come (under one or both conditions) [22].

The following discussion is restricted to the more frequent
case of a sample consisting of different individuals rather
than of different time points (or both).

Stable-unit-treatment assumption
Before treatment assignment, there are two random varia-
bles for each individual i in the population: the outcome
under treatment c (Yi,c) and the outcome under treatment
t (Yi,t). Although the theory can be extended accordingly
[23], I shall now assume for simplicity that the outcomes
of individual i are independent of the outcomes of other
individuals and their received treatment levels. This is
referred to as the stable-unit-treatment-assumption [23].
Note that this might be a quite restrictive assumption: it
does not hold for contagious diseases as outcome. Influ-
enca is such a disease in which the immunisation of cer-

tain individuals may affect the others (called "herd effect",
e.g. [24]). After treatment assignment and the observation
of the outcome, a sample of n individuals contains (at
most) one realisation of the outcome for each individual
i where the outcome corresponds either to treatment level
t or c. Therefore, from the statistical point of view, the esti-
mation of causal effects can be regarded as a particular
problem of missing values (e.g. [17]).

Exchangeability
Suppose the average causal effect is defined as the differ-
ence in means in the target population between both con-
ditions X = t and X = c. Then the simplest way to estimate
it is with the difference between the two sample means

(denoted by  and , resp.). If individuals with X = c
and X = t are "exchangeable", average causal effects can be

directly estimated as  without bias due to assign-
ment (bias might exist anyway due to other causes such as
measurement or selection). Exchangeable means that two
conditions have to be fulfilled [21,25]:

a) The distribution of the unobserved outcome Yt under
actual treatment c is the same as that of the observed out-
come Yt under actual treatment t; that is, under counterfac-
tual treatment with t, the individuals actually treated with
c would behave like those actually treated with t; individ-
uals having received treatment t are substitutes for individ-
uals having received treatment c with respect to Yt.

b) The distribution of the unobserved outcome Yc under
actual treatment t is the same as that of the observed out-
come Yc under actual treatment c; that is, under counter-
factual treatment with c, the individuals actually treated
with t would behave like those actually treated with c;
individuals having received treatment c are substitutes for
those who have received treatment t with respect to Yc.

Note that, if individuals actually having received treat-
ment c and t, respectively, correspond to different popula-
tions and inference is to be made solely on one of these
two populations, then only either assumption a) or b) is
required. For instance, if inference is to be made only on
the population having received treatment c, condition a)
is sufficient.

In the section on causal inference, I will provide an out-
line on how exchangeability relates to different study
designs and what statistical methods can contribute to
approach unbiased estimation of causal effects if the
optimal design (a perfect randomised experiment) is not
feasible.

Yt Yc

Y Yt c−
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3. Heterogeneity in causal effects
An important issue is the assessment of differences in
causal effects between individuals. Clearly, a necessary
condition for a factor Z to be a modifier of the effect of X
on Y is that Z precedes the outcome Y. If such a potential
effect-modifier Z is associated with X, the parameter that
describes the modification of the effect of X on Y is not
identified without making further assumptions. Effect-
modifiers are typically assessed with interaction terms in
regression models.

Choice of the effect measure
Whether and, if yes, to what extent the degree of an effect
differs according to the values of Z depends, however, on
the choice of the model and the associated index of effect
magnitude. As mentioned above, some effect measures
(e.g. the odds ratio) usually serve only to quantify the
magnitude of a causal effect supposed to be constant
between the individuals.

Moreover, the risk difference is the only measure for
which effect heterogeneity is logically linked with causal
co-action in terms of counterfactual effects. To explain
this, it is necessary to define the causal synergy of two
binary factors, Xi and Zi (coded as 0 or 1), on a binary out-
come Yi in an individual i (at fixed time).

Clearly, if Xi and Zi do not act together in causing the event
Yi = 1, then

(a) if Yi = 1 is caused by Xi only,

Yi = 1 if (Xi = 1 and Zi = 0) or

(Xi = 1 and Zi = 1)

and Yi = 0 in all other cases. Thus, Yi = 1 occurs in all cases
where Xi = 1 and in no other cases.

(b) if Yi = 1 is caused by Zi only,

Yi = 1 if (Xi = 0 and Zi = 1) or

(Xi = 1 and Zi = 1)

and Yi = 0 in all other cases. Thus, Yi = 1 occurs in all cases
where Zi = 1 and in no other cases.

Therefore, causal synergy means that 1) Yi = 1 if either one
or both factors are present and 2) Yi = 0 if neither factor is
present. Now, one is often interested in superadditive risk
differences, where the joint effect of X = 1 and Z = 1 is
higher than the sum of the effects of (X = 1 and Z = 0) and
(X = 0 and Z = 1) as compared to the risk for Y = 1 under
(X = 0 and Z = 0), that is,

P(Y = 1 | X = 1, Z = 1) > P(Y = 1 | X = 1, Z = 0) + P(Y = 1 |
X = 0, Z = 1) - P(Y = 1 | X = 0, Z = 0).

If superadditivity is present, one can show that there must
be causal synergy between X and Z on Y, at least for some
individuals [[2], chap. 18; [26,27]]. This relation does not
apply in the opposite direction: If there is causal synergy
among some individuals there may be no superadditivity.
Thus, one can demonstrate rather a causal interaction
than its non-existence. Note that other logical relations do
not exist and the risk difference is the only measure for
which such a logical link exists [[2]; chap. 18; [26,27]].
Also, other measures like correlations, standardised mean
differences or the fraction of explained variability do not
serve to quantify the degree of causal effects because they
mix up the herefore solely relevant mean difference with
parameters of exposure and outcome variability [28].

Another crucial point for the choice of effect index is
whether the interaction terms in regression models corre-
sponds with so-called mechanism-based (e.g. biological)
interactions [29]. For instance, if the dose of intake of a
particular drug is known to influence the release of a cer-
tain hormone linearly, then the interaction term of
another factor with drug intake in a linear model corre-
sponds to the presence of a biological interaction.

Deterministic versus probabilistic causality
A fundamental question relating to heterogeneity in
causal effects is the distinction between deterministic and
probabilistic causality [[2], chap. 1; [30], chap. 1]. The
functional-deterministic understanding of causality is
based on the Laplacian conception of natural phenom-
ena, which are assumed to follow universally valid natural
laws. Here, in the absence of measurement error and other
biases, the observable heterogeneity in Y – given X and the
other observed covariates – would be attributed solely to
unobserved factors. If we knew the causal mechanism
completely (how complicated it may be) and the values of
all the causal factors, the outcome Y would be exactly
determined. Note that I have implicitly used this assump-
tion in the previous discussions.

Within the probabilistic understanding of causality, indi-
vidual variation exists within the outcome Y, which can
not be explained by unconsidered factors. This variation
might be called real randomness and can be found in quan-
tum physics [14]. It is possible to incorporate real ran-
domness into counterfactual models because one can
specify a probability distribution for a potential outcome
of a fixed individual at a fixed time [[7] and references
therein]. In real situations, however, the distinction
between deterministic and probabilistic causality does
not play a major role in systems that are complex enough
for substantial residual heterogeneity in the modelled
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effect to be expected. Here, the effect is practically proba-
bilistic. Such a situation is rather the rule than the excep-
tion in medical and behavioural sciences.

On the other hand, after incorporating major effect-mod-
ifiers into a model, the effect of X on Y should be suffi-
ciently homogeneous to allow for uniform interventions
in the subpopulations defined by the values of the effect-
modifiers. As a consequence of the existence of effect-
modifiers, a variation in their distribution across different
populations implies that one would expect to estimate
different effects if the modifiers were not considered in a
model. Thus, differences in estimates of effects do not
imply that different causal mechanisms act; instead, they
might be solely due to different distributions of hidden
effect-modifiers [[2], chap. 18; [16]]. Interactions with
intrinsic variables; that is, individuals' immutable proper-
ties like sex, race and birth date are often regarded as an
indication of a narrow scope of a model [31]. On the
other hand and as mentioned above, nonmanipulable
properties are hardly subject to counterfactual arguments.

4. Causal inference in randomised and non-randomised 
studies
Randomised experiments
As already mentioned, if the individuals are exchangeable
between the treatments and there are no other biases,
causal effects can be directly estimated, most simply with
the difference in the mean of Y between X = c and X = t. A
stronger assumption than exchangeability is related to the
propensity score. The propensity score is the probability of
individual i being assigned to treatment t – at the time
when group assignment to X = c or X = t takes place,
denoted with PSi = P (Xi = t). The assumption that the pro-
pensity score is equal among the individuals with X = c or
X = t is stronger than the assumption of exchangeability
because the determinants of the propensity score do not
necessarily affect the outcome Y.

In a simple randomised experiment, PSi is equal for all
individuals. For example, in an experiment with balanced
groups, the individuals are assigned to each treatment
with a probability of 50%: PSi = 1/2 for all i. More sophis-
ticated designs incorporate a covariate or, more generally,
a vector of covariates Zinto the group assignment (block
designs). Provided that such covariates are also factors of
the outcome, considering them often yields increased sta-
tistical precision in the estimate of the causal effect. In ran-
domised experiments, the propensity score is a known
function g of the realisations zof Z; that is, PSi = g(zi) and
the joint distribution of Yc and Yt is conditionally inde-
pendent of X given Z, a property called strong ignorability
[8]. Now, one can show that X and Zare conditionally
independent given the propensity score; that is, the pro-
pensity score PS summarises all information contained in

Zabout the group assignment [8]. As a consequence, the
mean effect of X on Y can be approximatively estimated
without bias due to assignment if the entities are matched
pairwise according to the propensity score, if they are
weighted proportionally to the inverse propensity score,
or if the propensity score is adjusted for in a suitable
regression model [8]. From a Bayesian perspective, the
estimates of the propensity score are posterior probabili-
ties to predict the allocation to exposure (X = t) under Z =
z [32]. The problem with the propensity score is that it is
sufficient to control for but not minimally sufficient (it
may include unnecessary information due to covariates
related to Y but not to X).

Imperfect experiments
In the discussion above I have implicitly assumed that
treatment and control protocols were followed exactly; in
that sense, the experiments were supposed to be perfect.
In many studies, however, the actual treatment and con-
trol conditions do not equal the intended protocols, at
least, not for some individuals or measurement points
(imperfect or broken experiments). For instance, in the phar-
macotherapy of depression with antidepressants, one
often faces the problem that many individuals in the anti-
depressant treatment group (X = t) stop drug intake as, in
the beginning, they experience only adverse effects [33].
According to Imbens and Rubin [34], imperfect experi-
ments constitute the bridge between experiments with
ideal compliance and observational studies.

Instrumental variables
If one ignores the fact that the treatment conditions were
not exactly followed, one estimates the effect of the
intended, not of the actual treatment. This is referred to as
intent-to-treat analysis. Alternatively, one can estimate the
effect of the treatment among those who complied. This can
be done with approaches based on instrumental variables.
Roughly speaking, an instrumental variable I is a variable
that is associated with the actual treatment or exposure X
but that related to the outcome Y only through its associ-
ation with X. Maybe the most important example for an
instrumental variable is the intended treatment. The basic
idea of such approaches is that one can – under certain
conditions that vary with the specific problem – compute
the X - Y association or bounds of it from the I - X and the
I - Y association [35,36]. These methods are useful when
the observed X - Y association is more confounded than
the I - X and the I - Y associations. Another situation where
instrumental variable methods apply is when not X but
only a surrogate I of it can be directly observed. The asso-
ciation between I and X then has to be known or
estimable, and differences between I and X have to be
independent of other variables [35,36].



BMC Medical Research Methodology 2005, 5:28 http://www.biomedcentral.com/1471-2288/5/28

Page 7 of 12
(page number not for citation purposes)

Observational studies
Not every interesting factor can be translated into equiva-
lent lab settings or can be manipulated. Factors like social
support or peer relationships are difficult to observe out-
side their natural environment. Other conditions should
not be assigned to human beings for ethical reasons (e.g.
smoking). In such cases, there is no way but to conduct an
observational study. In observational studies, the group
assignment is neither manipulated nor randomised. The
group status X is a random variable subject to measure-
ment error, and the individuals assign themselves to X = c
or X = t, for example, by deciding to smoke or not to
smoke.

The propensity score then typically depends on a variety
of variables (denoted as vector Z). Often, not all of such
factors are observable or even known. Researchers con-
ducting epidemiological and nonrandomised clinical
studies should aim at collecting data on the major deter-
minants of X to allow for an adequate control of con-
founding. Note that variables associated with X but not
with Y can often be ignored. However, they can serve to
reduce the variance in normally distributed outcomes, but
adjusting for them sometimes yields unnecessarily high
variances in outcomes with other distributions [8].

In many practical situations, one should assume substan-
tial residual bias due to unobserved determinants of the
exposure X, which, in turn, affect Y. Such kind of bias is
referred to as confounding. A confounder is a variable that is
associated with both X and Y and that precedes X; and
adjusting for it reduces the overall bias in the estimation
of the causal effect of X on Y [[2], chap. 15]. In practice,
however, it is not determinable whether a certain variable
is a confounder because this depends on all (other) con-
founders and biases together. If Zl is a candidate for a con-
founder, the difference between the means under X = t
and X = c adjusted for Zl might be biased more strongly
than the unadjusted mean difference. This can happen,
for instance, if other, more important factors of group
assignment are distributed more unequally across X = c
und X = t after stratification than they were before stratifi-
cation on Zl [[7], and the references therein].

Pearl [[30], chap. 3; [37]] has discovered formal criteria
within the framework of graphical models (the "back-
door" and "frontdoor" criterion, resp.) that indicate
which set of covariates is sufficient to be controlled for.
Applying these criteria, however, requires assumptions on
the causal system that causes X and Y. Some of the varia-
bles that cause X and Y, in turn, are often unobserved or
even unknown.

Methods to adjust for unobserved confounding and other biases
There are various approaches to address unobserved con-
founding, bias due to measurement error, selection, and
other biases. The first method is sensitivity analysis, which
examines what impact one or several supposed scenarios
of bias would have had on the results at hand. The results
depend on the presumed values of bias parameters like
misclassification probabilities, the distribution of a con-
founder, and the magnitude of it's effects on X and Y. For
a general model for sensitivity analyses, see [38]. Rosen-
baum [39] has proposed a general framework to assess
how sensitive a particular study design is against assign-
ment bias. The problem with sensitivity analysis is that
only the range of expected results under different specified
values for the unknown bias parameters is revealed [40].

This drawback is solved with Monte Carlo sensitivity anal-
ysis. Here, distributions are assigned to the unknown bias
parameters, which reflect a researcher's knowledge or
assumptions about their true values. Bias-corrected point
and interval estimates can then be calculated. The results
from these methods have approximatively a Bayesian
interpretation if additional uncertainty is added (as would
be the case if one drew random numbers from the poste-
rior distribution of the unknown effect), the estimator of
the causal effect is approximatively efficient, and the data
provide no information on the bias parameters [[40] and
references therein].

(Monte Carlo) sensitivity analyses and Bayesian methods
outperform conventional analyses, which often yield
overconfident and biased results because they are based
on wrong point priors at zero (e.g. misclassification prob-
abilities) at the parameters determining bias [40]. This is
true as long as the assumptions made are not fundamen-
tally wrong (e.g. bias downward instead of upward, [41]).
In conventional analyses, the farther the left boundary is
from the null, the more room there is for bias and extra-
variation. Moreover, a statistically significant difference
does not imply that the association found is strong
enough to be of a clinical or policy concern; the absence
of a statistically significant association often does not even
rule out a strong relation (e.g. [[2], chap. 12; [42]]).
Hence, it is essential to quantify the degree of association
also in perfect randomised experiments and to report an
interval estimate.

5. Some more special issues
Time-varying exposures
In many applications, the exposure level X is not a con-
stant condition but a sequence of treatment levels (gener-
alised or g-treatment) that varies within individuals over
time. For instance, Robins et al. [43] have investigated the
effect of prophylaxis therapy for pneumocystis carinii
pneumonia (PCP, an opportunistic infection in AIDS
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patients) on survival times among AIDS patients in an
uncontrolled study. In medical studies, the exposure level
often varies over time, for example, because physical com-
plications require a change in treatment or because indi-
viduals deposit drug intake because of adverse effects.

The problem with time-varying systems is that they are
subject to feedback mechanisms: The causes at fixed time
q might not only be affected by causes of the outcome
occurring before time q (confounding), but they may also
impact later time-dependent causes [44,45]. For instance,
the outcome at time q-1 may be a mediator for the out-
come at time q, but a confounder of the exposure at time
q. As in the above example statistical inference for causal
effects of time-dependent exposures is often based on sur-
vival time as outcome and, therefore, on survival models.
The associated methods easily become complicated
because one often has to take several issues into account.
These include measured and unmeasured confounder
adjustment, feedback mechanisms and censoring (not all
individuals are observed throughout the whole investiga-
tion time). Then they still share all the limitations of con-
ventional methods in observational studies (bias due to
measurement, selection etc., [45]).

Details of statistical models are rather technical and thus
beyond the scope of this paper. Briefly, Robins [44] has
derived a general recursive g-computation algorithm, from
which he has derived non-parametrical tests. These tests,
however, turned out to be impractical for inference more
sophisticated than simple null hypothesis testing (e.g.
[45]). Later, more flexible semiparametric models (called
g-estimation) of survival outcomes were developed (e.g.
[43]). These models make assumptions merely on the
form of the difference between the treatment levels rather
than on the shape of the outcome distribution within the
same treatment (and covariate) level. An alternative
approach is provided by so-called "marginal structural
models" and "inverse-probability of treatment-weighted
estimators". In the case of censoring, these methods are
less complex than g-estimation at the cost of requiring
stronger assumptions here [45]. However, they often
allow for improved confounder adjustment [46]. Gill and
Robins [47] have developed extensions of g-estimation
for continuous time.

Competing risks
Suppose that one is interested in the health burden attrib-
utable to a variable that is actually an outcome and not a
treatment action in the earlier sense. Let me borrow an
example from Greenland [48]: Suppose one is interested
in how the number of years lived after the age of 50 (T) is
affected by whether smokers died of cancer (Y = 1) or not
(Y = 0). Assume that a certain individual i was a male life-
time heavy smoker and died from lung cancer at the age

of 54 (Ti = 4 | Yi = 1). Now the estimation of Ti under Yi =
0 is unclear because it depends on how Yi = 0 was caused,
how death from lung cancer was prevented. If death by
lung cancer had been prevented through convincing the
individual not to smoke at all in his entire lifetime, then
the risk of other causes of death (e.g. coronary heart dis-
ease, diabetes, or other kinds of cancer) would be lower as
well. In this case, Ti under Yi = 0 might be considerably
higher than 4 years. On the other hand, if Y = 0 was caused
by chemotherapy, the risks of other diseases, named com-
peting risks [[48] and references therein] would not have
been reduced. Hence, the outcome Ti under Yi = 0 might
not have been much higher here than under Yi = 1. The
expected increase in years lived would thus be much
smaller if lung cancer was prevented by chemotherapy
than it would be if lung cancer was prevented by lifetime
absence of smoking.

To conclude, there is no single intervention in this case
that would be independent of an individual's history prior
to exposure. The evaluation of the effect of removing Yi =
1 depends on the mode of removal in a multivariate frame-
work. Therefore, effects of policies should be evaluated in
terms of actions that cause outcome removal rather than
in terms of outcome removal per se [48].

The probability of causation
A common problem is how to determine the probability
that an event in an individual has been caused by a certain
exposure, that is, the probability of causation (PC). Courts
define causation as an exposure without which the out-
come event would a) not have happened at all or b) have
happened later. Such a cause is named contributory cause
[49]. The empirical basis for an estimate of the probability
of causation in an individual is a sample of exposed indi-
viduals. This sample should be similar to the individual
under investigation with respect to the history of exposure
and (other) risk factors of disease. Then, one can estimate
the rate fraction (RF – often called "attributable fraction"),
the excess incidence rate due to exposure – relative to the
incidence rate if exposed, given by

where IRX = 0 and IRX = 1 denote the incidence rates in the
target population under exposure and under non-expo-
sure, respectively [[2]; chap. 3]. The etiological fraction (EF)
is defined as the fraction of exposed individuals with the
disease for which the exposure was a contributory cause of
the disease [[2]; chap. 3]. Now, the probability of causa-
tion in the individual equals the etiological fraction (PC =
EF) if the individual was randomly drawn from the target
population [49]. A common fallacy, however, is to con-
fuse the rate fraction RF with the probability of causation

RF
IR IR

IR
X X

X
=

−= =

=

1 0

1
,
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PC (in the sense of a contributory cause). To illustrate this
mistake algebraically, one can express the etiological frac-
tion as

where:

- C1 is the number of individuals in the population in
which exposure has caused an accelerated onset of disease
(i.e., under non-exposure, the disease would have
occurred anyway but later);

- C2 denotes the number of individuals in whom exposure
has caused all-or-none disease (i.e., without exposure,
these persons would not have contracted the disease at
all); and

- CT is the total number of persons exposed to the disease
(including also those individuals who have not been
affected by the exposure, [49]).

Now, one can show that, if the probability of the exposure
having an effect in the exposed is low, the rate fraction RF
approximately equals A2/AT [49] – a quantity known as
the excess rate [[2], chap. 4]. Thus in this case, the equa-
tion PC = RF approximatively holds only if A1 is small as
compared to A2. This means that the effect is required to
have an all-or-none effect in the vast majority of exposed
and diseased individuals. Otherwise, the probability of
causation is underestimated proportionally to the ratio
A1/A2. A fundamental problem with the estimation of PC
is the estimation of A1 – the number of exposed and dis-
eased persons who would have developed the disease later
under non-exposure. This estimation would require some
biological model (which seems to be rarely available) for
the progress of the disease [49]. Robins and Greenland
[50] have provided upper and lower limits for the proba-
bility of causation that are consistent with the data. Pearl
[51] showed under which conditions the probabilities
that a factor was a necessary or a sufficient cause, respec-
tively, can be estimated from the data.

6. Related approaches to causal inference
The sufficient-component-cause model
Rothman [52] has proposed a model of causal effects that
is similar to but finer than the counterfactual model — the
sufficient-component-cause model. Entities in this model are
not individuals but mechanisms of causation. A mecha-
nism is defined as a combination of factors that are jointly
sufficient to induce a binary outcome event, Y = 1. Each of
possibly many of such mechanisms has to be minimally
sufficient: The omission of one factor would change Y
from 1 to 0; that is, the outcome event would no longer be

present. For instance, following an example by Rothman
[52], it is not sufficient to drink contaminated water to get
cholera; other factors are required as well. If, in this exam-
ple, drinking contaminated water is part of each mecha-
nism that leads to cholera, this constitutes a necessary
factor for cholera. For a fixed individual at a fixed time,
often several mechanisms are in line with the same coun-
terfactual effect [[2], chap. 18; [7]]. Therefore, the suffi-
cient-component-cause model is important rather for
conceptional than for inferential considerations. Roth-
man's [52] intention was to build a bridge between meta-
physical reflections and epidemiological studies.

Structural equation models
Especially in the fields of psychology, social sciences and
economics, structural equation models (SEMs) with latent
variables are frequently used for causal modelling. These
models consist of (a) parameters for the relations among
the latent variables, (b) parameters for the relations
among latent and observed variables and (c) distribu-
tional parameters for the error terms within the equations.
Pearl [30] has shown that certain nonparametric SEMs are
logically equivalent to counterfactual models and has
demonstrated how they can be regarded as a "language"
for interventions in a system. Furthermore, these models
are useful to structure and reduce variance, for example, to
reduce measurement error if several items on a question-
naire are assumed to represent a common dimension.

There are, however, several practical problems with the
use of SEMs. First, in an under-determined system of
equations, several assumptions are necessary to identify
the parameters (i.e. to make the estimates unique). In psy-
chological applications, the assumptions tend to be justi-
fied only partially [53] and models with alternative
assumptions are often not considered [54]. The results, on
the other hand, may be very sensitive against these
assumptions [55], and currently, there is no way to model
uncertainty in these assumptions. Besides, the coefficients
from these models are sometimes not interpretable as
measures of conditional dependencies (i.e. regression
coefficients), for instance, if there are loops in a model
[56]. Finally, the meaning of the latent variables remains
sometimes obscure, and — in economic applications —
results from certain structural equation models have been
found to fail to recur in experiments [57].

It is therefore recommended that one should be extremely
careful in the application of SEMs. For more sophisticated
discussions of the relations among structural equation
models, graphical models, the corresponding causal dia-
grams and counterfactual causality; see [7,30,31,58] and
the papers cited therein.

EF
C C

CT
= +1 2 ,
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The controversy on counterfactual causality raised by Dawid's article 
[12]
Dawid [12] has argued that counterfactuals were some-
thing metaphysical because causal inference based on
counterfactuals would depend on unobservable assump-
tions. In his own formulation of the counterfactual
model, Dawid assumed that a causal effect in an individ-
ual was composed of the average effect of treatment t ver-
sus c, an individual effect and an interaction term
treatment*individual. Different assumptions about the
unidentified individual parameters would yield different
conclusions about the variance of the counterfactual
effect. Such assumptions involved the joint distribution of
Yc and Yt for fixed individuals.

Together with Dawid's paper in the Journal of the Ameri-
can Statistical Association, not less than seven commen-
taries as well as Dawid's rejoinder [59] were published.
Cox [60] reproached Dawid for posing too general a ques-
tion and for going much too far with his conclusions: The
proof of a causal effect would not require knowing its
mechanism. Shafer [61], on the other hand, regretted that
David had been too mild in condemning counterfactuals.
Casella and Schwarz [62] mentioned that every scientific
investigation had to aggregate over different individuals.
Pearl [63] and Cox [60] argued that, in contrast to Dawid's
claims, several aspects of counterfactual causality were at
least indirectly testable. Wasserman [64] pointed out that,
as in every other kind of statistical models, the identifia-
bility of parameters would be essential in causal models
but that counterfactuals provided a quite useful concep-
tion. Robins and Greenland [65] brought up the point
that Dawid had largely neglected observational studies
and imperfect experiments. Probabilistic causal inference
(of which Dawid is an advocate) in observational studies
would inevitably require counterfactuals. Otherwise,
causal effects may not be identified without again making
unidentified assumptions. Rubin [66] considered the
modelling of the joint distribution of Yc and Yt as not
always necessary.

Dawid [12] rejects the counterfactual concept seemingly
because, on it's own, it is not powerful enough to solve the
fundamental problems of causal inference (e.g. in a fixed
individual at a fixed time one can observe the outcome
only under one condition). Depending on the question
and the design, there are indeed often unidentified
parameters. I argue that the fact that the concept does not
solve all problems does not mean that it is wrong; in that
sense, denying the usefulness of counterfactuals is as if a
doctor never prescribed a drug that may not remedy all his
patients, but several of them. Counterfactual causal think-
ing is based on imagining the consequences of changing
the value of a single factor in a comprehensive causal sys-
tem. What would the world look like after changing the

value of one variable (in one or several individuals) is
what some philosophers of science call the possible worlds
concept of causality [15] (see also [[30], chap. 7] for a for-
mal definition). Our imagination of possible worlds,
however, always depends on substantive knowledge
required to formulate a causal system that might have pro-
duced the data that one has observed. This, though, does
not mean that we should not ask for properties of possible
worlds because the decisions we aim to conduct (e.g.
which interventions to make) depend on these unknown
properties.

Summary
1. The counterfactual concept is the basis of causal think-
ing in epidemiology and related fields. It provides the
framework for many statistical procedures intended to
estimate causal effects and demonstrates the limitations of
observational data [10].

2. Counterfactual causality has also stimulated the inven-
tion of new statistical methods such as g-estimation.

3. The intuitive conception makes the counterfactual
approach also quite useful for teaching purposes [65].
This can be exemplified by illustrating the difference
among study designs. For instance, the benefit of longitu-
dinal over cross-sectional studies is easily demonstrated
when the aim is to study how several variables act together
over time when causing an outcome.

4. Counterfactual considerations should replace vague
conceptions of "real" versus "spurious" association, which
occasionally can still be read. In this context, the Yule-
Simpson paradox is often mentioned. This paradox indi-
cates that an association can have a different sign (positive
or negative association, resp.) in each of two different sub-
populations than it has in the entire population. How-
ever, if the temporal direction of the variables is added to
this paradox and there is no bias and random error, the
paradox is resolved: It is then determinable which associ-
ation is real and which is spurious in a causal sense.

5. Causal effects have been treated like a stepchild for a
long time, maybe because many researchers shared the
opinion that causality would lie outside what could be sci-
entifically assessed or mathematically formalised. Pearl
[30,37] was the first to formulate the difference between
changes in variables induced by external intervention in a
system and changes due to variation in other variables in
the system.
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 Statistics and Causal Inference
 PAUL W. HOLLAND*

 Problems involving causal inference have dogged at the heels of statistics
 since its earliest days. Correlation does not imply causation, and yet causal
 conclusions drawn from a carefully designed experiment are often valid.
 What can a statistical model say about causation? This question is ad-
 dressed by using a particular model for causal inference (Holland and
 Rubin 1983; Rubin 1974) to critique the discussions of other writers on
 causation and causal inference. These include selected philosophers, med-
 ical researchers, statisticians, econometricians, and proponents of causal
 modeling.

 KEY WORDS: Causal model; Philosophy; Association; Experiments;
 Mill's methods; Causal effect; Koch's postulates; Hill's nine factors; Gran-
 ger causality; Path diagrams; Probabilistic causality.

 1. INTRODUCTION

 The reaction of many statisticians when confronted with
 the possibility that their profession might contribute to a
 discussion of causation is immediately to deny that there
 is any such possibility. "That correlation is not causation
 is perhaps the first thing that must be said" (Barnard 1982,
 p. 387). Possibly this evasive action is in response to all of
 those needling little headlines that pop up in the most
 unexpected places, for example, "If the statistics cannot
 relate cause and effect, they can certainly add to the rhet-
 oric" (Smith 1980, p. 998).

 One need only recall that a well-designed randomized
 experiment can be a powerful aid in investigating causal
 relations to question the need for such a defensive posture
 by statisticians. Randomized experiments have trans-
 formed many branches of science, and the early proponents
 of such studies were the sanle statisticians who founded
 the modern era of our field.

 This article takes the view that statistics has a great deal
 to say about certain problems of causal inference and ought
 to play a more significant role in philosophical analyses of
 causation than it has heretofore. In addition, I will try to
 show why the statistical models used to draw causal infer-
 ences are distinctly different from those used to draw as-
 sociational inferences.

 The article is organized as follows. First, statistical models
 appropriate for associational and causal inferences will be
 discussed and compared. Then they will be applied to vari-
 ous ideas about causation that have been expressed by
 several writers on this subject. One difficulty that arises in
 talking about causation is the variety of questions that are
 subsumed under the heading. Some authors focus on the
 ultimate meaningfulness of the notion of causation. Others
 are concerned with deducing the causes of a given effect.
 Still others are interested in understanding the details of
 causal mechanisms. The emphasis here will be on measur-
 ing the effects of causes because this seems to be a place

 * Paul W. Holland is Director, Research Statistics Group, Educational
 Testing Service, Princeton, NJ 08541. A preliminary draft of this article
 was the basis of an invited General Methodology Lecture for the Amer-
 ican Statistical Association, August 1985. The comments by Glymour and
 Granger included here were given at that session in response to that draft
 of this article.

 where statistics, which is concerned with measurement, has
 contributions to make. It is my opinion that an emphasis
 on the effects of causes rather than on the causes of effects
 is, in itself, an important consequence of bringing statistical
 reasoning to bear on the analysis of causation and directly
 opposes more traditional analyses of causation.

 2. MODEL FOR ASSOCIATIONAL INFERENCE

 The model appropriate for associational inference is sim-
 ply the standard statistical model that relates two vari-
 ables over a population. For clarity and for comparison
 with the model for causal inference described in the next
 section, however, I will briefly review association here. If
 I seem overly explicit in describing the model it is only
 because I wish to be absolutely clear on the fundamental
 elements of the theory presented here.

 The model begins with a population or universe U of
 "units." A unit in U will be denoted by u. Units are the
 basic objects of study in an investigation. Examples of units
 are human subjects, laboratory equipment, households,
 and plots of land. A variable is simply a real-valued func-
 tion -that is defined on every unit in U. The value of a
 variable for a given unit u is the number assigned by some
 measurement process to u. A population of units and vari-
 ables defined on these units are the basic elements of the
 models for both association and causation presented here.
 They correspond to the mathematical concepts of a set and
 real-valued functions defined on the elements of the set.
 They are the primitives of the theory and will not be further
 defined.

 Suppose that for each unit u in U there is associated a
 value Y(u) of a variable Y Suppose further that Y is a
 variable of scientific interest in the sense that one wishes
 to understand why the values of Y vary over the units in
 U. Y is the response variable because of its status as a
 "variable to be explained." In making associational infer-
 ences one is satisfied with discovering how the values of
 Y are associated with the values of other variables defined
 on the units of U. Let A be a second variable defined on
 U. Distinguish A from Y by calling A an attribute of the
 units in u. Logically, however, A and Y are on an equal
 footing, since they are both simply variables defined on U.

 All probabilities, distributions, and expected values in-
 volving variables are computed over U. A probability will
 mean nothing more nor less than a proportion of units in
 U. The expected value of a variable is merely its average
 value over all of U. Conditional expected values are av-
 erages over subsets of units where the subsets are defined
 by conditioning in the values of variables. It is in this sense
 that the models described here are population models.

 The role of time needs to be mentioned here. Popula-

 ? 1986 American Statistical Association
 Journal of the American Statistical Association

 December 1986, Vol. 81, No. 396, Theory and Methods

 945

This content downloaded from 128.138.65.149 on Mon, 27 Feb 2017 22:47:22 UTC
All use subject to http://about.jstor.org/terms



 946 Journal of the American Statistical Association, December 1986

 tions of units exist within a time frame of some sort, and
 the measurements of characteristics of units that variables
 represent must also be made at particular times. For as-
 sociational inference, however, the role of time is simply
 to affect the definition of the population of units or to
 specify the operational meaning of a particular variable.

 As we will see, in causal inference the role of time has a
 greater significance.

 The most detailed information one can have in the model
 just described is the values of Y(u) and A (u) are all u in
 U. The joint distribution of Y and A over U is specified by
 Pr( Y = y, A = a) = proportion of u in U for which Y(u)
 - y and A(u) = a.

 The associational parameters are determined by this
 joint distribution. For example, the conditional distribu-

 tion of Y given A is specified by Pr(Y = y I A = a) =
 Pr(Y = y, A = a)/Pr(A = a). This conditional distribu-
 tion describes how the distribution of Y values changes
 over U as A varies. A typical associational parameter is the
 regression of Y on A, that is, the conditional expectation
 E(Y I A = a).

 Associational inference consists of making statistical in-
 ferences (estimates, tests, posterior distributions, etc.) about
 the associational parameters relating Y and A on the basis
 of data gathered about Y and A from units in U. In this
 sense, associational inference is simply descriptive statis-
 tics.

 3. RUBIN'S MODEL FOR CAUSAL INFERENCE

 Because experimentation is such a powerful scientific
 and statistical tool and one that often introduces clarity
 into discussions of specific cases of causation, I una-
 bashedly draw on the language and framework of experi-
 ments for the model for causal inference. It is not that I

 believe an experiment is the only proper setting for dis-
 cussing causality, but I do feel that an experiment is the
 simplest such setting. The purpose is to construct a model
 that is complex enough to allow us to formalize basic in-
 tuitions concerning cause and effect. The point of depar-
 ture is the analysis of causal effects given in Rubin (1974,
 1977, 1978, 1980). It will be sufficient for our purposes,
 however, to deal with a simplified, population-level version
 of Rubin's model. This simplified model was used in Hol-
 land and Rubin (1980) to analyze causal inference in retro-
 spective, case-control studies used in medical research and
 in Holland and Rubin (1983) to analyze Lord's "analysis
 of covariance" paradox. I refer to this as "Rubin's model"
 even though Rubin would argue that the ideas behind the
 model have been around since Fisher. I think that Rubin
 (1974) was the place where these ideas were first applied
 to the study of causation.

 This model also begins with a population of units, U.
 Units in the model for causal inference are the objects of
 study on which causes or treatments may act. The terms
 cause and treatment will be used interchangeably, and the
 notion that these terms convey is an important part of the
 model. It is important to realize that by using the terms

 cause and treatment interchangeably I do not intend to
 limit the discussion to the activities within a controlled

 randomized study. I do it to emphasize an idea that I be-
 lieve receives insufficient attention in general discussions
 of causation. This is the fact that the effect of a cause is
 always relative to another cause. For example, the phrase
 "A causes B" almost always means that A causes B relative
 to some other cause that includes the condition "not
 A." The terminology becomes rather tortured if we try to

 stick with the usual causal language, but it is straightfor-
 ward if we use the language of experiments-treatment
 (i.e., one cause) versus control (i.e., another cause). In Sec-
 tion 7 1 will discuss the fundamental question of what kinds
 of things can be causes. The key notion, however, is the
 potential (regardless of whether it can be achieved in prac-
 tice or not) for exposing or not exposing each unit to the
 action of a cause. For causal inference, it is critical that each
 unit be potentially exposable to any one of the causes.
 As an example, the schooling a student receives can be a
 cause, in our sense, of the student's performance on a test,
 whereas the student's race or gender cannot.

 For simplicity it shall be assumed in this article that there
 are just two causes or levels of treatment, denoted by t
 (the treatment) and c (the control). Let S be a variable
 that indicates the cause to which each unit in U is exposed;
 that is, S = t indicates that the unit is exposed to t and S

 = c indicates exposure to c. In a controlled study, S is
 constructed by the experimenter. In an uncontrolled study,
 S is determined to some extent by factors beyond the ex-
 perimenter's control. In either case, the critical feature of
 the notion of cause in this model is that the value of S(u)
 for each unit could have been different.

 The variable S is analogous to the variable A in Section
 2, but with the essential diffkrence that S(u) indicates ex-
 posure of u to a specific cause, whereas A (u) can indicate
 a property or characteristic of u. In this case the value of
 A(u) could not have been different.

 The role of time now becomes important because of the
 fact that when a unit is exposed to a cause this must occur
 at some specific time or within a specific time period. Vari-
 ables now divide into two classes: pre-exposure-those
 whose values are determined prior to exposure to the cause;
 post-exposure-those whose values are determined after
 exposure to the cause.

 The role of a response variable Y is to measure the effect
 of the cause, and thus response variables must fall into the
 post-exposure class. This gives rise to another critical ele-
 ment of the model. The values of post-exposure variables
 are potentially affected by the particular cause, t or c, to
 which the unit is exposed. This is nothing less than the
 statement that causes have effects, which is the very heart
 of the notion of causation. For the model to represent
 faithfully this state of affairs we need not a single variable,

 Y, to represent a response but two variables, Y, and Yc,
 to represent two potential responses. The interpretation

 of these two values, Y,(u) and Yc(u) for a given unit u, is
 that Y,(u) is the value of the response that would be ob-
 served if the unit were exposed to t and Y_(u) is the value
 that would be observed on the same unit if it were exposed
 to c.

 The notation Yt(u) and Yc(u) is sometimes confusing
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 because a variable usually represents a measurement of
 some sort and a measurement is usually thought of as the
 result of a process that is applied to a unit. This is not really
 correct. For post-exposure variables the measurement is
 applied to the pairing (u, t) (i.e., u after exposure to t) or
 to (u, c) (i.e., u after exposure to c). A notation that more
 nearly expresses this joint dependence of Y on u and the
 exposed cause is Yt(u) = Y(u, t) and Yc(u) = Y(u, c). I
 shall use the Yt, Yc notation, however, since it leads to
 simpler expressions.

 The effect of the cause t on u as measured by Y and
 relative to cause c is the difference between Yt(u) and
 Yc(u). In the model this will be represented by the algebraic
 difference

 Yt(u) - YC(u). (1)

 I shall call the difference (1) the causal effect of t (relative
 to c) on u (as measured by Y). Expression (1) is the way
 that the model for causal inference expresses the most basic
 of all causal statements. It says that treatment t causes the
 effect Y,(u) - Yc(u) on unit U (relative to treatment c)
 or more simply that

 t causes the effect Y,(u) - YC(u). (2)

 Causal inference is ultimately concerned with the effects
 of causes on specific units, that is, with ascertaining the
 value of the causal effect in (1). It is frustrated by an
 inherent fact of observational life that I call the Funda-
 mental Problem of Causal Inference.

 Fundamental Problem of Causal Inference. It is im-
 possible to observe the value of Y,(u) and Yc(u) on the
 same unit and, therefore, it is impossible to observe the
 effect of t on u.

 The emphasis is on the word observe. The impossibility
 of observing both Y,(u) and Yc(u) is self-evident in some
 examples and less clear in others. For example, if the unit
 u is a specific fourth grader, t represents a novel year-long
 program of study of arithmetic, c represents a standard
 arithmetic program, and Y is a score on a test at the end
 of the year, then it is evident that we could observe either
 Y,(u) or Yc(u) but not both. We will never observe what
 the effect of t was on u. On the other hand, if u is a room
 in a house, t means that I flick on the light switch in that
 room, c means that I do not, and Y indicates whether the
 light is on or not a short time after applying either t or c,
 then I might be inclined to believe that I can know the
 values of both Y,(u) and Yc(u) by simply flicking the switch.
 It is clear, however, that it is only because of the plausibility
 of certain assumptions about the situation that this belief
 of mine can be shared by anyone else. If, for example, the
 light has been flicking off and on for no apparent reason
 while I am contemplating beginning this experiment, I might

 doubt that I would know the values of Y,(u) and Yc(u)
 after flicking on the switch-at least until I was clever
 enough to figure out a new experiment!

 The implicit threat of the Fundamental Problem of Causal
 Inference is that causal inference is impossible. But we
 should not jump to that conclusion too quickly. By assert-

 ing that the simultaneous observation of Y,(u) and Y,(u)
 is impossible I do not mean that knowledge relevant to
 these values is completely absent. It will depend on the
 situation considered. There are two general solutions to
 the Fundamental Problem, which for the sake of conven-
 ience I will label the scientific solution and the statistical
 solution.

 The scientific solution is to exploit various homogeneity
 or invariance assumptions. For example, by studying the
 behavior of a piece of laboratory equipment carefully a

 scientist may come to believe that the value of Yj(u) mea-
 sured at an earlier time is equal to the value of Yj(u) for
 the current experiment. All he needs to do now is to expose
 u to t and measure Y,(u) and he has overcome the Fun-
 damental Problem of Causal Inference. Note, however,
 that this hypothetical scientist has made an untestable hom-
 ogeneity assumption. By careful work he may convince
 himself and others that this assumption is right, but he can
 never be absolutely certain. Science has progressed very
 far by using this approach. The scientific solution is a com-
 monplace aspect of our everyday life as well. We all use
 it to make the causal inferences that arise in our lives.
 These ideas are amplified in Sections 4.1 and 4.2.

 The statistical solution is different and makes use of the
 population U in a typically statistical way. The average
 causal effect, T, of t (relative to c) over U is the expected
 value of the difference Yt(u) - Yj(u) over the u's in U;
 that is,

 E( Yt - YC) = T. (3)

 T defined in (3) is the average causal effect. By the usual
 rules of probability (3) may also be expressed as

 T = E(Y) - E(Yc). (4)

 Although this does not look like much, (4) reveals that
 information on different units that can be observed can be
 used to gain knowledge about T. For example, if some
 units are exposed to t they may be used to give information
 about E(Yt) (because this is the mean value of Yt over U),
 and if other units are exposed to c they may be used to
 give information about E(YC). Formula (4) is then used to
 gain knowledge about T. The exact way that units would
 be selected for exposure to t or c is very important and
 involves all of the usual considerations of good statistical
 design of experiments. The important point is that the
 statistical solution replaces the impossible-to-observe causal
 effect of t on a specific unit with the possible-to-estimate
 average causal effect of t over a population of units. These
 ideas will be developed further in Sections 4.3 and 4.4.

 The usefulness of either the scientific or the statistical
 solution to the Fundamental Problem of Causal Inference
 depends on the truth of different sets of untestable as-
 sumptions. In Section 4 I will discuss some of the typical
 assumptions that are often used to overcome the Funda-
 mental Problem of Causal Inference.

 It is useful to have a notation to express the fact that
 the causal indicator variable S determines which value, Yt
 or Yc, is observed for a given unit. If S(u) = t, then Yt(u)
 is observed, and if S(u) = c, then Yc(u) is observed. Thus
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 the observed response on unit u is Ys(u)(u). The observed
 response variable is, therefore, Ys. Hence, even though the

 model contains three variables, S, Yt, and Yc, the process
 of observation involves only two, that is, S, Ys. The dis-
 tinction between (a) the measurement process, Y, that pro-
 duces the response variable; (b) the two versions of the

 response variable Y, and Y, that corresponds to which cause
 the unit is exposed (and in terms of which causal effects

 are defined); and (c) the observed response variable Ys, is
 very important and, often, is not made in discussions of
 causation. These distinctions never arise in the study of

 simple association, but they are crucial to the analysis of
 causation.

 It is useful to review the model for associational infer-
 ence and Rubin's model side by side to emphasize their
 differences. Both involve a population of units, U, and
 both involve two observable variables: (A, Y) for associ-

 ation and (S, Ys) for causation. This is all, however, that
 they have in common. Whereas A and Y are simply vari-

 ables defined on the units of U, S and Ys presuppose a
 more complicated structure in order for them to apply to
 real situations. Two or more causes (or treatments) must
 be exposable to all of the units, and the response Y must
 be a post-exposure variable in order for the observed re-

 sponse Ys to be defined. Associational inference involves
 the joint or conditional distributions of values of Y and A,

 and causal inference concerns the values Y,(u) - Y,(u) on
 individual units. Causal inferences proceed from the ob-

 served values of S and Ys and from assumptions that ad-
 dress the Fundamental Problem of Causal Inference but

 that are usually untestable. Causal inferences do not nec-
 essarily involve statistical inferences, but associational in-
 ferences almost always do.

 4. SOME SPECIAL CASES OF CAUSAL INFERENCE

 This section considers some simple special cases of Rub-
 in's model for causal inference. The purpose is to show
 how specific assumptions added to the model allow causal
 inferences of particular types.

 4.1 Temporal Stability and Causal Transience

 One way of applying the scientific solution to the Fun-
 damental Problem of Causal Inference is to assume that

 (a) the value of Y,(u) does not depend on when the se-
 quence "apply c to u then measure Y on u" occurs and (b)

 the value of Y,(u) is not affected by the prior exposure of
 u to the sequence in (a). When these two assumptions are

 plausible it is a simple matter to measure Y,(u) and Y,(u)
 by sequential exposure of u to c then t, measuring Y after
 each exposure. The first assumption is temporal stability,
 because it asserts the constancy of response over time. The
 second assumption is causal transience, because it asserts
 that the effect of the cause c and the measurement process

 that results in Yc(u) is transient and does not change u
 enough to affect Y_(u) measured later. These two assump-
 tions often apply to physical devices and are routinely made
 by all of us in everyday life-for example, in the "light
 switch" example mentioned earlier.

 4.2 Unit Homogeneity

 A second way of applying the scientific solution to the

 Fundamental Problem is to assume that Y,(ul) = YI(u2)
 and Y,(ul) = Y,(u2) for two units ul and u2. This is the
 assumption of unit homogeneity. It, too, is often applicable
 to work done in scientific laboratories and is also a causal

 workhorse of everyday life. The causal effect of t is taken

 to be the value of Y,(ul) - Y,(u2). One way that laboratory
 scientists convince themselves that the units are homoge-
 neous is to prepare them carefully so that they "look"
 identical in all relevant aspects. This, of course, cannot
 prove that the unit homogeneity assumption is valid, but
 it can make this assumption plausible.

 4.3 Independence

 In my discussion of the statistical solution to the Fun-
 damental Problem, I did not give any specification to the

 way that units might be selected for observation of Y, or
 Y,. I only indicated that it was very important. Of course,
 the most well-known way that this occurs in experimental
 work is by randomization, and this section is concerned
 with that topic.

 The supposition in using the statistical solution is that
 the population U does not consist of one or two units but
 is "large" in some sense. The observed data for each unit

 are values of the pair of variables (S, Ys).
 The average causal effect T is the difference between

 the two expected values E(Yt) and E(Y,). The observed
 data (S, Ys), however, can only give us information about

 E(YsS|S t) =E(Yt S = t) (S)

 and

 E(Ys S =c) E(Yc S = c). (6)

 It is important to recognize that E(Yt) and E(Yt I S = t)
 are not the same thing and need not have the same values

 in general [similarly for E(Yc) and E(YC I S = c)]. To state
 this difference in words, E(Yt) is the average value of Yt(u)
 over all u in U, where E(Yt I S = t) is the average value
 of Yt(u) over only those in u in U that were exposed to t.
 There is no reason why, in general, these two averages
 should be equal. For example, if S(u) = t for all units for

 which Y,(u) is small, then E(Y, I S = t) will be smaller
 than E(Y,).

 There is, however, an assumption that, if plausible, makes
 these two expected values equal. It is the assumption of
 independence. When units are assigned at random either
 to cause t or to cause c, certain physical randomization
 processes are carried out so that the determination of which
 cause (t or c) u is exposed to is regarded as statistically

 independent of all other variables, including Yt and Yc.
 This means that if the physical randomization is carried
 out correctly, then it is plausible that S is independent of
 Y, and Y, and all other variables over U. This is the in-
 dependence assumption. If this assumption holds, then we

 have the basic equations
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 and

 E(Yc) = E(Yc I S = c). (8)

 Hence under the independence assumption the average

 causal effect T satisfies the equation

 T= E(YSIS= t) - E(YsIS= c). (9)

 The data (S, Ys) can now be used to estimate T by taking
 the difference between the average value of the observed

 response Ys for the units with S = t and for the units with
 S = c. Hence, if randomization is possible, the average
 causal effect T can always be estimated. If U is large, T
 can be estimated with high accuracy.

 It is useful to have a name for the right side of Equation
 (9) even when the assumption of independence does not
 hold. I will call it the prima facie causal effect of t (relative
 to c) and denote it by

 TPF = E(Yt I S = t)-E(YC I S = c), (10)
 which is algebraically equal to the following function of the

 regression of Ys on S:

 TPF = E(Ys I S = t) - E(Ys I S = c). (11)
 The term prima facie causal effect is adapted from Suppes
 (see Sec. 5) and used here to distinguish (11) from the true
 average causal effect, T, defined in Equation (3). The prima
 facie causal effect is an associational parameter for the joint
 distribution of the observable pair (Ys, S). In general, the
 average causal effect T does not equal the prima facie
 causal effect TPF. The assumption of independence, how-
 ever, does allow the conclusion that T = TPF, that is,
 Equation (9).

 4.4 Constant Effect

 The value of the average causal effect T is of potential
 interest for its own sake in certain types of studies. It would
 be of interest to a state education director who wanted to
 know what reading program would be the best to give to
 all of the first graders in his state. The average causal effect
 of the best program would be reflected in increases in
 statewide average reading scores.

 The average causal effect T is an average and as such
 enjoys all of the advantages and disadvantages of averages.
 For example, if the variability in the causal effects
 Yt(u) - Yc(u) is large over U, then T may not represent
 the causal effect of a specific unit, uo, very well. If uo is the
 unit of interest, then T may be irrelevant, no matter how
 carefully we estimate it!

 The assumption of constant effect is that the effect of t
 on every unit is the same, and under this assumption we
 have the equation

 T = Yt(u) - Yc(u), for all u in U. (12)

 Hence under the assumption of constant effect T is the
 causal effect for every unit in U. This assumption is also
 called additivity in statistical models for experiments be-

 cause the treatment t adds a constant amount T to the
 control response for each unit.

 The assumption of constant effect makes the value of

 the average causal effect relevant to every unit and, there-
 fore, allows T to be used to draw causal inferences at the

 unit level.
 The assumption of constant effect can be partially checked

 in the same way that the additivity assumption is usually
 investigated. For example, U can be divided into subpop-
 ulations U1, U2, . .. , and on each U, the average causal

 effect can be estimated, Ti, T2, .... If the T1's vary, the
 constant effect assumption cannot hold. If the Ti's do not
 vary, then the constant effect assumption may be plausible.

 The constant effect assumption is implied by the unit

 homogeneity assumption; that is, if Y,(ul) = Y,(u2) and
 Y,(ul) = Y,(u2), then clearly Y,(ul) - Y,(ul) = Y,(u2) -
 Y,(u2). Hence we may view the constant effect assumption
 as a weakening of the assumption of unit homogeneity.

 If we make only the constant effect assumption we may
 not conclude that the prima facie causal effect, TPF, in (10)
 equals the average causal effect, T, in (3). To see this
 observe that under constant effect we have

 Y,(u) = Y,(u) + T (13)

 for all units, u. Hence

 E(Yt I S = t)= T + E(Yc I S = t), (14)
 so

 TPF = T + {E(YC I S = t) - E(YC I S = c)}. (15)

 The term in braces in (15) is not 0 in general, that is, if
 the independence assumption is not true.

 It is easy to show that the stronger assumption of unit

 homogeneity does imply equality between T and TPF.

 4.5 Causal Inference in Nonrandomized
 Observational Studies

 It is beyond the scope of this article to apply the model
 for causal inference to nonrandomized studies. This has
 been done extensively, and the reader is referred to Rubin
 (1974, 1977, 1978), Rosenbaum (1984a,b,c), Rosenbaum
 and Rubin (1983a,b, 1984a,b, 1985a,b), and Holland and
 Rubin (1980, 1983). An important emphasis in these papers
 is on the ways that pre-exposure variables can be used to
 replace the independence assumption with less stringent

 conditional independence assumptions that are useful in
 observational studies. Rosenbaum and Rubin referred to

 one such assumption as "strong ignorability."

 5. COMMENTS ON SELECTED PHILOSOPHERS

 So much has been written about causality by philoso-
 phers that it is impossible to give an adequate coverage of
 the ideas that they have expressed in a short article. This
 section views some of these ideas in the context of Rubin's
 model for causal inference given in Sections 3 and 4. It
 makes no attempt to be exhaustive or even representative.

 Aristotle distinguished four ";causes"' of a thing in his
 Physics: The material cause (that out of which the thing is
 made), theformal cause (that into which the thing is made),

 the efficient cause (that which makes the thing), and the
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 final cause (thatfor which the thing is made). It is his notion
 of efficient cause that is relevant to our discussion and to

 most discussions of causation that grow out of inquiries
 into the methods of science. Locke (1690) proposed these
 definitions: "That which produces any simple or complex
 idea, we denote by the general name 'cause', and that which
 is produced, 'effect'." Although it is evident that these

 definitions refer to the same kinds of things that concern
 the model in Section 3, they do little more than suggest
 that the model is not out of line with an ancient philo-
 sophical tradition. It should be noted, however, that
 Aristotle emphasized the causes of a thing rather than the
 effects of causes. Locke seems a little more even-handed.

 Bunge (1959) gave a very accessible discussion of the his-
 tory of many ideas about the essential meaning of causa-
 tion.

 5.1 Hume

 When we turn to the analysis of causation given by Hume
 (1740, 1748) we find a critical basis for examining Rubin's
 model. Hume's analysis of causality is generally regarded
 to be an important contribution to the literature of this
 subject. Hume emphasized that causation is a relation be-
 tween experiences rather than one between facts. He ar-

 gued that it is not empirically verifiable that the cause
 produces the effect, but only that the experienced event
 called the cause is invariably followed by the experienced
 event called the effect. Hume's empirical stance can be
 regarded as sympathetic with the classical statistical view
 that the role of statistics is to draw inferences about unob-
 served quantities on the basis of observed facts. He was

 also very clear about the role of untestable assumptions in
 drawing causal conclusions.

 Hume's analysis recognized three basic criteria for cau-
 sation: (a) spatial/temporal contiguity, (b) temporal
 succession, and (c) constant conjunction. In the analysis
 of the idea that A causes B this means that (a) A and B
 are contiguous in space and time, (b) A precedes B in time,
 and (c) A and B always occur (or do not occur) together.

 In terms of Rubin's model the first two of Hume's criteria

 are easily accommodated. The criterion of spatial/tem-
 poral contiguity is expressed in the model by the action of
 the cause and the measurement of the effect all taking place
 on a common entity, the unit. Since real entities must exist
 in space and time the contiguity criterion is satisfied and
 possibly clarified by the model. Temporal contiguity is rel-
 evant to the degree that the time period involved affects
 the unit. Spatial contiguity is often defined by the unit itself
 and may not involve simple "nearness."

 The issue of temporal succession is shamelessly em-
 braced by the model as one of the defining characteristics
 of a response variable. The idea that an effect mightprecede
 a cause in time is regarded as meaningless in the model,
 and apparently also by Hume.

 Hume's notion of constant conjunction is more difficult
 simply because it might not hold for many reasons. In terms
 of the model there are two types of reasons why it might

 not hold. One of these involves "measurement error," and

 the other is more fundamental and involves the structure

 of the model. Measurement error often creates violations

 of constant conjunction in real scientific investigations. We
 may think we have a case of "A and not B" but we really
 have a case of "A' and not B" for some A' that we mistook
 for A (similarly for examples of "not A and B"). In the
 model these "errors of measurement" can involve both the
 causes and the response variable that determines the effect.

 The other, more fundamental way that constant conjunc-
 tion can fail in the model is for the constant effect as-

 sumption to fail to hold, that is, for the causal effects

 Y,(u) - Y,(u) to vary with the unit u. Hence, if we dis-
 regard those cases of nonconstant conjunction that are due

 to measurement error, we see that Hume's third criterion
 requires the constant effect assumption to hold in our model.

 Hume would probably argue that any weakening of this
 assumption would allow cases that he would not call "cau-
 sation" into the model. We will have to be satisfied that at

 least Hume's analysis fits into the model and let others
 judge the utility of the constant effect assumption. I should
 point out that the distinction between constant and variable
 causal effects (a) is often not easy to prove one way or the
 other in a particular case and (b) has been at the heart of
 at least one important controversy in the history of statistics

 (see Sec. 6).
 What I see that is missing from Hume's analysis is any

 notion that the effect of cause is always relative to another
 cause. The notion that a cause could have been different

 from what it was and that it is this difference that defines
 the effect is completely missing from Hume. In Hume's
 analysis causes are not delineated in any way. Anything
 can be a cause. The importance of this point will be em-
 phasized in Section 7. Finally, Hume does not identify the

 idea of an experiment as related to or important for cau-
 sation.

 5.2 Mill

 John Stuart Mill is rather different in this regard. Mill
 (1843) was positively disposed toward experiments.

 Observation, in short, without experimentation (supposing no aid from
 deduction) can ascertain sequences and co-existences, but cannot prove
 causation. (p. 253)

 . . . we have not yet proved that antecedent to be the cause until we have
 reversed the process and produced the effect by means of that antecedent
 artificially, and if, when we do so, the effect follows, the induction is
 complete.... (p. 252)

 Mill is credited with codifying and elaborating on several
 methods of experimental inquiry that had been put forth
 by Sir Francis Bacon 250 years earlier. Mill identified four
 general methods, which I now discuss.

 The Method of Concomitant Variation. This method
 flies in the face of the distinctions that I have drawn be-
 tween association and causation.

 Whatever phenomenon varies in any manner, whenever another phe-
 nomenon varies in some particular manner, is either a cause or an effect
 of that phenomenon, or is connected with it through some fact of caus-
 ation. (p. 464)

 I think that as a method of science the widespread use

 of this method is indisputable. Most scientists would agree
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 that where there is correlational smoke there is likely to
 be causational fire. Most would not, however, go as far as
 Mill's statement of the method.

 Of course, even if Rubin's model does apply, the cor-

 relation between the observed variables S and Ys does not
 say much about the causal effects or even the average causal

 effect, because the correlation of Ys and S is simply another
 way of expressing the prima facie causal effect, TPF.

 More generally, not everything can be a "cause" in the
 sense used in the model, but Mill's method of concomitant
 variation can be applied to cases for which only association
 is appropriate. That this can result in nonsense discussions
 of causation is well known.

 Method of Difference. This method is almost an exact
 statement of what we mean by a causal effect, even though
 it is couched in a more general language and its proposed

 use is to identify causes and effects.

 If an instance in which the phenomenon under investigation occurs, and
 an instance in which it does not occur, have every circumstance in common
 save one, that one occurring in the former; the circumstances in which
 alone the two instances differ, is the effect, or the cause, or an indispen-
 sable part of the cause of the phenomenon. (p. 452)

 If we restrict our attention to the following interpretation
 of the elements of this quotation we see a fairly straight-
 forward definition of causal effect: "phenomenon under
 investigation" occurs-Y = 1; "phenomenon under in-
 vestigation" does not occur-Y = 0; "the circumstance in
 which the instances differ"-when present = t, when ab-

 sent = c. Then Y,(u) = 1 denotes the fact that when the
 circumstance was present the phenomenon occurs, and

 Yj(u) = 0 denotes the fact that when the circumstance was
 absent the phenomenon did not occur. The equality of all
 other circumstances is modeled by considering the same

 unit. Thus Yt(u) - Yj(u) = 1, so the causal effect of the
 circumstance on the unit is 1 and corresponds to Mill's
 statement that the circumstance is "the cause or an indis-
 pensable part of the cause of the phenomenon."

 Mill also considered reversing the process to look for
 causes of given effects. This is a well-known scientific tech-

 nique-for example, it occurs often in epidemiological
 studies of public health problems. It is beyond the scope
 of this article to apply the model to such a case, but some
 work along this line can be found in Hamilton (1979) and
 Holland and Rubin (1980).

 The Method of Residues. This method also applies fairly
 simply to the model. Its statement is

 Subduct from any phenomenon such part as is known by previous induc-
 tions to be the effect of certain antecedents, and the residue of the phe-
 nomenon is the effect of the remaining antecedents. (p. 460)

 To place this into the context of the model let the an-
 tecedents (i.e., causes) be denoted by a = those whose
 effect is known and b = the remaining antecedents.

 The causal effect of ab relative to a is simply Yab(U) -
 Ya(u), which is the residue Mill tells us to compute. I regard
 Mill's method of residues to be a nearly explicit, early
 statement of the definition of causal effect.

 The Method of Agreement. Usually this method is dis-

 cussed first because it is so clearly a part of scientific in-
 vestigations. I have left it to the end because it requires

 the introduction of the notion of a "null effect." The method
 is stated as follows:

 If two or more instances of a phenomenon under investigation have only
 one circumstance in common, the circumstance in which alone all the
 instances agree, is the cause (or effect) of the given phenomenon. (p.
 451)

 Although it looks like a method for identifying the cause
 of a phenomenon, it is clear to anyone who has ever used
 the method of agreement that all that the method really
 does is to rule out possible causes. It is this aspect of the
 method of agreement that fits into the model.

 If, as in the discussion of the method of difference, we
 let Y = 1 (or 0) denote the occurrence (or not) of "the
 phenomenon under investigation," and then if the phe-
 nomenon occurs when the cause t occurs and also when
 the cause t does not occur, that is, c, we have

 Y,(u) = 1 and YC(u) = 1,

 so

 Yt(u) - YC(U) = 0.

 Hence the causal effect of t is 0; that is, t is a cause with a
 null effect. The principle of causality states that every phe-
 nomenon has a cause; that is, every effect has a cause.
 Every practicing experimentalist can attest to the fact that
 the reverse is not true-experiments fail. Causes do not
 necessarily have effects. Null effects are the stuff from
 which null hypotheses are made!

 My conclusion is that Mill's thinking, being driven by an
 experimental model, is in reasonably close agreement with
 the model of Section 3. He is close to the idea that the

 effect of a cause is always relative to another cause, unlike
 Hume. Like Hume, however, he does not restrict the no-
 tion of cause in any way. For Hume and Mill any phenom-
 enon can be a cause. Finally, like Hume, Mill does not
 consider variation (i.e., either unit inhomogeneity or vari-
 able causal effects) in any serious way.

 5.3 Suppes

 Variation is an explicit consideration in Patrick Suppes's
 (1970) probabilistic theory of causality. Suppes's goal was
 to improve upon Hume's analysis, specifically the constant
 conjunction criterion, because

 ... in restricting himself to the concept of constant conjunction, Hume
 was not fair to the use of causal notions in ordinary language and expe-
 rience. (p. 10)

 Like Hume, Suppes puts no restriction on what causes
 and effects are save only that they be expressible as events
 that occur in time. Thus Suppes uses the language of sto-
 chastic processes to formalize his theory. He explained the
 intuitive idea of his theory as follows:

 Roughly speaking, the modification of Hume's analysis I propose is to
 say that one event is the cause of another if the appearance of the first
 event is followed with a high probability by the appearance of the second,
 and there is no third event that we can use to factor out the probability
 relationship between the first and second events. (p. 10)

 Suppes expressly adopted the temporal succession cri-
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 terion that all causes precede their effects in time. He first
 defined a prima facie cause of an event as an event that
 temporally precedes it and that is positively associated with

 it. He then defined a spurious cause of an effect (i.e., an

 event) as a prima facie cause of the effect that is, in fact,
 conditionally independent of the effect given a second event

 that is temporally prior to the prima facie cause and that

 is conditionally positively associated with the effect given

 the prima facie cause. This is what he meant by "factoring
 out" a probability relationship. A genuine cause is a prima

 facie cause that is not spurious.
 More precisely Suppes's definitions are as follows:

 (Si) If r < s denote two time values, the event Cr is a
 prima facie cause of the event Es if

 Pr(Es | Cr) > Pr(Es). (16)

 (S2) Cr is a spurious cause of Es if Cr is a prima facie
 cause of Es and for some q < r < s there is an event Dq
 such that

 Pr(Es | Cr, Dq) = Pr(Es I Dq) (17)

 and

 Pr(Es | Cr, Dq) ? Pr(Es I Cr). (18)

 (S3) Cr is a genuine cause of Es if Cr is a prima facie cause
 of Es but Cr is not a spurious cause of Es.

 In all of these definitions the probabilities of the events

 used in the conditioning statements are assumed to be pos-
 itive. Suppes also considered other issues, such as direct
 and indirect causes, but (S1)-(S3) are the main elements
 of his theory.

 It is clear that Suppes's analysis is quite different from
 that given in Section 3. He defined the cause of an effect
 rather than the effect of a cause. Like Hume and Mill he

 placed no general restriction on the nature of a cause other
 than that it be expressible as an event that occurs prior in
 time to the effect. There is no explicit place for units in
 Suppes's stochastic process model-they are buried in the
 probability space on which the events he considered are
 defined. Hence Suppes does not have the machinery to
 express the effect of a cause in a particular case. His model

 describes average behavior, not individual behavior.
 At bottom, Suppes's notion of a genuine cause is simply

 a correlation between a cause and effect that will not go
 away by "partialling out" legitimate competing causes. In
 a sense then for Suppes all genuine causes are only tem-
 porarily so as they await the cleverness of the analyst to
 identify the proper conditioning event that will render null
 their association with the effect. Although this may, in-
 deed, describe much informal scientific practice, it does
 not appear to me to get to the heart of the notion of cau-
 sation, which, I believe, Rubin's model does.

 Suppes's theory, however, does capture some useful ideas,
 and because it is stated with precision it is a fairly easy task
 to relate these ideas to Rubin's model.

 In what follows, all probabilities and expectations are

 computed over the population U of units.

 Earlier, his notion of a prima facie cause was translated

 into the prima facie causal effect as follows. The association
 between the observed response Ys and the causal indicator
 S can be measured by the difference in the average value
 of the response between the units exposed to t and those
 exposed to c. We have called this the prima facie causal
 effect of t (relative to c), that is,

 TPF = E(Ys I S = t)-E(Ys I S = c). (19)

 We have seen that the association between cause and
 effect that defines a prima facie cause is a causal effect
 under certain conditions that have wide use in science, but
 TpFis not always a causal effect. This is why Suppes defined

 prima facie causes.
 I will finish this section by showing what happens when

 we apply Suppes's notion of a spurious cause to the context
 of a randomized experiment. This will shed some light on
 the relation of his theory to Rubin's model.

 If the response variable Y is a 0/1 indicator, then we

 may keep the discussion in terms of the event terminology

 that Suppes used. Thus {Ys = 1} corresponds to ES and
 {S = t} corresponds to Cr, and I will discuss the meaning
 of the event Dq subsequently.

 Consider Equation (17) from (S2). For a randomized
 experiment it is

 Pr(Ys = 1 St, Dq) = Pr(Ys = 1 | Dq). (20)

 By using the usual rules for handling conditional proba-
 bilities we may express (20) as follows:

 {Pr(Yt = 1 1 S = t, Dq) - Pr(Yc = 1 1 S = c, Dq)}

 x Pr(S = c I Dq) = O. (21)
 Hence the only way that Equation (20) can hold is for
 either

 Pr(S = t IDq) = 1 (22)

 or

 Pr(Yt = 1 1 S = t, Dq) = Pr(Yc = 1 | S = c, Dq). (23)

 If Dq is an event that occurs prior in time to the exposure
 of the units to t or c, then I will assume that Dq is determined
 by the values of pre-exposure variables defined on the units
 in U. Now suppose that the assumption of independence
 holds so that S is statistically independent of Yt, Yc and of
 the pre-exposure variables that define Dq. Furthermore,
 suppose that

 0 < Pr(S = t) < 1, (24)

 so each unit has positive probability of being exposed to
 either cause. The independence assumption and (24) then
 imply that (22) cannot hold and that Equation (17), there-
 fore, reduces to

 Pr(Yt = 1 1 Dq) = Pr(Yc = 1 | Dq). (25)

 Because Y is an indicator variable we can rewrite (25) in

 terms of an average causal effect; that is,

 T(Dq) = E(Yt - I lDq) = 0. (26)

 The average causal effect T(Dq) in (26) is the average
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 causal effect over all units in U for which the event Dq
 occurs. Hence we see that Suppes's condition (17) for a
 spurious cause reduces to the condition

 T(Dq) = 0 (27)

 in a randomized experiment. The other condition that Suppes
 required in (S2) is inequality (18), which is, in the present

 context, equivalent to

 Pr(Ys = 1 IS = t,Dq) :Pr(Ys = 1 1S t). (28)

 Under randomization this becomes

 Pr(Yt = 1 | Dq) ? Pr(Yt = 1). (29)

 If we put (29) and (27) together with the condition that t
 be a prima facie cause we find that the treatment in a
 randomized experiment is a spurious cause of the effect if
 and only if it has a positive average causal effect, but a
 subpopulation of units can be identified on the basis of
 pre-exposure variables (a) on which the average causal
 effect is 0 and (b) for which the response under t is more
 likely to occur than it is for all of U. I think that part (a)
 is more accurately described as a null effect in the sub-
 population and part (b) is unrelated to the notion of cause.
 The existence of a subpopulation on which the effect is
 null while the overall effect is positive is an example of
 nonconstant conjunction in Hume's sense. It would be called
 an interaction by most statisticians.

 6. COMMENTS FROM A FEW STATISTICIANS

 This section is devoted to a brief examination of the
 writings of a few statisticians to see in what way the idea

 of multiple versions of the response, that is, Y, and Yc, has
 appeared before. I find that many people have difficulty

 with the idea of distinguishing Y, and Yc from Y or Ys and
 perhaps this look at earlier work may help clarify this as-
 sumption. Unfortunately, the exact idea is never stated
 explicitly, so there is a need for a certain amount of de-
 tective work to find it. I hope I will not be held guilty of
 wrongly reinterpreting the work of others.

 A fairly clear statement of this idea was given by
 Kempthorne (1952) in a discussion of the analysis of ran-
 domized block designs. (A randomized block design is a
 typical agricultural experimental plan in which larger tracts
 of land, called blocks, are each subdivided into p plots and
 then one of the experimental treatments is applied at ran-
 dom to each of the p plots within each block.) For example,
 Kempthorne (1952, p. 136) first defined yields as follows:
 "We shall denote the yield with treatment k . .. on plot j
 ... of block i ... by Yijk." He then wrote:

 In fact we do not observe the yield of treatment k on plot j but merely
 the yield of treatment k on a randomly chosen plot in the block.... we
 denote the observed yield of treatment k in block i by yik. (p. 137)

 It seems evident from the two quotations that the Yijk in
 the first refers to different versions of the response-one
 for each k-on each combination (i, j) of plot within block.
 The Yik in the second quotation is the value of Yijk for that

 plot to which treatment k is actually applied in block i.
 It is not difficult to make the following translation of

 Kempthorne's notation. The units are the "plots," so the

 units need two subscripts for identification; that is, uij is
 the jth plot within block i. The yield of treatment k on the

 unit Uij is Yijk = Yk(uij), where Yk(u) is the value of the
 response that is observed if u is exposed to treatment k.
 The randomization process picks one of the treatments to

 apply to unit uij, and this can be indicated by S(uij); that
 is, if treatment k is applied to unit uij then S(uij) = k. The
 observed yield on uij is

 Yijs(ui1) = YS(U(uij)

 The plot in block i to which treatment k is applied can be

 denoted by jk so that the observed yield of treatment k on
 block i is

 Yik = Yk(Uijk).

 In D. R. Cox's (1958) book on the planning of experi-
 ments he defined true treatment effects in an experiment in
 almost exactly the same way that we have defined causal
 effects. In an experiment with treatments T1, T2, he defined
 the true treatment effects as the difference between "the

 observation obtained on any unit when, say, T1 is applied"
 and "the observation that would have been observed had,
 say, T2 been applied" (p. 15). Hence Cox appears to have
 accepted the idea that the response of a unit could be one

 value, Yt(u), if the unit were exposed to t and another,
 possibly different value, Yc(u), if the unit were exposed to
 c. Cox also made the assumption of constant effect in de-
 fining true treatment effects. His reasons for this are not

 clear but appear to be primarily technical rather than con-
 ceptual. He did not reject the idea of variable causal effects,
 however, and discussed ways in which causal effects might
 depend "on the value of some supplementary measure-

 ment that can be made on each unit" (p. 18).
 Curiously, R. A. Fisher, who founded the modern the-

 ory of experimental design, never dealt directly with the
 idea of multiple versions of the response. Instead, he gave
 examples that are so laced with specific details that it is
 not always clear what level of generality he meant to con-
 vey. For example, in the first article in which Fisher (1926)
 attempted to set out the principles of the design of field
 experiments in agriculture we find this question in a dis-
 cussion of a hypothetical experiment to evaluate the ap-
 parent productive value of treating a given acre of ground
 with a manurial treatment:

 What reason is there to think that, even if no manure had been applied,
 the acre which actually received it would not still have given the higher
 yield? (p. 504)

 It is fairly clear in this quotation that he could consider
 the possibility that had a different treatment (i.e., no man-
 ure) been applied to the field the resulting yield might have
 been the same. This clearly concerns the null hypothesis
 of no treatment effect and, more generally, Fisher came
 closest to the idea of multiple versions of the response in
 his discussions of the relationship between the null hy-
 pothesis and randomization.

 The earliest explicit reference that I have found to mul-

 tiple versions of the response is Neyman (1935). In his

 paper (read before the Industrial and Agricultural Re-
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 search Section of the Royal Statistical Society in March of
 1935) Neyman gave an explicit statement of the idea of

 multiple versions of the response (which is for Neyman the
 yield from an experimental plot of land in an agricultural
 experiment). Unfortunately, Neyman's discussion also in-
 troduced the notion of a stochastic element that is added
 to Y to allow for "technical errors" that are due to inac-

 curacies of experimental technique. If we ignore this prob-
 lem of measurement error and assume zero "technical er-
 rors," then Neyman's definition of a "true yield" explicitly

 refers to multiple versions of the response. "Thus X1j(k)
 will mean the 'true' yield of the kth object obtainable from

 the plot (i, j)" (p. 110; by "object" Neyman means treat-
 ment). His notation is very similar to that used by Kemp-
 thorne. To put it into the notation of Section 3, the units

 are the plots, uij, and X1j(k) = Yk(uij), where Yk(u) is de-
 fined as in the previous discussion of Kempthorne.

 Neyman also had an explicit expression for the average

 value of Xij(k) over all of the units, uij. It is X..(k). In the
 notation of Section 3 this is X..(k) = E(Yk). Hence it is
 clear that by the time Neyman was writing the idea of

 multiple versions of the response, one for each treatment,
 was established. It seems to have been used by writers
 concerned about the details of the effects of randomization
 in specific experimental plans (e.g., Cox 1958; Kemp-
 thorne 1952) but is generally not a part of the standard
 statistical notation of many other writers [an exception is
 Hamilton (1979)].

 The Neyman (1935) reference is also relevant to the
 model in Section 3 because of the controversy between
 Fisher and Neyman that it engendered. The controversy
 revolves around the choice of null hypothesis in experi-

 ments such as randomized block designs. Fisher was quite
 clear that the null hypothesis that he proposed is that the
 causal effect (as we have defined it) is 0 for each unit. For
 example, in the famous discussion at the end of Neyman
 (1935) Fisher first quoted Neyman, as follows:

 ... this bias vanishes when . .. the objects compared are reacting to
 differences in soil fertility in exactly the same manner. . . . This is not
 always true. (p. 153)

 Then Fisher wrote:

 However, it was always true in the case for which it was required, namely,
 when the hypothesis to be tested was true, that differences of treatment
 made no difference to the yields. (p. 157)

 Then Neyman, in responding to Fisher's remarks, empha-
 sized his interest in what I would call the average causal
 effect.

 'Our purpose in the field experiment consists in comparing numbers such

 as X.(k), or the average true yields which our objects are able to give
 when applied to the whole field.' It is seen that this problem is essentially
 different from what Professor Fisher suggested. So long as the average
 yields of any treatments are identical, the question as to whether these
 treatments affect separate yields on single plots seems to be uninteresting
 and academic. (p. 173)

 Fisher's sardonic reply indicates that, at least, he agreed
 that Neyman stated their differences clearly. "It may be

 foolish, but that is what the z test was designed for, and
 the only purpose for which it has been used" (p. 173).

 Evidently, I would conclude that Neyman's null hypoth-

 esis is one of zero average causal effect, that is, E(Y, -
 YJ) = 0, whereas Fisher's is one of zero causal effect for
 all units, that is, Y,(u) - Y,(u) = 0 for all u E U.

 7. WHAT CAN BE A CAUSE?

 It may seem very extreme to some to limit the notion
 of cause to the sense used in Section 3. Aristotle set the
 stage for this, however, by distinguishing more than one
 meaning to the word cause. It might be better to ask, what
 can be an "efficient cause" in his sense? Evidently even
 this restriction did not limit the notion of cause for such
 thinkers as Hume and Mill. Anything can be a cause for
 them-or, at least, a potential cause.

 Put as bluntly and as contentiously as possible, in this
 article I take the position that causes are only those things
 that could, in principle, be treatments in experiments. The

 qualification "in principle" is important because practical,
 ethical, and other considerations might make some exper-
 iments infeasible, that is, limit us to contemplating hypo-
 thetical experiments. For example, in the medical and social
 world we might be able to conceive of an experiment, but
 no one would ever try to carry it out. Instead, we might
 have to wait for a "natural experiment" to occur. "Ob-

 servational study" is the term used by statisticians (e.g.,
 Cochran 1983) to refer to studies for which "The objective
 is to study the causal effects of certain agents" but "For
 one reason or another the investigator can not . .. impose
 on . . . or withhold from the subject, a treatment whose
 effects he desires to discover" (p. 1).

 I believe that the notion of cause that operates in an
 experiment and in an observational study is the same. The
 difference is in the degree of control an experimenter has
 over the phenomena under investigation compared with
 that which an observer has. In Rubin's model this is ex-

 pressed by the joint distribution of S with Y, and Yc. Total
 control can make S independent of Y, and Yc.

 It may bother some readers that I have been using the

 term "experiment" in a very restricted sense-though one
 that is common in the study of the design of experiments.
 For example, experiments in chemistry in which a sub-
 stance is analyzed into its component ingredients or in
 which ingredients are combined with each other to syn-
 thesize a new substance often may not have clearly iden-
 tifiable units, treatments, and response variables. My view
 is that in such experiments the Aristotelian notion of ma-

 terial cause is often more relevant than that of efficient
 cause, and hence such experiments are not concerned with
 the notion of cause that is discussed in this article.

 To return to the question of what can be a cause let me
 consider three examples of statements that involve the word
 cause but that vary in its exact usage.

 (A) She did well on the exam because she is a woman.
 (B) She did well on the exam because she studied for

 it.

 (C) She did well on the exam because she was coached
 by her teacher.

 I think that these statements, even though they are per-

 fectly understandable English sentences, vary in the mean-
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 ing of the "because" in each. In each, the effect, using the
 term loosely, is the same-doing well on an exam. The
 causes, again using the term loosely, are different. In (A)
 the "cause" is ascribed to an attribute she possesses. In
 (B) the "cause" is ascribed to some voluntary activity she
 performed, and in (C) it is ascribed to an activity that was
 imposed on her.

 An attribute cannot be a cause in an experiment, because
 the notion of potential exposability does not apply to it.

 The only way for an attribute to change its value is for the
 unit to change in some way and no longer be the same
 unit. Statements of "causation" that involve attributes as
 ''causes'' are always statements of association between the
 values of an attribute and a response variable across the
 units in a population. In (A) all that is meant is that the
 performance of women on the exam exceeds, in some sense,
 that of men.

 Examples of the confusion between attributes and causes
 fill the social science literature. Saris and Stronkhorst (1984)
 gave the following example of a causal hypothesis: "Scho-
 lastic achievement affects the choice of secondary school"
 (p. 13). These authors clearly intended for this hypothesis
 to state that an attribute of a student (i.e., scores on tests,
 performance in primary school) can cause (i.e., affect) the
 student's choice of a particular type of secondary school.
 It is difficult to conceive of how scholastic achievement
 could be a treatment in an experiment and, therefore, be
 a "cause" in the sense used in this article. A somewhat
 stronger statement of my point was given by Kempthorne
 (1978, p. 15): "It is epistemological nonsense to talk about
 one trait of an individual causing or determining another
 trait of the individual."

 At the other extreme is Example (C). This is easily in-
 terpreted in terms of the model. The interpretation is that
 had she not been coached by her teacher she would not
 have done as well as she did. It implies a comparison be-
 tween the responses to two causes, even though this com-
 parison is not explicitly stated.

 Example (B) is just one of many types of examples in
 which the applicability of the model is not absolutely clear,
 and it shows one reason why arguments over what consti-
 tutes a proper causal inference can rage without any defin-
 itive resolution.

 In (B) the problem arises because of the voluntary aspect
 of the supposed cause-studying for the exam. It is not
 clear that we could expose a person to studying or not in
 any verifiable sense. We might be able to prevent her from
 studying, but that would change the sense of (B) to some-
 thing much more like (C). We could operationally define
 studying as so many hours of "nose in book," but that just
 defines an attribute we could measure on a subject. In my
 opinion the application of the model to statement (B) is
 problematical and not easily resolved. The voluntary na-
 ture of much of human activity makes causal statements
 about these activities difficult in many cases.

 The voluntary aspect of the "cause" in (B) is not the

 only source of difficulty in deciding on the applicability of

 Rubin's model to specific problems. It is, howevrer, a com-
 mon source of difficulty.

 The general problem, I think, is in deciding when some-
 thing is an attribute of units and when it is a cause that can
 act on units. In the former case all that can be discussed
 is association, whereas in the latter case it is possible, at
 least, to contemplate measuring causal effects.

 One may view Fisher's (1957) attack on those who used
 the association between smoking and lung cancer as evi-
 dence of a "causal link" between them as an example of
 the difficulty in deciding whether or not smoking is an

 attribute or a cause. Certainly the data that began this
 debate are purely associational. Doll and Hill's studies (1950,
 1952, 1956) ascertained only smoking status and lung can-
 cer status on sets of subjects. Fisher argued that smoking
 might only be indicative of certain genetic differences be-
 tween smokers and nonsmokers and that these genetic dif-

 ferences could be related to the development or not of lung
 cancer. Fisher (1957) did feel that "a good prima facie case

 had been made for further investigation."
 The response to Fisher's criticism can also be viewed as

 attempting to show that smoking should be thought of in
 causal terms rather than as indicative of a genetic attribute
 of subjects. For example, among his responses to Fisher,
 McCurdy (1957) pointed out that lung cancer rates increase
 with the amount of smoking and that subjects who stopped

 smoking had lower lung cancer rates than those who did
 not. Both of these arguments can be viewed as emphasizing
 the causal aspects of smoking-one can do more or less of
 it and one might stop doing it. A discussion of the entire
 debate was given by Cook (1980).

 8. COMMENTS ON CAUSAL INFERENCES IN
 VARIOUS DISCIPLINES

 This section will briefly consider discussions of causation
 in three disciplines-medicine, economics, and "causal
 modeling." In each case an attempt will be made to relate
 the discussion to Rubin's model for causal inference, but
 no attempt is made to be exhaustive or even representative
 in the selection of topics considered.

 8.1 Causation and Medicine

 We begin with a simple, yet basic, example from medi-
 cine-the establishment of specific bacteria as the cause of
 specific infectious diseases. Yerushalmy and Palmer (1959)
 described the situation in the following terms:

 Almost from the very beginning, when bacteria were first found to cause
 disease, bacteriologists felt the need for a set of rules to act as guideposts
 in investigation of bacteria as possible causal agents in disease. (p. 28)

 These two authors described three postulates formulated

 by the great bacteriologist, Robert Koch, who discovered,
 among other things, the tuberculosis bacillus in 1882. Koch's
 postulates [also called the Koch-Henle postulates, Evans
 (1978)] are simple, no-nonsense criteria for deciding when
 a microscopic organism is implicated in a disease. Accord-
 ing to Yerushalmy and Palmer (1959), "while there is no
 single formulation of Koch's postulates-they can be stated

 as consisting essentially of the following:

 I. The organism must be found in all cases of the dis-

 ease in question.
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 II. It must be isolated from patients and grown in pure
 culture.

 III. When the pure culture is inoculated into susceptible
 animals or man, it must reproduce the disease." (p.
 30)

 Rubin's model applies rather clearly to Postulates I and
 III. Postulate I is simply Mill's method of agreement ap-
 plied to this problem. It ensures that there are no data to

 support a null causal effect in this case-that is, if there
 were bona fide cases of the disease in which the organism
 was not present, along with other cases of the disease in
 which it was, then assuming unit homogeneity we would
 have an estimate of zero causal effect for the presence of
 the organism relative to its absence. Postulate III is like
 the light switch example-put in the organism and the
 disease occurs. The validity of this postulate stems from
 the unstated assumption that had the animal or human not
 been inoculated with the culture the disease would not have

 been expected to occur. Note that the word "susceptible"
 has crept in, presumably to deal with the inevitable "non-
 constant conjunction" of real laboratory work-in this case,
 the immune system.

 Koch's second postulate relates more to good experi-
 mental techniques than to causal inference. If the organism
 is isolated from patients and grown in pure culture, then
 when it comes time to inoculate animals or people with it

 the experimenter knows what the inoculant is in fairly exact
 terms. In a sense, Postulate II is a way of minimizing mea-
 surement error in the treatment (t) that is exposed to the
 units.

 Medicine is more difficult when the biological theory is
 less well developed. As an example I now consider several
 suggestions made by Sir Austin Bradford Hill to those who
 might wish to separate association from causation in the
 study of the environment and disease. He had spent a
 lifetime in public health and was among the first to argue,
 quantitatively, for the causal link between smoking and
 lung cancer (Doll and Hill 1950, 1952, 1956). Hill (1965)
 named nine factors that he felt were useful in such work
 for deciding that the most likely interpretation of an ob-
 served association is causation. I will consider these in an
 order that differs from Hill's.

 Temporality. "Which is the cart and which the horse?"
 (Hill 1965, p. 297). Hill felt that while the time sequence
 of events, cause preceding effect, might not be difficult to
 establish in many cases, "it certainly needs to be remem-
 bered, particularly with selective factors at work in indus-
 try" (p. 298). Clearly, temporal succession is a given for
 Hill.

 Experiment. In this category Hill placed the occasional
 "natural experiment" that gives strong evidence for caus-
 ation. He had in mind the effect of preventative actions
 taken to reduce the incidence of the disease. Do they work?
 If a person stops smoking does he lower his risk of lung
 cancer? Hill clearly views such "experiments" in the same
 way Mill viewed the production of an effect by artificially
 introducing the presumed causal agent-strong causal evi-
 dence when you can find it.

 Biological Gradient. By this Hill referred to evidence
 that showed an increasing disease rate as exposure to the
 agent in question intensified. Both experiment and biolog-
 ical gradient may be viewed as emphasizing the causal na-
 ture of the proposed causal agent, as discussed in the pre-
 vious section.

 Plausibility, Coherence, Analogy. I have grouped these
 three together because they all refer to the prior knowledge
 that the epidemiologist would need to consider. Is the sus-
 pected causation biologically plausible? Is it coherent in the
 sense of not being seriously in conflict with known facts?
 Is it analogous to known causal relations for similar agents
 and diseases? These factors, although important in some
 cases, all reflect the state of relevant scientific knowledge
 and do not directly translate into aspects of the model of
 Section 3. In particular Hill felt that it was unwise to place
 undue emphasis on these because of the relatively poor
 state of relevant biological knowledge in many cases of
 interest.

 Although Hill felt that the six factors listed above were
 important from time to time, they were the six least sig-
 nificant factors on his list. He felt that the three most
 important factors are the strength, consistency, and speci-

 ficity of the association in question.

 Strength. This is Hill's first factor- "First upon my list
 I would put the strength of the association" (p. 295). This
 may be viewed as simple acceptance of Mill's method of
 concomitant variation in practical terms or of the scientific
 utility of the prima facie causal effect. Although there is
 no guarantee for this, it is often more likely that a larger

 prima facie causal effect will hold up when a controlled

 study is performed than will a smaller prima facie causal
 effect. A relevant result in this regard is the inequality

 given in Cornfield et al. (1959) that bounds the influence
 of unmeasured factors on the relative risk (a form of prima

 facie causal effect).

 Consistency. Hill's second significant factor concerns
 the generality of the association across populations of units.
 This might be viewed as a weakened form of constant

 conjunction. At the very least, an association that is present
 in one population and absent in another suggests variable
 causal effects. I think that there is a clear bias against calling
 variable causal effects "causal" by scientists, even though
 those who must deal with heterogeneous units, such as
 humans, will generally agree that it is usually too much to
 expect constant effects in the real world.

 Specificity. Hill's third factor refers to specific causes
 having specific effects.

 If . .. the association is limited to specific workers and to particular sites
 and types of disease and there is no association between the work and
 other modes of dying, then clearly that is a strong argument in favor of
 causation. (p. 297)

 I think that specificity is related to the believability of
 the independence assumption. The lack of an association
 between the exposure of a person to a particular work place

 and the causes of that person's death supports the inde-

 pendence assumption in a relevant way (but does not prove
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 the assumption is valid). Since the independence assump-
 tion implies that the prima facie causal effect equals the
 average causal effect, specificity, in conjunction with the
 strong association, may well be convincing evidence of a
 strong causal connection. Lack of specificity, however, does
 not disprove the independence assumption in many cases,

 and this explains why lack of specificity is not regarded as
 a serious problem by Hill.

 In short, if specificity exists we may be able to draw conclusions without
 hesitation; if it is not apparent, we are not thereby necessarily left sitting
 on the fence. (p. 297)

 Of course, specificity does not guarantee that the inde-
 pendence assumption is valid, but it does not directly con-
 tradict this assumption in the way that a lack of specificity
 does.

 8.2 Granger Causation in Economics

 The primary source of data that is available to econo-
 mists is so-called "time series" data in which measurements
 of a variable or set of variables are made repeatedly on an
 economic entity over time. For such data, Granger (1969)
 developed a particular notion of causality that some econ-
 omists have found useful in their analyses.

 In my opinion, however, Granger's essential ideas in-
 volving causation do not require the time-series setting he
 adopted. I will try to restate his theory in terms of the types
 of models used in Sections 2 and 3-that is, variables de-
 fined on a population of units. Granger formulated his
 theory around the idea of prediction-a "cause" ought to
 improve our ability to predict an effect in a probabilistic

 system. In Granger's theory a variable causes another vari-
 able; that is, the values of one variable improve one's ability
 to predict the future values of another variable. The only
 important way that his theory used the time-series setting
 was to separate variables into those whose values are de-
 termined prior to, at, or after a given point in time. I will
 simply adopt these temporal distinctions in the definitions
 of the variables that arise. Granger (1969, p. 430) clearly
 accepted the idea of temporal succession in his analysis:

 "In the author's opinion there is little use in the practice

 of attempting to discuss causality without introducing time."
 It is the past values of a variable that cause, in Granger's
 sense, the future values of another variable.

 Although Granger originally formulated his theory in
 terms of one variable causing another, later writers (e.g.,
 Florens and Mouchart 1985) restated it in terms of non-
 causality and I will follow that approach. In reformulating
 his theory I will also shift from his emphasis on a particular
 type of predictor, that is, "the optimum, unbiased, least-
 squares predictor" (p. 428), to the more generally appli-
 cable notion of conditional statistical independence. This
 means that instead of limiting attention to the inability of
 a specific predictor to predict the values of a variable, I
 will use the stronger condition that no predictor can predict
 the desired values. Although this is a stronger type of non-

 causality than Granger defined I do not believe that this

 unduly distorts Granger's theory and it certainly general-

 izes its applicability-indeed, see Granger (1980).

 If X, Y, and Z denote three (possibly vector-valued)
 variables defined on a population, then X and Y are con-
 ditionally independent given Z if

 Pr(Y = y I X = x, Z = z) = Pr(Y = y I Z = z). (30)

 Conditional independence is a strong form of the idea that
 the values of X are unable to predict the values of Y, given
 the values of Z.

 In Granger's time-series setting, the value of Y is de-
 termined at some time point s, and the values of X and Z
 are determined at or prior to some other time point r <
 s. I will say that X is not a Granger cause of Y (relative to
 the information in Z) if X and Y are conditionally inde-
 pendent given Z. Thus Xis a Granger cause of Yif different
 values of X lead to different predictive distributions of Y
 given both X and the information in Z, that is, if X helps
 predict Y even when Z is taken into consideration.

 Viewed in this way, Granger noncausality is very much
 like Suppes's notion of a spurious cause. Both involve the
 inability of the spurious cause to predict a future event or
 value given certain other information.

 How might Granger's ideas be applied to the setting in
 Section 3? It is natural to make the following identification
 of Granger's setting with elements of Rubin's model.

 Granger Rubin's Model
 Y Ys
 x S
 Z A set of pre-exposure

 variables also called Z.

 The conditional independence condition is

 Pr(Ys = y I S = t, Z) = Pr(Ys = y I Z)

 and this reduces to

 0 = {Pr(Y, = y I S = t, Z) - Pr(Yc = y S = c, Z)}

 x Pr(S = c Z). (31)

 In a randomized experiment

 Pr(S = c I Z) = Pr(S = c)

 which we assume lies strictly in (0, 1). Hence Equation
 (31) reduces to

 Pr(Y, = y I S = t, Z) = Pr(Yc = y I S = c, Z). (32)

 But under randomization S is independent of Yt, Yc, and
 Z, so Equation (31) becomes

 Pr(Yt = y Z) =Pr(Yc = y I Z), (33)

 which, in turn, implies that

 E(YtIZ) = E(YcIZ) (34)
 for all values of Z. If we define the average causal effect

 on the subpopulation specified by Z = z as

 T(z) = E(Y - Y Z=z) (35)

 then Equation (34) says that if S is not a Granger cause of

 Ys relative to Z, then T(z) = 0 for all values of z. Hence
 in a randomized experiment Granger noncausality implies
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 zero average causal effect on all subpopulations defined
 by the values of Z. Conversely, it is easy to see that if t
 has a null effect on all units, then in a randomized exper-

 iment S will not be a Granger cause of Ys relative to any
 Z that is a pre-exposure variable.

 Although Granger causality has some intuitively satis-
 fying properties with respect to Rubin's model, it fails, in
 my opinion, to get to the heart of the notion of causality
 in the same way that Suppes's theory of causality fails.

 Granger's "causes" are always only temporarily in that
 category. If an analyst simply gathers more information,
 that is, changes Z, an X that was once a Granger cause of
 Y might be shown to be only a spurious cause in exactly
 the same spirit as in Suppes's theory.

 8.3 Causal Models in Social Science

 No discussion of causal inference would be complete

 without some reference to the expanding literature on causal
 modeling, that is, Blalock (1971), Goldberger and Duncan
 (1973), Duncan (1975), and Saris and Stronkhorst (1984).
 Little work has been done to relate Rubin's model to those
 used in the causal modeling literature-an exception is
 Rosenbaum (1984b), in which the average causal effect in
 a population is related to coefficients that arise in certain
 linear path models. The relationship between these two
 types of models is a natural research topic, since both causal
 models and Rubin's model were developed to deal with
 the same problem-causal inference in nonexperimental
 research.

 In this section I will hint at some possible points of con-
 tact between the path diagrams that are used in causal

 modeling and the model used in this article. I think that
 this is a large topic, and I can only scratch its surface here.

 Path diagrams are used to represent visually causal re-
 lationships among a set of variables. For example, if X

 causes Y this is expressed by the diagram

 X -> Y. (36)

 From the point of view adopted in this article some dia-
 grams like (36) are meaningful and some are not. For ex-
 ample, if A is an attribute of units and Y is a response
 variable, then

 A -Y (37)

 is meaningless. On the other hand, if S indicates exposure

 to causes and Ys is an observed response variable, then

 S ---> Ys (38)

 is a meaningful diagram.
 What happens when we add a third variable to this sys-

 tem? There are several possibilities. If A is an attribute,
 then it is either a pre- or post-exposure variable. In the
 first case we might denote this as

 A S- Ys (39)

 to indicate the time flow but without any arrow from A to

 S or Ys. In the second case the value of A might be affected
 by exposure to the cause and we would need to indicate

 that by subscripting A, At, and A,. This suggests the dia-
 gram

 S -- (As, YS). (40)

 It indicates that S changes the values of both A and Y This
 is the situation analyzed by Rosenbaum (1984b).

 The other possibility is that the third variable is an in-

 dicator, R, of a second set of causes, say t' and c'. If the
 R causes act on the units at the same time that the S causes
 do, then we can combine R and S into a single causal
 indicator (R, S). Y must then be doubly subscripted to
 indicate the responses to the various (R, S) combinations,
 that is, YRS. This can be denoted by the diagram

 (R, S)-- YRS (41)

 The fact that the R causes and the S causes act at the same

 time is not really important for Diagram (41). It really says
 that the R causes do not affect exposure to the S causes,
 and vice versa. We get an essentially new case, however,

 when, for example, the R causes act temporally prior to
 the S causes and they affect the exposure of units to the S
 causes. This requires that S be subscripted by t' or c', that
 is,

 St'(u) and SA'(u). (42)

 Although it is a mouthful, here is what St,(u) denotes: St,(u)
 is the S cause that u is exposed to if u was earlier exposed
 to the R cause t'. The following path diagram expresses
 this situation:

 SR

 (43)

 R Y YRSR

 Diagram (43) indicates that R changes the values of S and
 Y and that S changes the value of Y R has, potentially,
 both a direct and an indirect (i.e., through S) effect on Y

 An example may help clarify the meaning of (43). Sup-
 pose that we wish to measure the effect of studying certain
 material on the performance on a particular test. We might
 be able to encourage or not encourage students to study
 the material-these are the R causes, t' and c'. We might
 then be able to ascertain whether the students did or did
 not study the material-these are the S causes, t and c.
 The response variable is the score Y on the test given
 subsequent to these events. Diagram (43) indicates that
 encouragement can affect studying and possibly the test
 scores and that studying can affect the scores. For example,
 one might hypothesize that encouragement really does not
 affect test scores directly. This would be expressed in the
 model by

 Ytf'(u) - Yc,'(u) = 0 (44)

 for all u in U and s = t or c. For more on "encouragement

 designs" see Powers and Swinton (1984).
 The essential point I wish to make about these diagrams

 is that they are easily interpreted in terms of Rubin's model

 when they are not causally meaningless. The causal model
 literature has not been careful in separating meaningful

 and meaningless causal statements and path diagrams, in

This content downloaded from 128.138.65.149 on Mon, 27 Feb 2017 22:47:22 UTC
All use subject to http://about.jstor.org/terms



 Holland: Statistics and Causal Inference 959

 my opinion. For a similar view see Kempthorne (1978).
 One expects that the application of Rubin's model will help
 clarify the meaning of complex causal models and their
 path diagrams.

 9. SUMMARY

 This article has covered a variety of topics that involve
 causation, but there are a few general points that, I think,
 are important enough to emphasize in summary.

 First of all, I believe it is very helpful to try to see what
 experiments (as the term is used by statisticians) tell us
 about causation. I have emphasized three ideas about cau-
 sation on which statistical experiments focus our attention.

 1. The analysis of causation should begin with studying
 the effects of causes rather than the traditional approach
 of trying to define what the cause of a given effect is.

 2. Effects of causes are always relative to other causes
 (i.e., it takes two causes to define an effect).

 3. Not everything can be a cause; in particular, attributes
 of units are never causes.

 Let me make a few brief comments on each of these
 important ideas.

 Traditional analyses of causation start by looking for the
 cause of an effect. I think that looking for causes of effects
 is a worthwhile scientific endeavor, but it is not the proper
 perspective in a theoretical analysis of causation. More-
 over, I would hold that the "cause" of a given effect is
 always subject to revision as our knowledge about the phe-
 nomenon increases. For example, do bacteria cause dis-
 ease? Well, yes . .. until we dig deeper and find that it is
 the toxins the bacteria produce that really cause the dis-
 ease; and this is really not it either. Certain chemical re-
 actions are the real causes . . . and so on, ad infinitum.
 The effect of a cause may be difficult to measure in some
 circumstances, but it is, at least, precisely definable-as
 done in Section 3. It is for this reason that I believe that
 formal theories of causation must begin with the effects of
 given causes rather than vice versa.

 That an effect requires two causes for its definition is
 obvious in the context of an experiment but never seems
 to get much recognition by those who discuss causation in
 general terms. This is probably an important contribution
 of statistical thinking to discussions of causation. Experi-
 ments without control comparisons are simply not exper-
 iments. Those who think in terms of physical science ex-
 periments may have some difficulty with this idea, but I
 believe that it is true of any experiment.

 That everything has a cause is sometimes called the law
 of causality, but it does not imply that everything can be a
 cause. The experimental model eliminates many things
 from being causes, and this is probably very good, since it
 gives more specificity to the meaning of the word cause.
 Donald Rubin and I once made up the motto

 NO CAUSATION WITHOUT MANIPULATION

 to emphasize the importance of this restriction. Although
 many people balk at the idea that causes might be limited
 in some way, this idea is a simple consequence of the struc-

 ture of the model in Section 3. Unless both Y,(u) and Y,(u)
 can be defined, in principle, it is impossible to define the

 causal effect Y,(u) - Yj(u). For an attribute A(u) we can
 define Ya(u) for all u for which A(u) = a, and we can
 define Yb(u) for all u for which A(u) = b. Attributes are
 functions, however, and A(u) is either a or b (or neither)
 but not both a and b for any unit, u. Hence Ya(u) - Yb(u)
 cannot be defined for any unit, u, and attributes are not
 causes in the sense that causal effects cannot be defined
 for them.

 The second set of important general points I wish to
 summarize concern the immediate consequences of Rub-
 in's model. There are two consequences I wish to empha-
 size.

 1. The difference between the model (S, Yt, Y,) and the
 process of observation (S, Ys).

 2. The Fundamental Problem of Causal Inference-only

 Y, or Y, but not both can be observed on any unit u.

 These two consequences are really the same thing said

 in different ways. It is a great mistake to confuse Y, or Y,
 with Ys, and yet this is done all the time. It is also a mistake
 to conclude from the Fundamental Problem of Causal In-
 ference that causal inference is impossible. What is im-
 possible is causal inference without making untested as-
 sumptions. This does not render causal inference impossible,
 but it does give it an air of uncertainty. It is the same
 uncertainty discussed by Hume. The strength of a model
 like Rubin's is that it allows us to make these assumptions
 more explicit than they usually are. When they are explic-
 itly stated the analyst can then begin to look for ways to

 evaluate or to partially test them.
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The Mathematics of Causal Inference in Statistics
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Abstract

The �potential outcome�� or Neyman�Rubin 	NR
 model
through which statisticians were �rst introduced to causal
analysis su�ers from two fundamental shortcomings 	�

It lacks formal underpinning and 	�
 it uses conceptually
opaque language for expressing causal information� As a
results� investigators �nd it di�cult to discern whether
a set of formulae represents a faithful picture of one�s
knowledge� and whether such a set is self�consistent or
redundant�
These shortcomings can be recti�ed using counterfac�

tual semantics based on nonparametric structural equa�
tions �Pearl� ����a� which provides both a mathematical
foundation for the NR analysis and a conceptually trans�
parent language for expressing causal knowledge� This
semantical framework gives rise to a friendly calculus of
causation that uni�es the graphical� potential outcome
and structural equation approaches and resolves long�
standing problems in several of the sciences� These in�
clude questions of confounding� causal e�ect estimation�
policy analysis� legal responsibility� direct and indirect ef�
fects� instrumental variables� surrogate designs� and the
integration of data from experimental and observational
studies�

KEY WORDS Structural equation models� confound�
ing� Rubin causal model� graphical methods� counterfac�
tuals� causal e�ects�

�� Introduction

Almost two decades have passed since Paul Holland pub�
lished his seminal review paper on the Neyman�Rubin
	NR
 approach to causal inference �Holland� ������ Our
understanding of causal inference has since increased sev�
eral folds� due primarily to advances in three areas

�� Nonparametric structural equations

�� Graphical models

�� Symbiosis between counterfactual and graphical
methods�

These advances are central to the empirical sciences be�
cause the research questions that motivate most studies in
the health� social and behavioral sciences are not statisti�
cal but causal in nature� For example� what is the e�cacy
of a given drug in a given population� Whether data can

prove an employer guilty of hiring discrimination� What
fraction of past crimes could have been avoided by a given
policy� What was the cause of death of a given individ�
ual� in a speci�c incident�
Remarkably� although much of the conceptual frame�

work and algorithmic tools needed for tackling such prob�
lems are now well established� they are hardly known to
researchers in the �eld who could put them into practical
use� Why�

Solving causal problems mathematically requires cer�
tain extensions in the standard mathematical language
of statistics� and these extensions are not generally em�
phasized in the mainstream literature and education� As
a result� large segments of the statistical research commu�
nity �nd it hard to appreciate and bene�t from the many
results that causal analysis has produced in the past two
decades�

This paper aims at making these advances more acces�
sible to the general research community by� �rst� contrast�
ing causal analysis with standard statistical analysis and�
second� by comparing and unifying various approaches to
causal analysis�

�� From Associational to Causal Analysis�

Distinctions and Barriers

��� The Basic Distinction� Coping With Change

The aim of standard statistical analysis� typi�ed by re�
gression� estimation� and hypothesis testing techniques�
is to assess parameters of a distribution from samples
drawn of that distribution� With the help of such pa�
rameters� one can infer associations among variables� es�
timate the likelihood of past and future events� as well as
update the likelihood of events in light of new evidence
or new measurements� These tasks are managed well by
standard statistical analysis so long as experimental con�
ditions remain the same� Causal analysis goes one step
further� its aim is to infer not only the likelihood of events
under static conditions� but also the dynamics of events
under changing conditions� for example� changes induced
by treatments or external interventions�

This distinction implies that causal and associational
concepts do not mix� There is nothing in the joint dis�
tribution of symptoms and diseases to tell us that curing
the former would or would not cure the latter� More gen�
erally� there is nothing in a distribution function to tell
us how that distribution would di�er if external condi�
tions were to change�say from observational to experi�
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mental setup�because the laws of probability theory do
not dictate how one property of a distribution ought to
change when another property is modi�ed� This infor�
mation must be provided by causal assumptions which
identify relationships that remain invariant when exter�
nal conditions change�

These considerations imply that the slogan �correla�
tion does not imply causation� can be translated into a
useful principle� one cannot substantiate causal claims
from associations alone	 even at the population level�
behind every causal conclusion there must lie some causal
assumption that is not testable in observational studies�

��� Formulating the Basic Distinction

A useful demarcation line that makes the distinction be�
tween associational and causal concepts crisp and easy to
apply	 can be formulated as follows� An associational con�
cept is any relationship that can be de�ned in terms of a
joint distribution of observed variables	 and a causal con�
cept is any relationship that cannot be de�ned from the
distribution alone� Examples of associational concepts
are� correlation	 regression	 dependence	 conditional in�
dependence	 likelihood	 collapsibility	 risk ratio	 odd ra�
tio	 marginalization	 conditionalization	 �controlling for	�
and so on� Examples of causal concepts are� randomiza�
tion	 in
uence	 e�ect	 confounding	 �holding constant	�
disturbance	 spurious correlation	 instrumental variables	
intervention	 explanation	 attribution	 and so on� The
former can	 while the latter cannot be de�ned in term of
distribution functions�

This demarcation line is extremely useful in causal
analysis for it helps investigators to trace the assump�
tions that are needed for substantiating various types of
scienti�c claims� Every claim invoking causal concepts
must rely on some premises that invoke such concepts� it
cannot be inferred from	 or even de�ned in terms statis�
tical associations alone�

��� Rami�cations of the Basic Distinction

This principle has far reaching consequences that are not
generally recognized in the standard statistical literature�
Many researchers	 for example	 are still convinced that
confounding is solidly founded in standard	 frequentist
statistics	 and that it can be given an associational def�
inition saying roughly�� �U is a potential confounder
for examining the e�ect of treatment X on outcome Y
when both U and X and U and Y are not independent��
That this de�nition and all its many variants must fail	
is obvious from the demarcation line above� �indepen�
dence� is an associational concept while confounding is
needed for establishing causal relations� The two do not
mix	 hence	 the de�nition must be false� Therefore	 to
the bitter disappointment of generations of epidemiology
researchers	 confounding bias cannot be detected or cor�
rected by statistical methods alone� one must make some
judgmental assumptions regarding causal relationships in

the problem before an adjustment e�g�	 by strati�cation�
can safely correct for confounding bias�
Another rami�cation of the sharp distinction between

associational and causal concepts is that any mathemat�
ical approach to causal analysis must acquire new nota�
tion for expressing causal relations � probability calculus
is insu�cient� To illustrate	 the syntax of probability cal�
culus does not permit us to express the simple fact that
�symptoms do not cause diseases�	 let alone draw math�
ematical conclusions from such facts� All we can say is
that two events are dependent�meaning that if we �nd
one	 we can expect to encounter the other	 but we can�
not distinguish statistical dependence	 quanti�ed by the
conditional probability P disease jsymptom� from causal
dependence	 for which we have no expression in standard
probability calculus� Scientists seeking to express causal
relationships must therefore supplement the language of
probability with a vocabulary for causality	 one in which
the symbolic representation for the relation �symptoms
cause disease� is distinct from the symbolic representa�
tion of �symptoms are associated with disease��

��� Two Mental Barriers� Untested Assump�

tions and New Notation

The preceding two requirements� �� to commence causal
analysis with untested	� theoretically or judgmentally
based assumptions	 and �� to extend the syntax of prob�
ability calculus	 constitute the two main obstacles to
the acceptance of causal analysis among statisticians and
among professionals with traditional training in statistics�
Associational assumptions	 even untested	 are testable

in principle	 given su�ciently large sample and su��
ciently �ne measurements� Causal assumptions	 in con�
trast	 cannot be veri�ed even in principle	 unless one re�
sorts to experimental control� This di�erence stands out
in Bayesian analysis� Though the priors that Bayesians
commonly assign to statistical parameters are untested
quantities	 the sensitivity to these priors tends to dimin�
ish with increasing sample size� In contrast	 sensitivity
to prior causal assumptions	 say that treatment does not
change gender	 remains substantial regardless of sample
size�
This makes it doubly important that the notation we

use for expressing causal assumptions be meaningful and
unambiguous so that one can clearly judge the plausibil�
ity or inevitability of the assumptions articulated� Statis�
ticians can no longer ignore the mental representation in
which scientists store experiential knowledge	 since it is
this representation	 and the language used to access that
representation that determine the reliability of the judg�
ments upon which the analysis so crucially depends�
How does one recognize causal expressions in the sta�

tistical literature� Those versed in the potential�outcome
notation �Neyman	 ����� Rubin	 ����� Holland	 �����	
can recognize such expressions through the subscripts

�By �untested� I mean untested using frequency data in nonex�

perimental studies�



that are attached to counterfactual events and variables�
e�g� Yx�u� or Zxy� �Some authors use parenthetical ex�
pressions� e�g� Y �x� u� or Z�x� y��� The expression Yx�u��
for example� stands for the value that outcome Y would
take in individual u� had treatment X been at level x�
If u is chosen at random� Yx is a random variable� and
one can talk about the probability that Yx would at�
tain a value y in the population� written P �Yx � y��
Alternatively� Pearl �	

�� used expressions of the form
P �Y � yjset�X � x�� or P �Y � yjdo�X � x�� to denote
the probability �or frequency� that event �Y � y� would
occur if treatment condition X � x were enforced uni�
formly over the population�� Still a third notation that
distinguishes causal expressions is provided by graphical
models� where the arrows convey causal directionality��

However� few have taken seriously the textbook re�
quirement that any introduction of new notation must
entail a systematic denition of the syntax and seman�
tics that governs the notation� Moreover� in the bulk of
the statistical literature before ����� causal claims rarely
appear in the mathematics� They surface only in the
verbal interpretation that investigators occasionally at�
tach to certain associations� and in the verbal description
with which investigators justify assumptions� For exam�
ple� the assumption that a covariate is not a�ected by a
treatment� a necessary assumption for the control of con�
founding �Cox� 	
���� is expressed in plain English� not
in a mathematical expression�

Remarkably� though the necessity of explicit causal no�
tation is now recognized by most leaders in the eld� the
use of such notation has remained enigmatic to most rank
and le researchers� and its potentials still lay grossly un�
derutilized in the statistics based sciences� The reason
for this� I am rmly convinced� can be traced to the un�
friendly and ad�hoc way in which the NR model has been
presented to the research community�

The next section provides a conceptualization that
overcomes these mental barriers� it o�ers both a friendly
mathematical machinery for cause�e�ect analysis and a
formal foundation for counterfactual analysis�

�� The Language of Diagrams and Structural

Equations

��� Semantics� Causal E�ects and Counterfac�

tuals

How can one express mathematically the common un�
derstanding that symptoms do not cause diseases� The
earliest attempt to formulate such relationship mathe�

�Clearly� P �Y � yjdo�X � x�� is equivalent to P �Yx � y��
This is what we normally assess in a controlled experiment� with
X randomized� in which the distribution of Y is estimated for each
level x of X�

�These notational clues should be useful for detecting inade�
quate de�nitions of causal concepts	 any de�nition of confounding�
randomization or instrumental variables that is cast in standard
probability expressions� void of graphs� counterfactual subscripts
or do��� operators� can safely be discarded as inadequate�

matically was made in the 	
���s by the geneticist Sewall
Wright �	
�	�� who used a combination of equations and
graphs� For example� if X stands for a disease variable
and Y stands for a certain symptom of the disease� Wright
would write a linear equation�

y � �x� u �	�

where x stands for the level �or severity� of the disease� y
stands for the level �or severity� of the symptom� and u

stands for all factors� other than the disease in question�
that could possibly a�ect Y � In interpreting this equation
one should think of a physical process whereby Nature
examines the values of x and u and� accordingly� assigns
variable Y the value y � �x� u�
To express the directionality inherent in this process�

Wright augmented the equation with a diagram� later
called �path diagram�� in which arrows are drawn from
perceived� causes to their �perceived� e�ects and� more
importantly� the absence of an arrow makes the empirical
claim that the value Nature assigns to one variable is not
determined by the value taken by another�
The variables V and U are called �exogenous� � they

represent observed or unobserved background factors
that the modeler decides to keep unexplained� that is�
factors that in�uence but are not in�uenced by the other
variables �called �endogenous�� in the model�
If correlation is judged possible between two exogenous

variables� U and V � it is customary to connect them by
a dashed double arrow� as shown in Fig� 	�b��

V UV U

βX YβX Y

(b)(a)

x = v
y =   x + uβ

Figure 	� A simple structural equation model� and its
associated diagrams� Unobserved exogenous variables are
connected by dashed arrows�

To summarize� path diagrams encode causal assump�
tions via missing arrows� representing claims of zero in�
�uence� and missing double arrows �e�g�� between V and
U�� representing the causal assumption Cov�U� V ����

The generalization to nonlinear system of equations is
straightforward� For example� the non�parametric inter�
pretation of the diagram of Fig� ��a� corresponds to a
set of three functions� each corresponding to one of the
observed variables�

z � fZ�w�

x � fX�z� v� ���

y � fY �x� u�

where W�V and U are assumed to be jointly independent
but� otherwise� arbitrarily distributed�
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Figure �� �a� The diagram associated with the structural
model of Eq� ���� �b� The diagram associated with the
modi�ed model of Eq� ���	 representing the intervention
do�X 
 x���

Remarkably	 unknown to most economists and philoso�
phers	 structural equation models provide a formal inter�
pretation and symbolic machinery for analyzing counter�
factual relationships of the type� �Y would be y had X

been x in situation U 
 u	 denoted Yx�u� 
 y� Here U
represents the vector of all exogenous variables�
The key idea is to interpret the phrase �had X been

x� as an instruction to modify the original model and
replace the equation for X by a constant x�	 yielding

z 
 fZ�w�

x 
 x� ���

y 
 fY �x� u�

the graphical description of which is shown in Fig� ��b��
This replacement permits the constant x� to di�er from

the actual value of X �namely fX�z� v�� without render�
ing the system of equations inconsistent	 thus yielding
a formal interpretation of counterfactuals in multi�stage
models	 where the dependent variable in one equation
may be an independent variable in another �Balke and
Pearl	 ����ab� Pearl	 ����b�� For example	 to compute
the average causal e�ect of X on Y 	 i�e�	 E�Yx�� we solve
Eq� ��� for Y in terms of the exogenous variables	 yield�
ing Yx� 
 fY �x�� u�	 and average over U and V � To
answer more sophisticate questions such as whether Y
would be y� if X were x�	 given that in fact Y is y� and
X is x�	 we need to compute the conditional probability
P �Yx� 
 y�jY 
 y�� X 
 x�� which is well de�ned once
we know the forms of the structural equations and the
distribution of the exogenous variables in the model�
This interpretation of counterfactuals	 cast as solutions

to modi�ed systems of equations	 provides the conceptual
and formal link between structural equation models	 used
in economics and social science and the Neyman�Rubin
potential�outcome framework to be discussed in Section
�� But �rst we discuss two long�standing problems that
have been completely resolved in purely graphical terms	
without delving into algebraic techniques�

��� Confounding and Causal E�ect Estimation

The central target of most studies in the social and
health sciences is the elucidation of cause�e�ect relation�
ships among variables of interests	 for example	 treat�

ments	 policies	 preconditions and outcomes� While good
statisticians have always known that the elucidation of
causal relationships from observational studies must be
shaped by assumptions about how the data were gener�
ated	 the relative roles of assumptions and data	 and ways
of using those assumptions to eliminate confounding bias
have been a subject of much controversy� The structural
framework of Section ��� puts these controversies to rest�

Covariate Selection� The back�door criterion

Consider an observational study where we wish to �nd the
e�ect of X on Y 	 for example	 treatment on response	 and
assume that the factors deemed relevant to the problem
are structured as in Fig� �� some are a�ecting the re�

Z1

Z3

Z2

Y

X

W

W

W

1

2

3

Figure �� Graphical model illustrating the back�door cri�
terion� Error terms are not shown explicitly�

sponse	 some are a�ecting the treatment and some are
a�ecting both treatment and response� Some of these
factors may be unmeasurable	 such as genetic trait or
life style	 others are measurable	 such as gender	 age	 and
salary level� Our problem is to select a subset of these fac�
tors for measurement and adjustment	 namely	 that if we
compare treated vs� untreated subjects having the same
values of the selected factors	 we get the correct treat�
ment e�ect in that subpopulation of subjects� Such a set
of factors is called a �su�cient set or a set �appropri�
ate for adjustment� The problem of de�ning a su�cient
set	 let alone �nding one	 has ba�ed epidemiologists and
social science for decades �see Greenland et al�� ������	
Pearl �����a� and ������ for review��
The following criterion	 named �back�door in

�Pearl	 ����a�	 provides a graphical method of selecting
such a set of factors for adjustment� It states that a set
S is appropriate for adjustment if two conditions hold�

�� No element of S is a descendant of X

�� The elements of S �block all �back�door paths
from X to Y 	 namely all paths that end with an
arrow pointing to X ��

Based on this criterion we see	 for example	 that the
sets fZ�� Z�� Z�g� fZ�� Z�g	 and fW�� Z�g	 each is su��
cient for adjustment	 because each blocks all back�door

�In this criterion� a set S of nodes is said to block a path p if
either �i� p contains at least one arrow�emitting node that is in S�
or �ii� p contains at least one collision node that is outside S and
has no descendant in S�



paths between X and Y � The set fZ�g� however� is not
su�cient for adjustment because� as explained above� it
does not block the path X � W� � Z� � Z� � Z� �
W� � Y �
The implication of �nding a su�cient set S is that�

stratifying on S is guaranteed to remove all confounding
bias relative the causal e�ect of X on Y � In other words�
it renders the causal e�ect of X on Y identi�able� via

P �Y � yjdo�X � x		

�
X

s

P �Y � yjX � x� S � s	P �S � s	 �
	

Since all factors on the right hand side of the equation are
estimable �e�g�� by regression	 from the pre�interventional
data� the causal e�ect can likewise be estimated from such
data without bias�
The back�door criterion allows us to write Eq� �
	 di�

rectly� after selecting a su�cient set S from the diagram�
without resorting to any algebraic manipulation� The
selection criterion can be applied systematically to dia�
grams of any size and shape� thus freeing analysts from
judging whether �X is conditionally ignorable given S� a
formidable mental task required in the potential�response
framework �Rosenbaum and Rubin� ������ The criterion
also enables the analyst to search for an optimal set of
covariate�namely� a set S that minimizes measurement
cost or sampling variability �Tian et al�� ������

General control of confounding

Adjusting for covariates is only one of many methods that
permits us to estimate causal e�ects in nonexperimental
studies� A much more general identi�cation criterion is
provided by the following theorem�

Theorem � �Tian and Pearl� �����
A su�cient condition for identifying the causal e�ect

P �yjdo�x		 is that every path between X and any of its

children traces at least one arrow emanating from a mea�

sured variable��

For example� ifW� is the only observed covariate in the
model of Fig� �� then there exists no su�cient set for ad�
justment �because no set of observed covariates can block
the paths from X to Y through Z�	� yet P �yjdo�x		 can
nevertheless be estimated since the one path from X to
W� �the only child ofX	 traces the arrowX � W�� which
emanates from a measured variable� X � In this example�
the variable W� acts as a �mediating instrumental vari�
able �Pearl ����b� Chalak and White� ����� and yields
the estimand�

P �Y � yjdo�X � x		

�
X

w�

P �W� � wjdo�X � x		P �Y � yjdo�W� � w		

�
X

w

P �wjx	
X

x
�

P �yjw� x�	P �x�	 ��	

�Before applying this criterion� one may delete from the causal

graph all nodes that are not ancestors of Y �

More recent results extend this theorem by ��	 present�
ing a necessary and su�cient condition for identi�cation
�Shpitser and Pearl� ������ and ��	 extending the condi�
tion from causal e�ects to any counterfactual expression
�Shpitser and Pearl� ������ The corresponding unbiased
estimands for these causal quantities� are readable di�
rectly from the diagram�

�� The Language of Potential Outcomes

The elementary object of analysis in the potential�
outcome framework is the unit�based response variable�
denoted Yx�u	� read� �the value that Y would obtain in
unit u� had treatment X been x �Neyman� ����� Rubin�
���
�� These subscripted variables are treated as unde�
�ned quantities� useful for expressing the causal quanti�
ties we seek� but are not derived from other quantities
in the model� In contrast� in the previous section coun�
terfactual entities were derived from a set of meaningful
physical processes� each represented by an equation� and
unit was interpreted a vector u of background factors that
characterize an experimental unit� Each structural equa�
tion model thus provides a compact representation for
a huge number of counterfactual claims� guaranteed to
be consistent� The potential outcome framework lacks
such compactness� nor does it provide guarantees that
any given set of claims is consistent�
In view of these features� the structural de�nition of

Yx�u	 can be regarded as the formal basis for the poten�
tial outcome approach� It interprets the opaque English
phrase �the value that Y would obtain in unit u� had X

been x in terms of a meaningful mathematical model
that allows such values to be computed unambiguously�
Consequently� important concepts in potential response
analysis that researchers �nd ill�de�ned or overly esoteric
often obtain meaningful and natural interpretation in
the structural semantics� Examples are� �unit ��exoge�
nous variables in structural semantics	� �principal strat�
i�cation ��equivalence classes in structural semantics
�Balke and Pearl� ���
a� and �Pearl ����b� �conditional
ignorability ��back�door condition in �Pearl ����a� �as�
signment mechanism �P �xjdirect�causes of X	 in struc�
tural semantics	 and so on� The next two subsections
examine how assumptions and inferences are handled in
the potential outcome approach�

��� Formulating Assumptions

The distinct characteristic of the potential outcome ap�
proach is that� although its primitive objects are unde�
�ned� hypothetical quantities� the analysis itself is con�
ducted almost entirely within the axiomatic framework
of probability theory� This is accomplished� by postulat�
ing a �super probability function on both hypothetical
and real events� treating the former as missing data�
In other words� if U is treated as a random variable
then the value of the counterfactual Yx�u	 becomes a
random variable as well� denoted as Yx� The potential�



outcome analysis proceeds by treating the observed dis�
tribution P �x�� � � � � xn� as the marginal distribution of an
augmented probability function P � de�ned over both ob�
served and counterfactual variables� Queries about causal
e�ects are phrased as queries about the marginal distri�
bution of the counterfactual variable of interest� writ�
ten P ��Yx 	 y�� The new hypothetical entities Yx are
treated as ordinary random variables
 for example� they
are assumed to obey the axioms of probability calcu�
lus� the laws of conditioning� and the axioms of condi�
tional independence� Moreover� these hypothetical enti�
ties are not entirely whimsy� but are assumed to be con�
nected to observed variables via consistency constraints
�Robins� ���� such as

X 	 x 	� Yx 	 Y� ���

which states that� for every u� if the actual value of X
turns out to be x� then the value that Y would take on if
X were x is equal to the actual value of Y � For example� a
person who chose treatment x and recovered� would also
have recovered if given treatment x by design�
The main conceptual di�erence between the two ap�

proaches is that� whereas the structural approach views
the subscript x as an operation that changes the distri�
bution but keeps the variables the same� the potential�
outcome approach views the variable Yx� to be a di�erent
variable� loosely connected to Y through relations such
as ����
Pearl �����a� Chapter �� shows� using the structural in�

terpretation of Yx�u�� that it is indeed legitimate to treat
counterfactuals as jointly distributed random variables in
all respects� that consistency constraints like ��� are au�
tomatically satis�ed in the structural interpretation and�
moreover� that investigators need not be concerned about
any additional constraints except the following two��

Yyz 	 y for all y and z ���

Xz 	 x 	� Yxz 	 Yz for all x and z ���

Eq� ��� ensures that the interventions do�Y 	 y� results
in the condition Y 	 y� regardless of concurrent interven�
tions� say do�Z 	 z�� that are applied to variables other
than Y � Equation ��� generalizes ��� to cases where Z is
held �xed� at z�
To communicate substantive causal knowledge� the

potential�outcome analyst must express causal assump�
tions as constraints on P �� usually in the form of condi�
tional independence assertions involving counterfactual
variables� In Fig� ��a� for instance� to communicate
the understanding that a treatment assignment �Z� is
randomized �hence independent of both U and V �� the

�This completeness result is due to Halpern ������� who noted
that an additional axiom

fYxz � yg 	 fZxy � zg �� Yx � y

must hold in non
recursive models� This fundamental axiom may
come to haunt economists and social scientists who blindly apply
NR analysis in their �elds�

potential�outcome analyst needs to use the independence
constraint Z��fXz� Yxg� To further formulate the under�
standing that Z does not a�ect Y directly� except through
X � the analyst would write a� so called� �exclusion restric�
tion�� Yxz 	 Yx� Clearly� no mortal can judge the valid�
ity of such assumptions in any real life problem without
resorting to graphs��

��� Performing Inferences

A collection of assumptions of this type might sometimes
be su�cient to permit a unique solution to the query of
interest
 in other cases� only bounds on the solution can
be obtained� For example� if one can plausibly assume
that a set Z of covariates satis�es the conditional inde�
pendence

Yx��X jZ ��

�an assumption that was termed �conditional ignorabil�
ity� by �Rosenbaum and Rubin� ���� then the causal ef�
fect P ��Yx 	 y� can readily be evaluated to yield

P ��Yx 	 y� 	
X

z

P ��Yx 	 yjz�P �z�

	
X

z

P ��Yx 	 yjx� z�P �z� �using ���

	
X

z

P ��Y 	 yjx� z�P �z� �using ����

	
X

z

P �yjx� z�P �z�� ����

which is the usual covariate�adjustment formula� as in
Eq� ����
Note that almost all mathematical operations in this

derivation are conducted within the safe con�nes of prob�
ability calculus� Save for an occasional application of rule
��� or ����� the analyst may forget that Yx stands for a
counterfactual quantity�it is treated as any other ran�
dom variable� and the entire derivation follows the course
of routine probability exercises�
However� this mathematical illusion comes at the ex�

pense of conceptual clarity� especially at a stage where
causal assumptions need be formulated� The reader may
appreciate this aspect by attempting to judge whether
the assumption of conditional ignorability Eq� ��� the
key to the derivation of Eq� ����� holds in any familiar
situation� say in the experimental setup of Fig� ��a�� This
assumption reads� �the value that Y would obtain had
X been x� is independent of X � given Z�� Such assump�
tions of conditional independence among counterfactual
variables are not straightforward to comprehend or as�
certain� for they are cast in a language far removed from
ordinary understanding of cause and e�ect� When coun�
terfactual variables are not viewed as byproducts of a
deeper� process�based model� it is also hard to ascertain

�Even with the use of graphs the task is not easy� for example�
the reader should try to verify whether fZ��XzjY g holds in the
simple model of Fig� �a��



whether all relevant counterfactual independence judg�
ments have been articulated� whether the judgments ar�
ticulated are redundant� or whether those judgments are
self�consistent�
The need to express� defend� and manage formidable

counterfactual relationships of this type explains the slow
acceptance of causal analysis among epidemiologists and
statisticians� and why economists and social scientists
continue to use structural equation models instead of
the potential�outcome alternatives advocated in Holland
�����	� Angrist et al� ����
	� and Sobel �����	�
On the other hand� the algebraic machinery o�ered

by the potential�outcome notation� once a problem is
properly formalized� can be powerful in re�ning as�
sumptions �Angrist et al�� ���
	� deriving consistent es�
timands �Robins� ���
	� bounding probabilities of causa�
tion �Tian and Pearl� ���	� and combining data from ex�
perimental and nonexperimental studies �Pearl� ���a	�

��� Combining Graphs and Algebra � Methods

and Accomplishments�

Pearl ����a� page �	 presents a way of combining the
best features of the two approaches� It is based on en�
coding causal assumptions in the language of diagrams�
translating these assumptions into potential outcome no�
tation� performing the mathematics in the algebraic lan�
guage of counterfactuals and� �nally� interpreting the re�
sult in plain causal language� Often� the answer desired
can be obtained directly from the diagram� and no trans�
lation is necessary �as demonstrated in Section ����
This method has scored an impressive list of ac�

complishments� including solutions to the long�standing
problems of legal responsibility �Tian and Pearl� ����
Pearl� ���	� non�compliance �Balke and Pearl� �����
Chickering and Pearl� ����	� direct and indirect ef�
fects �Pearl� ���	� mediating instrumental variables
�Pearl� ����b� Brito and Pearl� ��
	� robustness analysis
�Pearl� ���	� and the integration of data from experi�
mental and observational studies �Tian and Pearl� ����
Pearl� ���a	� Detailed descriptions of these results are
given in the corresponding articles which are available on
hbayes�cs�ucla�edu�jp�home�htmli�

�� Conclusions

Statistics is strong in devising ways of describing data and
inferring distributional parameters from sample� Causal
inference require two addition ingredients� a science�
friendly language for articulating causal knowledge� and
a mathematical machinery for processing that knowl�
edge� combining it with data and drawing new causal
conclusions about a phenomena� This paper introduces
nonparametric structural equations models as a formal
and meaningful language for formulating causal knowl�
edge and for explicating causal concepts used in sci�
enti�c discourse� These include� randomization� inter�
vention� direct and indirect e�ects� confounding� coun�

terfactuals� and attribution� The algebraic component
of the structural language coincides with the potential�
outcome framework� and its graphical component em�
braces Wright�s method of path diagrams �in its non�
parametric version�� When uni�ed and synthesized� the
two components o�er statistical investigators a power�
ful methodology for empirical research� The merits of
this methodology have quickly been recognized by sev�
eral research communities �e�g�� Morgan and Winship�
���� Greenland et al�� ����� Petersen et al�� ��
� Chalak
and White� ��
	 and are making their way� past obvious
pockets of resistance� to statistical education as well�
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Minimum Wages and Employment: 

A Case Study of the Fast-Food Industry 


in New Jersey and Pennsylvania 


On April 1, 1992, New Jersey's minimum wage rose from $4.25 to $5.05 per 
hour. To evaluate the impact of the law we surveyed 410 fast-food restaurants in 
New Jersey and eastern Pennsylvania before and after the rise. Comparisons of 
employment growth at stores in New Jersey and Pennsylvania (where the 
minimum wage was constant) provide simple estimates of the effect of the higher 
minimum wage. We also compare employment changes at stores in New Jersey 
that were initially paying high wages (above $5) to the changes at lower-wage 
stores. We find no indication that the rise in the minimum wage reduced 
employment. (JEL 530, 523) 

How do employers in a low-wage labor cent studies that rely on a similar compara- 
market respond to an increase in the mini- tive methodology have failed to detect a 
mum wage? The prediction from conven- negative employment effect of higher mini- 
tional economic theory is unambiguous: a mum wages. Analyses of the 1990-1991 in- 
rise in the minimum wage leads perfectly creases in the federal minimum wage 
competitive employers to cut employment (Lawrence F. Katz and Krueger, 1992; Card, 
(George J. Stigler, 1946). Although studies 1992a) and of an earlier increase in the 
in the 1970's based on aggregate teenage minimum wage in California (Card, 1992b) 
employment rates usually confirmed this find no adverse employment impact. A study 
prediction,' earlier studies based on com- of minimum-wage floors in Britain (Stephen 
parisons of employment at affected and un- Machin and Alan Manning, 1994) reaches a 
affected establishments often did not (e.g., similar conclusion. 
Richard A. Lester, 1960, 1964). Several re- This paper presents new evidence on the 

effect of minimum wages on establishment- 
level employment outcomes. We analyze the 
experiences of 410 fast-food restaurants in 

*Department of Economics, Princeton University, New Jersey and Pennsylvania following the 
Princeton, NJ 08544. We are grateful to the Institute increase in New Jersey's minimum wage 
for Research on Poverty, University of Wisconsin, for from $4.25 to $5.05 per hour. Comparisons 
partial financial support. Thanks to Orley Ashenfelter, of employment, wages, and prices at stores Charles Brown, Richard Lester, Gary Solon, two 
anonymous referees, and seminar participants at in New Jersey and Pennsylvania before and 
Princeton, Michigan State, Texas A&M, University of after the rise offer a simple method for 
Michigan, university of Pennsylvania, ~niversitJ  of evaluating the effects of the-minimum wage. 
Chicago, and the NBER for comments and sugges- ~~~~~~i~~~~ within N~~ jerseybetween
tions. We also acknowledge the expert research assis- 
tance of Susan Belden, Chris Burris, Geraldine Harris, high-wage paying 
and Jonathan Orszag. than the new minimum rate prior to its 

'see Charles Brown et al. (1982,1983) for surveys of effective date) and other stores provide an 
this literature. A recent update (Allison J. Wellington, alternative estimate of the impact of the 
1991) concludes that the employment effects of the new laweminimum wage are negative but small: a 10-percent 
increase in the minimum is estimated to lower teenage In addition to the simplicity of our empir- 
employment rates by 0.06 percentage points. ical methodology, several other features of 

772 
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the New Jersey law and our data set are 
also significant. First, the rise in the mini- 
mum wage occurred during a recession. The 
increase had been legislated two years ear- 
lier when the state economy was relatively 
healthy. By the time of the actual increase, 
the unemployment rate in New Jersey had 
risen substantially and last-minute political 
action almost succeeded in reducing the 
minimum-wage increase. It is unlikely that 
the effects of the higher minimum wage 
were obscured by a rising tide of general 
economic conditions. 

Second, New Jersey is a relatively small 
state with an economy that is closely linked 
to nearby states. We believe that a control 
group of fast-food stores in eastern Pennsyl- 
vania forms a natural basis for comparison 
with the experiences of restaurants in New 
Jersey. Wage variation across stores in New 
Jersey, however, allows us to compare the 
experiences of high-wage and low-wage
stores within New Jersey and to test the 
validity of the Pennsylvania control group. 
Moreover, since seasonal patterns of em-
ployment are similar in New Jersey and 
eastern Pennsylvania, as well as across 
high- and low-wage stores within New Jer- 
sey, our comparative methodology effec- 
tively "differences out" any. seasonal em-
ployment effects. 

Third, we successfully followed nearly 100 
percent of stores from a first wave of inter- 
views conducted just before the rise in the 
minimum wage (in February and March 
1992) to a second wave conducted 7-8 
months after (in November and December 
1992). We have complete information on 
store closings and take account of employ- 
ment changes at the closed stores in our 
analyses. We therefore measure the overall 
effect of the minimum wage on average 
employment, and not simply its effect on 
surviving establishments. 

-Our analysis of employment trends at 
stores that were open for business before 
the increase in the minimum wage ignores 
any potential effect of minimum wages on 
the rate of new store openings. To assess 
the likely magnitude of this effect we relate 
state-specific growth rates in the number of 
McDonald's fast-food outlets between 1986 

and 1991 to measures of the relative mini- 
mum wage in each state. 

I. The New Jersey Law 

A bill signed into law in November 1989 
raised the federal minimum wage from $3.35 
per hour to $3.80 effective April 1, 1990, 
with a further increase to $4.25 per hour on 
April 1, 1991. In early 1990 the New Jersey 
legislature went one step further, enacting 
parallel increases in the state minimum wage 
for 1990 and 1991 and an increase to $5.05 
per hour effective April 1, 1992. The sched- 
uled 1992 increase gave New Jersey the 
highest state minimum wage in the country 
and was strongly opposed by business lead- 
ers in the state (see Bureau of National 
Affairs, Daily Labor Report, 5 May 1990). 

In the two years between passage of the 
$5.05 minimum wage and its effective date, 
New Jersey's economy slipped into reces- 
sion. Concerned with the potentially ad-
verse impact of a higher minimum wage, the 
state legislature voted in March 1992 to 
phase in the 80-cent increase over two years. 
The vote fell just short of the margin re- 
quired to override a gubernatorial veto, and 
the Governor allowed the $5.05 rate to go 
into effect on April 1 before vetoing the 
two-step legislation. Faced with the prospect 
of having to roll back wages for minimum- 
wage earners, the legislature dropped the 
issue. Despite a strong last-minute chal-
lenge, the $5.05 minimum rate took effect 
as originally planned. 

11. Sample Design and Evaluation 

Early in 1992 we decided to evaluate the 
impending increase in the New Jersey mini- 
mum wage by surveying fast-food restau- 
rants in New Jersey and eastern Pennsylva- 
niae2 Our choice of the fast-food industry 
was driven by several factors. First, fast-food 
stores are a leading employer of low-wage 
workers: in 1987, franchised restaurants em- 

2At the time we were uncertain whether the $5.05 
rate would go into effect or be overridden. 



THE AMERICAN ECONOMIC REVIEW 

Waue I ,  February 15-March 4, 1992: 

Number of stores in sample frame:a 

Number of refusals: 

Number interviewed: 

Response rate (percentage): 


Wace 2, Nocember 5 -  December 31, 1992: 

Number of stores in sample frame: 

Number closed: 

Number under rennovation: 

Number temporarily closed:' 

Number of refusals: 

Number in tervie~ed:~ 


A1 l 

473 
63 

410 
86.7 

410 
6 
2 
2 
1 

399 

SEPTEMBER 1994 

Stores in: 

NJ PA 

364 109 
33 30 

33 1 79 
90.9 72.5 

331 79 
5 1 
2 0 
2 0 
1 0 

321 78 

aStores with working phone numbers only; 29 stores in original sample frame had 
disconnected phone numbers. 

'~ncludes one store closed because of highway construction and one store closed 
because of a fire. 

'Includes 371 phone interviews and 28 personal interviews of stores that refused an 
initial request for a phone interview. 

ployed 25 percent of all workers in the 
restaurant industry (see U.S. Department of 
Commerce, 1990 table 13). Second, fast-food 
restaurants comply with minimum-wage reg- 
ulations and would be expected to raise 
wages in response to a rise in the minimum 
wage. Third, the job requirements and 
products of fast-food restaurants are rela- 
tively homogeneous, making it easier to ob- 
tain reliable measures of employment, 
wages, and product prices. The absence of 
tips greatly simplifies the measurement of 
wages in the industry. Fourth, it is relatively 
easy to construct a sample frame of fran- 
chised restaurants. Finally, past experience 
(Katz and Krueger, 1992) suggested that 
fast-food restaurants have high response 
rates to telephone survey^.^ 

Based on these considerations we con-
structed a sample frame of fast-food restau- 

3 ~ na pilot survey Katz and Krueger (1992) obtained 
very low response rates from McDonald's restaurants. 
For this reason, McDonald's restaurants were excluded 
from Katz and Krueger's and our sample frames. 

rants in New Jersey and eastern Pennsylva- 
nia from the Burger King, KFC, Wendy's, 
and Roy Rogers chain^.^ The first wave of 
the survey was conducted by telephone in 
late February and early March 1992, a little 
over a month before the scheduled increase 
in New Jersey's minimum wage. The survey 
included questions on employment, starting 
wages, prices, and other store characteris- 
t i c ~ . ~  

Table 1shows that 473 stores in our sam- 
ple frame had working telephone numbers 
when we tried to reach them in February- 
March 1992. Restaurants were called as 
many as nine times to elicit a response. We 
obtained completed interviews (with some 
item nonresponse) from 410 of the restau- 
rants, for an overall response rate of 87 
percent. The response rate was higher in 
New Jersey (91 percent) than in Pennsylva- 

4 ~ h esample was derived from white-pages tele-
phone listings for New Jersey and Pennsylvania as of 
February 1992. 

'copies of the questionnaires used in both waves of 
the survey are available from the authors upon request. 
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nia (72.5 percent) because our interviewer 
made fewer call-backs to nonrespondents in 
Penn~ylvania.~In the analysis below we in- 
vestigate possible biases associated with the 
degree of difficulty in obtaining the first- 
wave interview. 

The second wave of the survey was con- 
ducted in November and December 1992, 
about eight months after the minimum-wage 
increase. Only the 410 stores that re-
sponded in the first wave were contacted in 
the second round of interviews. We success- 
fully interviewed 371 (90 percent) of these 
stores by phone in November 1992. Because 
of a concern that nonresponding restaurants 
might have closed, we hired an interviewer 
to drive to each of the 39 nonrespondents 
and determine whether the store was still 
open, and to conduct a personal interview if 
possible. The interviewer discovered that six 
restaurants were permanently closed, two 
were temporarily closed (one because of a 
fire, one because of road construction), and 
two were under renovation.' Of the 29 stores 
open for business, all but one granted a 
request for a personal interview. As a re- 
sult, we have second-wave interview data 
for 99.8 percent of the restaurants that re- 
sponded in the first wave of the survey, and 
information on closure status for 100 per- 
cent of the sample. 

Table 2 presents the means for several 
key variables in our data set, averaged over 
the subset of nonmissing responses for each 
variable. In constructing the means, employ- 
ment in wave 2 is set to 0 for the perma- 

6~esponserates per call-back were almost identical 
in the two states. Among New Jersey stores, 44.5 
percent responded on the first call, and 72.0 percent 
responded after at most two call-backs. Among Penn- 
sylvania stores 42.2 percent responded on the first call, 
and 71.6 percent responded after at most two call- 
backs. 

7 ~ sof April 1993 the store closed because of road 
construction and one of the stores closed for renova- 
tion had reopened. The store closed by fire was open 
when our telephone interviewer called in November 
1992 but refused the interview. By the time of the 
follow-up personal interview a mall fire had closed the 
store. 

nently closed stores but is treated as missing 
for the temporarily closed stores. (Full-
time-equivalent [FTE] employment was cal- 
culated as the number of full-time workers 
[including managers] plus 0.5 times the 
number of part-time workers.)' Means are 
presented separately for stores in New Jer- 
sey and Pennsylvania, along with t statistics 
for the null hypothesis that the means are 
equal in the two states. 

Rows la-e show the distribution of stores 
by chain and ownership status (company- 
owned versus franchisee-owned). The 
Burger King, Roy Rogers, and Wendy's 
stores in our sample have similar average 
food prices, store hours, and employment 
levels. The KFC stores are smaller and are 
open for fewer hours. They also offer a 
more expensive main course than stores in 
the other chains (chicken vs, hamburgers). 

In wave 1, average employment was 23.3 
full-time equivalent workers per store in 
Pennsylvania, compared with an average of 
20.4 in New Jersey. Starting wages were 
very similar among stores in the two states, 
although the average price of a "full meal" 
(medium soda, small fries, and an entree) 
was significantly higher in New Jersey. There 
were no significant cross-state differences in 
average hours of operation, the fraction of 
full-time workers, or the prevalence of bonus 
programs to recruit new worker^.^ 

The average starting wage at fast-food 
restaurants in New Jersey increased by 10 
percent following the rise in the minimum 
wage. Further insight into this change is 
provided in Figure 1, which shows the dis- 
tributions of starting wages in the two states 
before and after the rise. In wave 1, the 
distributions in New Jersey and Pennsylva- 
nia were very similar. By wave 2 virtually all 

'we discuss the sensitivity of our results to alterna- 
tive assumptions on the measurement of employment 
in Section 111-C. 

' ~ h e s e  programs offer current employees a cash 
"bounty" for recruiting any new employee who stays 
on the job for a minimum period of time. Typical 
bounties are $50-$75. Recruiting programs that award 
the recruiter with an "employee of the month" desig- 
nation or other noncash bonuses are excluded from our 
tabulations. 
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Variable 

1. Distribution of Store Types (percentages): 

a. Burger King 
b. KFC 
c. Roy Rogers 
d. Wendy's 
e. Company-owned 

2. Means in Wave I: 

a. FTE employment 

b. Percentage full-time employees 

c. Starting wage 

d. Wage = $4.25 (percentage) 

e. Price of full meal 

f. Hours open (weekday) 

g. Recruiting bonus 

3. Means in Ware 2: 

a. FTE employment 

b. Percentage full-time employees 

c. Starting wage 

d. Wage = $4.25 (percentage) 

e. Wage = $5.05 (percentage) 

f. Price of full meal 

g. Hours open (weekday) 

h. Recruiting bonus 

Stores in: 


NJ PA t a  


20.4 
(0.51) 
32.8 
(1.3) 
4.61 

(0.02) 
30.5 
(2.5) 

21.0 21.2 -0.2 
(0.52) (0.94) 
35.9 30.4 1.8 
(1.4) (2.8) 
5.08 4.62 10.8 

(0.01) (0.04) 
0.0 25.3 -

(4.9) 
85.2 1.3 36.1 
(2.0) (1.3) 
3.41 3.03 5.0 

(0.04) (0.07) 
14.4 14.7 -0.8 
(0.2) (0.3) 
20.3 23.4 -0.6 
(2.3) (4.9) 

Notes: See text for definitions. Standard errors are given in parentheses. 
aTest of equality of means in New Jersey and Pennsylvania. 

restaurants in New Jersey that had been 
paying less than $5.05 per hour reported a 
starting wage equal to the new rate. Inter- 
estingly, the minimum-wage increase had no 
apparent "spillover" on higher-wage restau- 
rants in the state: the mean percentage wage 
change for these stores was -3.1 percent. 

Despite the increase in wages, full-time- 
equivalent employment increased in New 
Jersey relative to Pennsylvania. Whereas 
New Jersey stores were initially smaller, 
employment gains in New Jersey coupled 
with losses in Pennsylvania led to a small 
and statistically insignificant interstate 
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February 1992  

Wage Range 
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Wage Range 

New Jersey Pennsylvania 

FIGURE1. DISTRIBUTION WAGE RATES OF STARTING 
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difference in wave 2. Only two other vari- 
ables show a relative change between waves 
1 and 2: the fraction of full-time employees 
and the price of a meal. Both variables 
increased in New Jersey relative to Pennsyl- 
vania. 

We can assess the reliability of our survey 
questionnaire by comparing the responses 
of 11 stores that were inadvertently inter- 
viewed twice in the first wave of the survey.10 
Assuming that measurement errors in the 
two interviews are independent of each 
other and independent of the true variable, 
the correlation between responses gives an 
estimate of the "reliability ratio" (the ratio 
of the variance of the signal to the com- 
bined variance of the signal and noise). The 
estimated reliability ratios are fairly high, 
ranging from 0.70 for full-time equivalent 
employment to 0.98 for the price of a meal." 

We have also checked whether stores with 
missing data for any key variables are dif- 
ferent from restaurants with complete re-
sponses. We find that stores with missing 
data on employment, wages, or prices are 
similar in other respects to stores with com- 
plete data. There is a significant size differ- 
ential associated with the likelihood of the 
store closing after wave 1. The six stores 
that closed were smaller than other stores 
(with an average employment of only 12.4 
full-time-equivalent employees in wave 1).12 

111. Employment Effects of the 
Minimum-Wage Increase 

A. Differences in Differences 

Table 3 summarizes the levels and 
changes in average employment per store in 

10These restaurants were interviewed twice because 
their phone numbers appeared in more than one phone 
book, and neither the interviewer nor the respondent 
noticed that they were previously interviewed. 

11Similar reliability ratios for very similar questions 
were obtained by Katz and Krueger (1992). 

''A probit analysis of the probability of closure 
shows that the initial size of the store is a significant 
predictor of closure. The level of starting wages has a 
numerically small and statistically insignificant coeffi- 
cient in the probit model. 

our survey. We present data by state in 
columns (i) and (ii), and for stores in New 
Jersey classified by whether the starting 
wage in wave 1 was exactly $4.25 per hour 
[column (iv)] between $4.26 and $4.99 per 
hour [column (v)] or $5.00 or more per hour 
[column (vi)]. We also show the differences 
in average employment between New Jersey 
and Pennsylvania stores [column (iii)] and 
between stores in the various wage ranges 
in New Jersey [columns (viil-(viii)]. 

Row 3 of the table presents the changes 
in average employment between waves 1 
and 2. These entries are simply the differ- 
ences between the averages for the two 
waves (i.e., row 2 minus row 1). An alterna- 
tive estimate of the change is presented in 
row 4: here we have computed the change 
in employment over the subsample of stores 
that reported valid employment data in both 
waves. We refer to this group of stores as 
the balanced subsample. Finally, row 5 pre- 
sents the average change in employment in 
the balanced subsample, treating wave-2 
employment at the four temporarily closed 
stores as zero, rather than as missing. 

As noted in Table 2, New Jersey stores 
were initially smaller than their Pennsylva- 
nia counterparts but grew relative to Penn- 
sylvania stores after the rise in the mini- 
mum wage. The relative gain (the "dif-
ference in differences" of the changes in 
employment) is 2.76 FTE employees (or 13 
percent), with a t statistic of 2.03. Inspec- 
tion of the averages in rows 4 and 5 shows 
that the relative change between New Jer- 
sey and Pennsylvania stores is virtually iden- 
tical when the analysis is restricted to the 
balanced subsample, and it is only slightly 
smaller when wave-2 employment at the 
temporarily closed stores is treated as zero. 

Within New Jersey, employment ex-
panded at the low-wage stores (those paying 
$4.25 per hour in wave 1) and contracted at 
the high-wage stores (those paying $5.00 or 
more per hour). Indeed, the average change 
in employment at the high-wage stores 
( - 2.16 FTE employees) is almost identical 
to the change among Pennsylvania stores 
( -2.28 FTE employees). Since high-wage 
stores in New Jersey should have been 
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largely unaffected by the new minimum 
wage, this comparison provides a specifica- 
tion test of the validity of the Pennsylvania 
control group. The test is clearly passed. 
Regardless of whether the affected stores 
are compared to stores in Pennsylvania or 
high-wage stores in New Jersey, the esti- 
mated employment effect of the minimum 
wage is similar. 

The results in Table 3 suggest that em- 
ployment contracted between February and 
November of 1992 at fast-food stores that 
were unaffected by the rise in the minimum 
wage (stores in Pennsylvania and stores in 
New Jersey paying $5.00 per hour or more 
in wave 1). We suspect that the reason for 
this contraction was the continued worsen- 
ing of the economies of the middle-Atlantic 
states during 1992.13 Unemployment rates 
in New Jersey, Pennsylvania, and New York 
all trended upward between 1991 and 1993, 
with a larger increase in New Jersey than 
Pennsylvania during 1992. Since sales of 
franchised fast-food restaurants are pro-
cyclical, the rise in unemployment would be 
expected to lower fast-food employment in 
the absence of other factors.14 

B. Regression-Adjusted Models 

The comparisons in Table 3 make no 
allowance for other sources of variation in 
employment growth, such as differences 
across chains. These are incorporated in the 
estimates in Table 4. The entries in this 
table are regression coefficients from mod- 

13An alternative possibility is that seasonal factors 
produce higher employment at fast-food restaurants in 
February and March than in November and December. 
An analysis of national employment data for food 
preparation and service workers, however, shows higher 
average employment in the fourth quarter than in the 
first quarter. 

14To investigate the cyclicality of fast-food restau- 
rant sales we regressed the year-to-year change in U.S. 
sales of the McDonald's restaurant chain from 
1976-1991 on the corresponding change in the unem- 
ployment rate. The regression results show that a 
1-percentage-point increase in the unemployment rate 
reduces sales by $257 million, with a t statistic of 3.0. 

els of the form: 

( l a )  A E , = a + b X i + c N J i + ~ ,  

( l b )  AE, = a' +blXi + clGAPi+ E{ 

where AE, is the change in employment 
from wave 1to wave 2 at store i, Xi is a set 
of characteristics of store i, and NJ, is a 
dummy variable that equals 1 for stores in 
New Jersey. GAP, is an alternative measure 
of the impact of the minimum wage at store 
i based on the initial wage at that store 
(W,,): 

GAP, = 0 for stores in Pennsylvania 

= 0 for stores in New Jersey with 

for other stores in New Jersey. 

GAP, is the proportional increase in wages 
at store i necessary to meet the new mini- 
mum rate. Variation in GAP, reflects both 
the New Jersey-Pennsylvania contrast and 
differences within New Jersey based on re- 
ported starting wages in wave 1. Indeed, the 
value of GAP, is a strong predictor of the 
actual proportional wage change between 
waves 1 and 2 (R* = 0.75), and conditional 
on GAP, there is no difference in wage 
behavior between stores in New Jersey and 
Pennsylvania. l5 

The estimate in column (i) of Table 4 
is directly comparable to the simple 
difference-in-differences of employment 
changes in column (iv), row 4 of Table 3. 
T h e  discrepancy between the two 
estimates is due to the restricted sample in 
Table 4. In Table 4 and the remaining ta- 
bles in this section we restrict our analysis 
to the set of stores with available employ- 
ment and wage data in both waves of the 

1 5 ~regression of the proportional wage change be- 
tween waves 1 and 2 on GAP, has a coefficient of 1.03. 
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TABLE 3-AVERAGE EMPLOYMENT 	 THE RISE PER STORE BEFORE AND I ~ E R  


IN NEW JERSEY MINIMUM WAGE 


Stores by state Stores in New Jersey a Differences within N J ~  

Variable 
PA 
(i) 

NJ 
(ii) 

Difference, 
NJ-PA 

(iii) 

Wage = 

$4.25 
(iv) 

Wage = 

$4.26-$4.99 
(v) 

Wage r 
$5.00 
(vi) 

Low-
high 
(vii) 

Midrange-
high 
(viii) 

1. FTE employment before, 
all available observations 

2. FTE employment after, 
all available observations 

3. Change in mean FTE 
employment 

4. Change in mean FTE 
employment, balanced 
sample of storesC 

5. Change in mean FTE 
employment, setting 
FTE at temporarily 
closed stores to O d  

Notes: Standard errors are shown in parentheses. The sample consists of all stores with available data on employment. FTE 
(full-time-equivalent) employment counts each part-time worker as half a full-time worker. Employment at six closed stores 
is set to zero. Employment at four temporarily closed stores is treated as missing. 

astares in New Jersey were classified by whether starting wage in wave 1 equals $4.25 per hour ( N  = 101), is between 
$4.26 and $4.99 per hour ( N  = 140), or is $5.00 per hour or higher ( N  = 73). 

b~ i f fe rencein employment between low-wage ($4.25 per hour) and high-wage ( 2$5.00 per hour) stores; and difference 
in employment between midrange ($4.26-$4.99 per hour) and high-wage stores. 

'Subset of stores with available employment data in wave 1 and wave 2. 
this row only, wave-2 employment at four temporarily closed stores is set to 0. Employment changes are based on the 

subset of stores with available employment data in wave 1 and wave 2. 

TABLE 4-REDUCED-FORM MODELS FOR CHANGE IN EMPLOYMENT 

Model 

Independent variable (i) (ii) (iii) (iv) (v) 

1. New Jersey dummy 2.33 2.30 - - -
(1.19) (1.20) 

2. Initial wage gapa - - 15.65 14.92 11.91 
(6.08) (6.21) (7.39) 

3. Controls for chain and 	 no  yes no  yes yes 
ownershipb 

4. Controls for regionC 
5. Standard error of regression 
6. Probability value for controlsd 

Notes: Standard errors a re  given in parentheses. T h e  sample consists of 357 stores 
with available data  on  employment and starting wages in waves 1 and 2. The  
dependent variable in all models is change in F T E  employment. T h e  mean and 
standard deviation of the dependent variable are  -0.237 and 8.825, respectively. All 
models include a n  unrestricted constant (not reported). 

aProportional increase in starting wage necessary to raise starting wage to  new 
minimum rate. For stores in Pennsylvania the wage gap is 0. 

b ~ h r e edummy variables for chain type and whether or  not the store is company- 
owned are included. 

'Dummy variables for two regions of New Jersey and two regions of eastern 
Pennsylvania are  included. 

d~robab i l i tyvalue of joint F test for exclusion of all control variables. 
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survey. This restriction results in a slightly 
smaller estimate of the relative increase in 
employment in New Jersey. 

The model in column (ii) introduces a 
set of four control variables: dummies for 
three of the chains and another dummy for 
company-owned stores. As shown by the 
probability values in row 6, these covariates 
add little to the model and have no effect 
on the size of the estimated New Jersey 
dummy. 

The specifications in columns (iiil-(v) use 
the GAP variable to measure the effect of 
the minimum wage. This variable gives a 
slightly better fit than the simple New Jer- 
sey dummy, although its implications for the 
New Jersey-Pennsylvania comparison are 
similar. The mean value of GAPi among 
New Jersey stores is 0.11. Thus the estimate 
in column (iii) implies a 1.72 increase in 
FTE employment in New Jersey relative to 
Pennsylvania. 

Since GAP, varies within New Jersey, it is 
possible to add both GAP, and NJ, to the 
employment model. The estimated coeffi- 
cient of the New Jersey dummy then pro- 
vides a test of the Pennsylvania control 
group. When we estimate these models, the 
coefficient of the New Jersey dummy is in- 
significant (with t ratios of 0.3-0.7), imply- 
ing that inferences about the effect of the 
minimum wage are similar whether the 
comparison is made across states or across 
stores in New Jersey with higher and lower 
initial wages. 

An even stronger test is provided in col- 
umn (v), where we have added dummies 
representing three regions of New Jersey 
(North, Central, and South) and two regions 
of eastern Pennsylvania (Allentown-Easton 
and the northern suburbs of Philadelphia). 
These dummies control for any region-
s~ecific demand shocks and identifv the ef- 
feet of the minimum wage by 
employment changes at higher- and lower- 
wage within the same region of New 
Jersey. The probability value in row 6 shows 
no evidence of regional components in em- 
ployment growth. The addition of the re-
gion dummies attenuates the GAP coeffi-
cient and raises its standard error, however, 
making it no longer possible to reject the 

null hypothesis of a zero employment effect 
of the minimum wage. One explanation for 
this attenuation is the presence of measure- 
ment error in the starting wage. Even if 
employment growth has no regional compo- 
nent, the addition of region dummies will 
lead to some attenuation of the estimated 
GAP coefficient if some of the true varia- 
tion in GAP is explained by region. Indeed, 
calculations based on the estimated reliabil- 
ity of the GAP variable (from the set of 11 
double interviews) suggest that the fall in 
the estimated GAP coefficient from column 
(iv) to column (v) is just equal to the ex-
pected change attributable to measurement 
error.16 

We have also estimated the models in 
Table 4 using as a dependent variable the 
proportional change in employment at each 
store.17 The estimated coefficients of the 
New Jersey dummy and the GAP variable 
are uniformly positive in these models but 
insignificantly different from 0 at conven-
tional levels. The implied employment ef- 
fects of the minimum wage are also smaller 
when the dependent variable is expressed in 
proportional terms. For example, the GAP 
coefficient in column (iii) of Table 4 implies 
that the increase in minimum wages raised 
employment at New Jersey stores that were 
initially paying $4.25 per hour by 14 per- 
cent. The estimated GAP coefficient from a 
corresponding proportional model implies 
an effect of only 7 percent. The difference is 
attributable to heterogeneity in the effect of 
the minimum wage at larger and smaller 
stores. Weighted versions of the propor-
tional-change models (using initial employ- 
ment as a weight) give rise to wage elastici- 

16In a regression model without other controls the 
expected attenuation of the GAP coefficient due to 
measurement error is the reliability ratio of GAP (yo), 
which we estimate at 0.70. The expected attenuation 
factor when region dummies are added to the model is 
y l  = (Yo- ~ 2 ) / ( 1 -  ~ 2 ) ,  where ~2 is the R-square 
statistic of a regression of GAP on region effects (equal 
to 0.30). Thus, we expect the estimated GAP coeffi- 
cient to fall by a factor of Y I  / Y O  = 0.8 when region 
dummies are added to a regression model. 

" ~ h e s e  specifications are reported in table 4 of 
Card and Krueger (1993). 
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ties similar to the elasticities implied by the 
estimates in Table 4 (see below). 

C. Specification Tests 

The results in Tables 3 and 4 seem to 
contradict the standard prediction that a 
rise in the minimum wage will reduce em- 
ployment. Table 5 presents some alternative 
specifications that probe the robustness of 
this conclusion. For completeness, we re-
port estimates of models for the change in 
employment [columns (i) and (ii)] and esti- 
mates of models for the proportional change 
in employment [columns (iii) and (iv)].18 The 
first row of the table reproduces the "base 
specification" from columns (ii) and (iv) of 
Table 4. (Note that these models include 
chain dummies and a dummy for company- 
owned stores). Row 2 presents an alterna- 
tive set of estimates when we set wave-2 
employment at the temporarily closed stores 
to 0 (expanding our sample size by 4). This 
change has a small attenuating effect on the 
coefficient of the New Jersey dummy (since 
all four stores are in New Jersey) but less 
effect on the GAP coefficient (since the size 
of GAP is uncorrelated with the probability 
of a temporary closure within New Jersey). 

Rows 3-5 present estimation results us- 
ing alternative measures of full-time-equiv- 
alent employment. In row 3, employment is 
redefined to exclude management employ- 
ees. This change has no effect relative to 
the base specification. In rows 4 and 5, we 
include managers in FTE employment but 
reweight part-time workers as either 40 per- 
cent or 60 percent of full-time workers (in- 
stead of 50 percent).19 These changes have 

18The proportional change in employment is de- 
fined as the change in employment divided by the 
average level of employment in waves 1 and 2. This 
results in very similar coefficients but smaller standard 
errors than the alternative of dividing by wave-1 em- 
ployment. For closed stores we set the proportional 
change in employment to - 1. 

19Analysis of the 1991 Current Population Survey 
reveals that part-time workers in the restaurant indus- 
try work about 46 percent as many hours as full-time 
workers. Katz and Krueger (1992) report that the ratio 
of part-time workers' hours to full-time workers' hours 
in the fast-food industry is 0.57. 

little effect on the models for the level of 
employment but yield slightly smaller point 
estimates in the proportional-employment- 
change models. 

In row 6 we present estimates obtained 
from a subsample that excludes 35 stores in 
towns along the New Jersey shore. The ex- 
clusion of these stores, which may have a 
different seasonal pattern than other stores 
in our sample, leads to slightly larger mini- 
mum-wage effects. A similar finding emerges 
in row 7 when we add a set of dummy 
variables that indicate the week of the 
wave-2 inter vie^.^' 

As noted earlier, we made an extra effort 
to obtain responses from New Jersey stores 
in the first wave of our survey. The fraction 
of stores called three or more times to ob- 
tain an interview was higher in New Jersey 
than in Pennsylvania. To check the sensitiv- 
ity of our results to this sampling feature, 
we reestimated our models on a subsample 
that excludes any stores that were called 
back more than twice. The results, in row 8, 
are very similar to the base specification. 

Row 9 presents weighted estimation re- 
sults for the proportional-employment-
change models, using as weights the initial 
levels of employment in each store. Since 
the proportional change in average employ- 
ment is an employment-weighted average of 
the proportional changes at each store, a 
weighted version of the proportional-change 
model should give rise to elasticities that 
are similar to the implied elasticities arising 
from the levels models. Consistent with this 
expectation, the weighted estimates are 
larger than the unweighted estimates, and 
significantly different from 0 at conventional 
levels. The weighted estimate of the New 
Jersey dummy (0.13) implies a 13-percent 
relative increase in New Jersey employment 
-the same proportional employment effect 
implied by the simple difference-in-dif-
ferences in Table 3. Similarly, the weighted 
estimate of the GAP coefficient in the 
proportional-change model (0.81) is close to 

20We also added dummies for the interview dates 
for the wave-1 survey, but these were insignificant and 
did not change the estimated minimum-wage effects. 
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Proportional change 
Change in employment in employment 

NJ dummy Gap measure NJ dummy Gap measure 
Specification (i) (ii) (iii) (iv) 

1. Base specification 	 2.30 14.92 
(1.19) (6.21) 

2. Treat four temporarily closed stores 

as permanently closeda 


3. Exclude managers in employment 

countb 


4. Weight part-time as 0.4 x full-timec 

5. Weight part-time as 0.6 X full-timed 

6. Exclude stores in NJ shore areae 

7. Add controls for wave-2 interview 

dateE 


8. 	Exclude stores called more than twice 

in wave lg 


9. Weight by initial employmenth 

10. Stores in towns around Newark' - 33.75 
(16.75) 

11. Stores in towns around CamdenJ - 10.91 
(14.09) 

12. Pennsylvania stores only 	 - -0.30 
(22.00) 

Notes: Standard errors are given in parentheses. Entries represent estimated coefficient of New Jersey dummy 
[columns (i) and (iii)] or initial wage gap [columns (ii) and (iv)] in regression models for the change in employment 
or the percentage change in employment. All models also include chain dummies and an indicator for company- 
owned stores. 

aWave-2 employment at four temporarily closed stores is set to 0 (rather than missing). 

b~ull-t imeequivalent employment excludes managers and assistant managers. 

CFull-time equivalent employment equals number of managers, assistant managers, and full-time nonmanage- 


ment workers, plus 0.4 times the number of part-time nonmanagement workers. 
d~ull-t ime equivalent employment equals number of managers, assistant managers, and full-time nonmanage- 

ment workers, plus 0.6 times the number of part-time nonmanagement workers. 
eSample excludes 35 stores located in towns along the New Jersey shore. 
' ~ o d e l s  include three dummy variables identifying week of wave-2 interview in November-December 1992. 
gSample excludes 70 stores (69 in New Jersey) that were contacted three or more times before obtaining the 

wave-1 interview. 
h~egressionmodel is estimated by weighted least squares, using employment in wave 1 as a weight. 

. 	Subsample of 51 stores in towns around Newark. 
Subsample of 54 stores in town around Camden. 
Subsample of Pennsylvania stores only. Wage gap is defined as percentage increase in starting wage necessary 

to raise starting wage to $5.05. 

i 
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the implied elasticity of employment with 
respect to wages from the basic levels speci- 
fication in row 1, column (iiI2l These find- 
ings suggest that the proportional effect of 
the rise in the minimum wage was concen- 
trated among larger stores. 

One explanation for our finding that a 
rise in the minimum wage has a positive 
employment effect is that unobserved de- 
mand shocks within New Jersey outweighed 
the negative employment effect of the mini- 
mum wage. To address this possibility, rows 
10 and 11 present estimation results based 
on subsamples of stores in two narrowly 
defined areas: towns around Newark (row 
10) and towns around Camden (row 11). In 
each case the sample area is identified by 
the first three digits of the store's zip code.22 
Within both areas the change in employ- 
ment is positively correlated with the GAP 
variable, although in neither case is the 
effect statistically significant. To the extent 
that fast-food product market conditions are 
constant within local areas, these results 
suggest that our findings are not driven by 
unobserved demand shocks. Our analysis of 
price changes (reported below) also sup- 
ports this conclusion. 

A final specification check is presented in 
row 12 of Table 5. In this row we exclude 
stores in New Jersey and (incorrectly) de- 
fine the GAP variable for Pennsylvania 
stores as the proportional increase in wages 
necessary to raise the wage to $5.05 per 
hour. In principle the size of the wage gap 
for stores in Pennsylvania should have no 
systematic relation with employment growth. 
In practice, this is the case. There is no 
indication that the wage gap is spuriously 
related to employment growth. 

21~ssuming average employment of 20.4 in New 
Jersey, the 14.92 GAP coefficient in row 1, column (ii) 
im lies an employment elasticity of 0.73. 

"The "070" three-digit zip-code area (around 
Newark) and the "080" three-digit zip-code area 
(around Camden) have by far the largest numbers of 
stores among three-digit zip-code areas in New Jersey, 
and together they account for 36 percent of New Jersey 
stores in our sample. 

We have also investigated whether the 
first-differenced specification used in our 
employment models is appropriate. A 
first-differenced model implies that the level 
of employment in period t is related to the 
lagged level of employment with a coeffi-
cient of 1. If short-run employment fluctua- 
tions are smoothed, however, the true co- 
efficient of lagged employment may be less 
than 1. Imposing the assumption of a unit 
coefficient may then lead to biases. To test 
the first-differenced specification we reesti- 
mated models for the change in employ- 
ment including wave-1 employment as an 
additional explanatory variable. To over-
come any mechanical correlation between 
base-period employment and the change in 
employment (attributable to measurement 
error) we instrumented wave-1 employment 
with the number of cash registers in the 
store in wave 1 and the number of registers 
in the store that were open at 11:OO A.M. In 
all of the specifications the coefficient of 
wave-1 employment is close to zero. For 
example, in a specification including the 
GAP variable and ownership and chain 
dummies, the coefficient of wave-1 employ- 
ment is 0.04, with a standard error of 0.24. 
We conclude that the first-differenced spec- 
ification is appropriate. 

D. Full-Time and Part-Time Substitution 

Our analysis so far has concentrated on 
full-time-equivalent employment and ig-
nored possible changes in the distribution 
of full- and part-time workers. An increase 
in the minimum wage could lead to an in- 
crease in full-time employment relative to 
part-time employment for at least two rea- 
sons. First, in a conventional model one 
would expect a minimum-wage increase to 
induce employers to substitute skilled work- 
ers and capital for minimum-wage workers. 
Full-time workers in fast-food restaurants 
are typically older and may well possess 
higher skills than part-time workers. Thus, a 
conventional model predicts that stores may 
respond to an increase in the minimum 
wage by increasing the proportion of full- 
time workers. Nevertheless, 81 percent of 
restaurants paid full-time and part-time 
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Outcome measure 

Store Characteristics: 

Mean c

NJ 
(i) 

hange in 

PA 
(ii) 

outcome 

NJ -PA 
(iii) 

Regression of change in 
outcome variable on: 

NJ dummy Wage gapa Wage gapb 
(iv) (v) (vi) 

1. Fraction full-time workersc (percentage) 

2. Number of hours open per weekday 

3. Number of cash registers 

4. Number of cash registers open 
at 11:OO A.M. 

Employee Meal Programs: 

5. Low-price meal program (percentage) 

6. Free meal program (percentage) 

7. Combination of low-price and free 
meals (percentage) 

Wage Profile: 

8. Time to first raise (weeks) 

9. Usual amount of first raise (cents) 

10. Slope of wage profile (percent 
per week) 

Notes: Entries in columns (i) and (ii) represent mean changes in the outcome variable indicated by the row heading 
for stores with available data on the outcome in waves 1 and 2. Entries in columns (iv)-(vi) represent estimated 
regression coefficients of indicated variable (NJ dummy or initial wage gap) in models for the change in the 
outcome variable. Regression models include chain dummies and an indicator for company-owned stores. 

aThe wage gap is the proportional increase in starting wage necessary to raise the wage to the new minimum 
rate. For stores in Pennsylvania, the wage gap is zero. 

b ~ o d e l sin column (vi) include dummies for two regions of New Jersey and two regions of eastern Pennsylvania. 
'Fraction of part-time employees in total full-time-equivalent employment. 

workers exactly the same starting wage in workers are more productive (but equally 
wave 1of our survey.23 This suggests either paid), there may be a second reason for 
that full-time workers have the same skills stores to substitute full-time workers for 
as part-time workers or that equity concerns part-time workers; namely, a minimum-wage 
lead restaurants to pay equal wages for un- increase enables the industry to attract more 
equally productive workers. If full-time full-time workers, and stores would natu-

rally want to hire a greater proportion of 
full-time workers if they are more produc- 
tive. 

231n the other 19 percent of stores, full-time workers Row 1 of Table 6 presents the mean 
are paid more, typically 10 percent more. changes in the proportion of full-time work- 
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ers in New Jersey and Pennsylvania be-
tween waves 1 and 2 of our survey, and 
coefficient estimates from regressions of the 
change in the proportion of full-time work- 
ers on the wage-gap variable, chain dum- 
mies, a company-ownership dummy, and re- 
gion dummies [in column (41 .  The results 
are ambiguous. The fraction of full-time 
workers increased in New Jersey relative to 
Pennsylvania by 7.3 percent (t ratio = 1.841, 
but regressions on the wage-gap variable 
show no significant shift in the fraction of 
full-time workers.24 

E. Other Employment-Related Measures 

Rows 2-4 of Table 6 present results for 
other outcome variables that we expect to 
be related to the level of restaurant employ- 
ment. In particular, we examine whether 
the rise in the minimum wage is associated 
with a change in the number of hours a 
restaurant is open on a weekday, the num- 
ber of cash registers in the restaurant, and 
the number of cash registers typically in 
operation in the restaurant at 11:OO A.M. 

Consistent with our employment results, 
none of these variables shows a statistically 
significant decline in New Jersey relative to 
Pennsylvania. Similarly, regressions includ- 
ing the gap variable provide no evidence 
that the minimum-wage increase led to a 
systematic change in any of these variables 
[see columns (v) and (vi)]. 

IV. Nonwage Offsets 

One explanation of our finding that a rise 
in the minimum wage does not lower em- 
ployment is that restaurants can offset the 
effect of the minimum wage by reducing 
nonwage compensation. For example, if 
workers value fringe benefits and wages 
equally, employers can simply reduce the 
level of fringe benefits by the amount of the 
minimum-wage increase, leaving their em-

2 4 ~ i t h i nNew Jersey, the fraction of full-time em- 
ployees increased about as quickly at stores with higher 
and lower wages in wave 1. 

ployment costs unchanged. The main fringe 
benefits for fast-food employees are free 
and reduced-price meals. In the first wave 
of our survey about 19 percent of fast-food 
restaurants offered workers free meals. 72 
percent offered reduced-price meals, a i d  9 
percent offered a combination of both free 
and reduced-price meals. Low-price meals 
are an obvious fringe benefit to cut if the 
minimum-wage increase forces restaurants 
to pay higher wages. 

Rows 5 and 6 of Table 6 present esti- 
mates of the effect of the minimum-wage 
increase on the incidence of free meals and 
reduced-price meals. The proportion of res- 
taurants offering reduced-price meals fell 
in both New Jersey and Pennsylvania after 
the minimum wage increased, with a some- 
what greater decline in New Jersey. Con- 
trary to an offset story, however, the reduc- 
tion in reduced-price meal programs was 
accompanied by an increase in the fraction 
of stores offering free meals. Relative to 
stores in Pennsylvania, New Jersey employ- 
ers actually shifted toward more generous 
fringe benefits (i.e., free meals rather than 
reduced-price meals). However, the relative 
shift is not statistically significant. 

We continue to find a statistically in-
significant effect of the minimum-wage in- 
crease on the likelihood of receiving free or 
reduced-price meals in columns (v) and (vi), 
where we report coefficient estimates of the 
GAP variable from regression models for 
the change in the incidence of these pro- 
grams. The results provide no evidence that 
employers offset the minimum-wage in-
crease by reducing free or reduced-price 
meals. 

Another possibility is that employers re- 
sponded to the increase in the minimum 
wage by reducing on-the-job training and 
flattening the tenure-wage profile (see 
Jacob Mincer and Linda Leighton, 1981). 
Indeed, one manager told our interviewer in 
wave 1that her workers were forgoing ordi- 
nary scheduled raises because the minimum 
wage was about to rise, and this would 
provide a raise for all her workers. To de- 
termine whether this phenomenon occurred 
more generally, we analyzed store man-
agers' responses to questions on the amount 
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of time before a normal wage increase and 
the usual amount of such raises. In rows 8 
and 9 we report the average changes be- 
tween waves 1 and 2 for these two variables, 
as well as regression coefficients from mod- 
els that include the wage-gap variable.25 Al-
though the average time to the first pay 
raise increased by 2.5 weeks in New Jersey 
relative to Pennsylvania, the increase is not 
statistically significant. Furthermore, there 
is only a trivial difference in the relative 
change in the amount of the first pay incre- 
ment between New Jersey and Pennsylvania 
stores. 

Finally, we examined a related variable: 
the "slope" of the wage profile, which we 
measure by the ratio of the typical first raise 
to the amount of time until the first raise is 
given. As shown in row 10, the slope of the 
wage profile flattened in both New Jersey 
and Pennsylvania, with no significant rela- 
tive difference between states. The change 
in the slope is also uncorrelated with the 
GAP variable. In summary, we can find no 
indication that New Jersey employers 
changed either their fringe benefits or their 
wage profiles to offset the rise in the mini- 
mum wage.26 

V. Price Effects of the Minimum-Wage 

Increase 


A final issue we examine is the effect of 
the minimum wage on the prices of meals at 
fast-food restaurants. A competitive model 
of the fast-food industry implies that an 
increase in the minimum wage will lead to 
an increase in product prices. If we assume 
constant returns to scale in the industry, the 
increase in price should be proportional to 
the share of minimum-wage labor in total 

2 5 ~ nwave 1, the average time to a first wage in- 
crease was 18.9 weeks, and the average amount of the 
first increase was $0.21 per hour. 

2 6 ~ a t zand Krueger (1992) report that a significant 
fraction of fast-food stores in Texas responded to an 
increase in the minimum wage by raising wages for 
workers who were initially earning more than the new 
minimum rate. Our results on the slope of the tenure 
profile are consistent with their findings. 

factor cost. The average restaurant in New 
Jersey initially paid about half its workers 
less than the new minimum wage. If wages 
rose by roughly 15 percent for these work- 
ers, and if labor's share of total costs is 30 
percent, we would expect prices to rise by 
about 2.2 percent ( = 0.15 X 0.5 X 0.3) due to 
the minimum-wage rise.27 

In each wave of our survey we asked 
managers for the prices of three standard 
items: a medium soda, a small order of 
french fries, and a main course. The main 
course was a basic hamburger at Burger 
King, Roy Rogers, and Wendy's restaurants, 
and two pieces of chicken at KFC stores. 
We define "full meal" price as the after-tax 
price of a medium soda, a small order of 
french fries, and a main course. 

Table 7 presents reduced-form estimates 
of the effect of the minimum-wage increase 
on prices. The dependent variable in these 
models is the change in the logarithm of the 
price of a full meal at each store. The key 
independent variable is either a dummy in- 
dicating whether the store is located in New 
Jersey or the proportional wage increase 
required to meet the minimum wage (the 
GAP variable defined above). 

The estimated New Jersey dummy in col- 
umn (i) shows that after-tax meal prices 
rose 3.2-percent faster in New Jersey than 
in Pennsylvania between February and 
November 1 9 9 2 . ~ ~The effect is slightly 
larger controlling for chain and company- 
ownership [see column ($1. Since the 
New Jersey sales tax rate fell by 1 percent- 
age point between the waves of our survey, 
these estimates suggest that pretax prices 
rose 4-percent faster as a result of the 

" ~ c c o r d i n ~to the McDonald's Corporation 1991 
Annual Report. payroll and benefits are 31.3 percent of 
operating costs at company-owned stores. This calcula- 
tion is only approximate because minimum-wage work- 
ers make up less than half of payroll even though they 
are about half of workers, and because a rise in the 
minimum wage causes some employers to increase the 
pay of other higher-wage workers in order to maintain 
relative pay differentials. 

he effect is attributable to a 2.0-percent increase 
in prices in New Jersey and a 1.0-percent decrease in 
prices in Pennsylvania. 
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TABLE 7-REDUCED-FORM MODELS IN THE PRICEOF A FULL MEAL FOR CHANGE 

Dependent variable: change in the log price 
of a full meal 

Independent variable (i) (ii) (iii) (iv) (v) 

1. New Jersey dummy 0.033 0.037 - - -

(0.014) (0.014) 

2. Initial wage gapa - - 0.077 0.146 0.063 
(0.075) (0.074) (0.089) 

3. Controls for chain andb 	 no yes no yes Yes 
ownership 

4. Controls for regionC no no no no yes 

5. Standard error of regression 0.101 0.097 0.102 0.098 0.097 

Notes: Standard errors are given in parentheses. Entries are estimated regression 
coefficients for models fit to the change in the log price of a full meal (entrCe, medium 
soda, small fries). The sample contains 315 stores with valid data on prices, wages, and 
employment for waves 1 and 2. The mean and standard deviation of the dependent 
variable are 0.0173 and 0.1017, respectively. 

aProportional increase in starting wage necessary to raise the wage to the new 
minimum-wage rate. For stores in Pennsylvania the wage gap is 0. 

bThree dummy variables for chain type and whether or not the store is company- 
owned are included. 

'Dummy variables for two regions of New Jersey and two regions of eastern 
Pennsylvania are included. 

minimum-wage increase in New Jersey- One potential explanation for the latter 
slightly more than the increase needed to finding is that stores in New Jersey compete 
pass through the cost increase caused by the in the same product market. As a result, 
minimum-wage hike. restaurants that are most affected by the 

The pattern of price changes within New minimum wage are unable to increase their 
Jersey is less consistent with a simple product prices faster than their competitors. 
"pass-through" view of minimum-wage cost In contrast, stores in New Jersey and Penn- 
increases. In fact, meal prices rose at sylvania are in separate product markets, 
approximately the same rate at stores in enabling prices to rise in New Jersey rela- 
New Jersey with differing levels of initial tive to Pennsylvania when overall costs rise 
wages. Inspection of the estimated GAP in New Jersey. Note that this explanation 
coefficients in column (v) of Table 7 con- seems to rule out the possibility that store- 
firms that within regions of New Jersey, the specific demand shocks can account for the 
GAP variable is statistically insignificant. anomalous rise in employment at stores in 

In sum, these results provide mixed evi- New Jersey with lower initial wages. 
dence that higher minimum wages result in 
higher fast-food prices. The strongest evi- VI. Store Openings 
dence emerges from a comparison of New 
Jersey and Pennsylvania stores. The magni- An important potential effect of higher 
tude of the price increase is consistent with minimum wages is to discourage the open- 
predictions from a conventional model of a ing of new businesses. Although our sample 
competitive industry. On the other hand, we design allows us to estimate the effect of the 
find no evidence that prices rose faster minimum wage on existing restaurants in 
among stores in New Jersey that were most New Jersey, we cannot address the effect of 
affected by the rise in the minimum wage. the higher minimum wage on potential 
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entrants.29 To assess the likely size of such 
an effect, we used national restaurant direc- 
tories for the McDonald's restaurant chain 
to compare the numbers of operating 
restaurants and the numbers of newly 
opened restaurants in different states over 
the 1986-1991 period. Many states raised 
their minimum wages during this period. In 
addition, the federal minimum wage in-
creased in the early 1990's from $3.35 to 
$4.25, with differing effects in different states 
depending on the level of wages in the 
state. These policies create an opportunity 
to measure the impact of minimum-wage 
laws on store opening rates across states. 

The results of our analysis are presented 
in Table 8. We regressed the growth rate in 
the number of McDonald's stores in each 
state on two alternative measures of the 
minimum wage in the state and a set of 
other control variables (population growth 
and the change in the state unemployment 
rate). The first minimum-wage measure is 
the fraction of workers in the state's retail 
trade industry in 1986 whose wages fell be- 
tween the existing federal minimum wage in 
1986 ($3.35 per hour) and the effective min- 
imum wage in the state in April 1990 (the 
maximum of the federal minimum wage and 
the state minimum wages as of April 1990)." 
The second is the ratio of the state's effec- 
tive minimum wage in 1990 to the average 
hourly wage of retail trade workers in the 
state in 1986. Both of these measures are 
designed to gauge the degree of upward 
wage pressure exerted by state or federal 
minimum-wage changes between 1986 and 
1990. 

The results provide no evidence that 
higher minimum-wage rates (relative to the 
retail-trade wages in a state) exert a nega- 

29Direct inquiries to the chains in our sample re- 
vealed that Wendy's opened two stores in New Jersey 
in 1992 and one store in Pennsylvania. The other 
chains were unwilling to provide information on new 
openings.

30We used the 1986 Current Population Survey 
(merged monthly file) to construct the minimum-wage 
variables. State minimum-wage rates in 1990 were ob- 
tained from the Bureau of National Affairs Labor 
Relations Reporter Wages and Hours Manual (undated). 

tive effect on either the net number of 
restaurants or the rate of new openings. To 
the contrary, all the estimates show positice 
effects of higher minimum wages on the 
number of operating or newly opened stores, 
although many of the point estimates are 
insignificantly different from zero. While this 
evidence is limited, we conclude that the 
effects of minimum wages on fast-food store 
opening rates are probably small. 

VII. Broader Evidence on Employment 

Changes in New Jersey 


Our establishment-level analysis suggests 
that the rise in the minimum wage in New 
Jersey may have increased employment in 
the fast-food industry. Is this just an anomaly 
associated with our particular sample, or a 
phenomenon unique to the fast-food indus- 
try? Data from the monthly Current Popu- 
lation Survey (CPS) allow us to compare 
state-wide employment trends in New Jer- 
sey and the surrounding states, providing a 
check on the interpretation of our findings. 
Using monthly CPS files for 1991 and 1992, 
we computed employment-population rates 
for teenagers and adults (age 25 and older) 
for New Jersey, Pennsylvania, New York, 
and the entire United States. Since the New 
Jersey minimum wage rose on April 1, 1992, 
we computed the employment rates for 
April-December of both 1991 and 1992. 
The relative changes in employment in New 
Jersey and the surrounding states then give 
an indication of the effect of the new law. 

A comparison of changes in adult em-
ployment rates show that the New Jersey 
labor market fared slightly worse over the 
1991-1992 period than either the U.S. labor 
market as a whole or labor markets in 
Pennsylvania or New York (see Card and 
Krueger, 1993 table 9l3'  Among teenagers, 
however, the situation was reversed. In New 
Jersey, teenage employment rates fell by 0.7 
percent from 1991 to 1992. In New York, 

31The employment rate of individuals age 25 and 
older fell by 2.6 percent in New Jersey between 1991 
and 1992, while it rose by 0.3 percent in Pennsylvania, 
and fell by 0.2 percent in the United States as a whole. 
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Dependent variable: 
Dependent variable: proportional (number of newly opened stores)+ 

increase in number of stores (number in 1986) 

Independent variable (i) (ii) (iii) (iv) (v) (vi) (vii) (viii) 

Minimum- Wage Variable: 

1. Fraction of retail workers 	 0.33 - 0.13 - 0.37 - 0.16 -
in affected wage range 1986" (0.20) (0.19) (0.22) (0.21) 

2. (State minimum wage in 1991)+ 	 - 0.38 - 0.47 - 0.47 - 0.56 
(average retail wage in 1986Ib (0.22) (0.22) (0.23) (0.24) 

Other Control Variables: 

3. Proportional growth in 	 - - 0.88 1.03 - - 0.86 1.04 
population, 1986-1991 (0.23) (0.23) (0.25) (0.25) 

4. Change in unemployment 	 - - -1.78 -1.40 - - - 1.85 - 1.40 
rates, 1986-1991 (0.62) (0.61) (0.68) (0.65) 

5. Standard error of regression 0.083 0.083 0.071 0.068 0.088 0.088 0.077 0.073 

Notes: Standard errors are shown in parentheses. The sample contains 51 state-level observations (including the 
District of Columbia) on the number of McDonald's restaurants open in 1986 and 1991. The dependent variable in 
columns (i)-(iv) is the proportional increase in the number of restaurants open. The mean and standard deviation 
are 0.246 and 0.085, respectively. The dependent variable in columns (v)-(viii) is the ratio of the number of new 
stores opened between 1986 and 1991 to the number open in 1986. The mean and standard deviation are 0.293 and 
0.091, respectively. All regressions are weighted by the state population in 1986. 

aFraction of all workers in retail trade in the state in 1986 earning an hourly wage between $3.35 per hour and 
the "effective" state minimum wage in 1990 (i.e., the maximum of the federal minimum wage in 1990 ($3.80) and 
the state minimum wage as of April 1, 1990). 

b ~ a x i m u m  of state and federal minimum wage as of April 1, 1990, divided by the average hourly wage of 
workers in retail trade in the state in 1986. 

Pennsylvania, and the United States as a summarize the predictions of the standard 
whole, teenage employment rates dropped model and some simple alternatives, and we 
faster. Relative to teenagers in Pennsylva- highlight the difficulties posed by our find- 
nia, for example, the teenage employment ings. 
rate in New Jersey rose by 2.0 percentage 
points. While this point estimate is consis- A. Standard Competitive Model 
tent with our findings for the fast-food in- 
dustry, the standard error is too large (3.2 A standard competitive model predicts 
percent) to allow any confident assessment. that establishment-level employment will fall 

if the wage is exogenously raised. For an 
VIII. Interpretation 	 entire industry, total employment is pre- 

dicted to fall, and product price is predicted 
As in the earlier study by Katz and to rise in response to an increase in a bind- 

Krueger (1992), our empirical findings on ing minimum wage. Estimates from the 
the effects of the New Jersey minimum wage time-series literature on minimum-wage ef- 
are inconsistent with the predictions of a fects can be used to get a rough idea of the 
conventional competitive model of the fast- elasticity of low-wage employment to the 
food industry. Our employment results are minimum wage. The surveys by Brown et al. 
consistent with several alternative models, (1982. 1983) conclude that a 10-~ercent in- 
although none of these models can also crease in the coverage-adjusted minimum 
explain the apparent rise in fast-food prices wage will reduce teenage employment rates 
in New Jersey. In this section we briefly by 1-3 percent. Since this effect is for all 
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teenagers, and not just those employed in 
low-wage industries, it is surely a lower 
bound on the magnitude of the effect for 
fast-food workers. The 18-percent increase 
in the New Jersey minimum wage is there- 
fore predicted to reduce employment at 
fast-food stores by 0.4-1.0 employees per 
store. Our empirical results clearly reject 
the upper range of these estimates, al-
though we cannot reject a small negative 
effect in some of our specifications. 

A possible defense of the competitive 
model is that unobserved demand shocks 
affected certain stores in New Jersey-
specifically, those stores that were initially 
paying wages less than $5.00 per hour. How- 
ever, such localized demand shocks should 
also affect product prices. (In fact, in a 
competitive model, product demand shocks 
work through a rise in prices.) Although 
lower-wage stores in New Jersey had rela- 
tive employment gains, they did not have 
relative price increases. Furthermore, our 
analysis of employment changes in two ma- 
jor suburban areas (around Newark and 
Camden) reveals that, even within local 
areas, employment rose faster at the stores 
that had to increase wages the most because 
of the new minimum wage. 

B. Alternative Models 

An alternative to the conventional com- 
petitive model is one in which firms are 
price-takers in the product market but have 
some degree of market power in the labor 
market. If fast-food stores face an upward- 
sloping labor-supply schedule, a rise in the 
minimum wage can potentially increase em- 
ployment at affected firms and in the indus- 
try as a whole.32 

This same basic insight emerges from an 
equilibrium search model in which firms 
post wages and employees search among 
posted offers (see Dale T. Mortensen, 1988). 
Kenneth Burdett and Mortensen (1989) de- 

" ~ a n i e l  G. Sullivan (1989) and Michael R Ransom 
(1993) present empirical results for nurses and univer- 
sity teachers that suggest monopsony-like behavior of 
employers. 

rive the equilibrium wage distribution for a 
noncooperative wage-search/wage-posting 
model and show that the imposition of a 
binding minimum wage can increase both 
wages and employment relative to the initial 
equilibrium. Furthermore, their model pre- 
dicts that the minimum wage will increase 
employment the most at firms that initially 
paid the lowest wages. 

Although monopsonistic and job-search 
models provide a potential explanation for 
the observed employment effects of the New 
Jersey minimum wage, they cannot explain 
the observed price effects. In these models, 
industry prices should have fallen in New 
Jersey relative to Pennsylvania, and at low- 
wage stores in New Jersey relative to high- 
wage stores in New Jersey. Neither predic- 
tion is confirmed: indeed, prices rose faster 
in New Jersey than in Pennsylvania, al-
though at about the same rate at high- and 
low-wage stores in New Jersey. Another 
puzzle for equilibrium search models is the 
absence of wage increases at firms that were 
initially paying $5.05 or more per hour. 

The strict link between the employment 
and price effects of a rise in the minimum 
wage may be broken if fast-food stores can 
vary the quality of service (e.g., the length of 
the queue at peak hours, or the cleanliness 
of stores). Another possibility is that stores 
altered the relative prices of their various 
menu items. Comparisons of price changes 
for the three items in our survey show slight 
declines (-1.5 percent) in the price of 
french fries and soda in New Jersey relative 
to Pennsylvania, coupled with a relative in- 
crease (8 percent) in entrCe prices. These 
limited data suggest a possible role for rela- 
tive price changes within the fast-food in- 
dustry following the rise in the minimum 
wage. 

One way to test a monopsony model is to 
identify stores that were initially "supply- 
constrained" in the labor market and test 
for employment gains at these stores rela- 
tive to other stores. A potential indicator of 
market power is the use of recruitment 
bonuses. As we noted in Table 2, about 25 
percent of stores in wave 1 were offering 
cash bonuses to employees who helped find 
a new worker. We compared employment 
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changes at New Jersey stores that were of- 
fering recruitment bonuses in wave 1, and 
also interacted the GAP variable with a 
dummy for recruitment bonuses in several 
employment-change models. We do not find 
faster (or slower) employment growth at the 
New Jersey stores that were initially using 
recruitment bonuses, or any evidence that 
the GAP variable had a larger effect for 
stores that were using bonuses. 

IX. Conclusions 

Contrary to the central prediction of the 
textbook model of the minimum wage, but 
consistent with a number of recent studies 
based on cross-sectional time-series com-
parisons of affected and unaffected markets 
or employers, we find no evidence that the 
rise in New Jersey's minimum wage reduced 
employment at fast-food restaurants in the 
state. Regardless of whether we compare 
stores in New Jersey that were affected by 
the $5.05 minimum to stores in eastern 
Pennsylvania (where the minimum wage was 
constant at $4.25 per hour) or to stores in 
New Jersey that were initially paying $5.00 
per hour or more (and were largely unaf- 
fected by the new law), we find that the 
increase in the minimum wage increased 
employment. We present a wide variety of 
alternative specifications to probe the ro-
bustness of this conclusion. None of the 
alternatives shows a negative employment 
effect. We also check our findings for the 
fast-food industry by comparing changes in 
teenage employment rates in New Jersey, 
Pennsylvania, and New York in the year 
following the increase in the minimum wage. 
Again, these results point toward a relative 
increase in employment of low-wage work- 
ers in New Jersey. We also find no evidence 
that minimum-wage increases negatively 
affect the number of McDonald's outlets 
opened in a state. 

Finally, we find that prices of fast-food 
meals increased in New Jersey relative to 
Pennsylvania, suggesting that much of the 
burden of the minimum-wage rise was 
passed on to consumers. Within New Jer- 
sey, however, we find no evidence that prices 
increased more in stores that were most 

affected by the minimum-wage rise. Taken 
as a whole, these findings are difficult to 
explain with the standard competitive model 
or with models in which employers face 
supply constraints (e.g., monopsony or equi- 
librium search models). 
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9 Aesthetics and Technique in Data Graphical Design 

Along with the amazing graphic of the French losses in the Russiar 
invasion, Minard includes a second "Carte Figurative." It portrays 

Hannibal's fading elephant campaign in Spain, Gaul, and Northern 
Italy. Minard uses a light transparent color for flow-lines, allowing 
the underlying type to show through. This refined use of color to 
depict more information contrasts with the garish tones too often 
seen in modern graphics. 

What makes for such graphical elegance? What accounts for 
the quality of Minard's graphics, of those of Play fair and Marey, 
and of some recent work, such as the new view of the galaxies? 
Good design has two key elements: 

Graphical elegance is often found in simplicity 
of design and complexity of data. 

Visually attractive graphics also gather power from content and 
interpretations beyond the immediate display of some numbers. 
The best graphics are about the useful and important, about life 
and death, about the universe. Beautiful graphics do not traffic 
with the trivial. 

On rare occasions graphical architecture combines with the data 
content to yield a uniquely spectacular graphic. Such performances 
can be described and admired but there are no easy compositional 
principles on how to create that one wonderful graphic in millions. 
As Barnett Newman once said, "Aesthetics is for the artist like 
ornithology is for the birds." 

What can be suggested, though, are some guides for enhancing 
the visual quality of routine, workaday designs. Attractive displays 
of statistical information 

• have a properly chosen format and design 

• use words, numbers, and drawing together 

• reflect a balance, a proportion, a sense of relevant scale 

• display an accessible complexity of detail 

• often have a narrative quality, a story to tell about the data 

• are drawn in a professional manner, with the technical details 
of production done with care 

• avoid content-free decoration, including chart junk. 

Charles Joseph Minard, Tableaux Gra
phiques et Cartes Figuratives de M. Minard, 
1845-1869, a portfolio of his work held 
by the Bibliotheque de I'Ecole Nationale 
des Ponts et Chaussees, Paris. 
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The Choice of Design: Sentences, Text-Tables, Tables, 
Semi-Graphics, and Graphics 

The substantive content, extensiveness of labels, and volume and 
ordering of data all help determine the choice of method for the 
display of quantitative materials. The basic structures for showing 
data are the sentence, the table, and the graphic. Often two or 
three of these devices should be combined. 

The conventional sentence is a poor way to show more than 
two numbers because it prevents comparisons within the data. 
The linearly organized flow of words, folded over at arbitrary 
points (decided not by content but by the happenstance of column 
width), offers less than one effective dimension for organizing the 
data. Instead of: 

Nearly 53 percent of the type A 
group did something or other 
compared to 46 percent ofB and 
slighdymorethan57percentofC. 

Arrange the type to facilitate comparisons, as in this text-table: 

The three groups differed in how 
they did something or other: 

Group A 53% 
Group B 46% 
Group C 57% 

There are nearly always better sequences than alphabetical-for 
example, ordering by content or by data values: 

Group B 46% 
Group A 53% 
Group C 57% 

Tables are clearly the best way to show exact numerical values, 
although the entries can also be arranged in semi-graphical form. 
Tables are preferable to graphics for many small data sets.1 A 
table is nearly always better than a dumb pie chart; the only 
worse design than a pie chart is several of them, for then the 
viewer is asked to compare quantities located in spatial disarray 
both within and between pies, as in this heavily encoded example 
from an atlas. Given their low data-density and failure to order 
numbers along a visual dimension, pie charts should never be used.2 
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Department of Surveys, Ministry of 
Labour, Atlas of Israel (Jerusalem, 
1956-), vol. 8, p. 8. 

10n the design of tables, see A.S.C. 
Ehrenberg, "Rudiments ofNumeracy," 
Journal of the Royal Statistical Society, 
A, 140 (1977), 277-297. 

2This point is made decisively in Jacques 
Bertin, Graphics and Graphic Information 
Processing (Berlin, 1981). Bertin describes 
multiple pie charts as "completely 
useless" (p. 111). 



How Different Groups Voted for President 
Based on 12,782 interviews with volers at thei r polling places. Shown is how each group divided 
its vote lor President and, in parentheses. the percentage 01 the electorate belongIng 10 each 
group. 

CARTER-FORD 

Tables also work well when the data 
CARTER REAGAN ANDERSON In 1976 

Democrats (43%) 66 26 n -22 

presentation requires many localized 
Independents (23%) 30 54 12 43-54 
Republicans (28%) 11 64 9-90 

comparisons. In this 41o-number table that I Uberals (1 7% ) 57 27 11 70-26 
Moderates (46%) 42 48 8 51 -48 

designed for the New York Times to show how Conservatives (28%) 23 71 4 29 - 70 

Liberal Democrats (9%) 70 14 13 66- 12 

different people voted in presidential elections Moderate Democrats (22%) 66 28 6 77-22 
Conservative Democrats (6%) 53 41 64 -35 

in the United States, comparisons between the Politically active Democrats (3%) 72 19 
Democrats fa .... oring Kennedy 

elections of 1980 and 1976 are read across each 
in primaries (13%) 66 24 

libetallndependents (4%) 50 29 15 64-29 

line; within-election analysis is conducted by Moderate Independents (1 2%) 31 53 13 45-53 
ConselValive Independents (7%) 22 69 6 26-72 

reading downward in the clusters of three to Liberal Republicans (2%) 25 66 17-62 
Moderate Aepublicans (11%) 13 81 11 -88 

seven lines. The horizontal rules divide the data Conservative Republicans (12%) 6 91 6 -93 
Polilicalty active RepubIJcans (2%) 5 89 

into topical paragraphs; the rows are ordered so EasI132%) 43 47 8 51 -47 
Scuth 127%) 44 51 3 54-45 

as to tell an ordered story about the elections. Mldwesl (20%) 41 51 6 48-50 
West (11%) 35 52 10 46-51 

This type of elaborate table, a supertable, is likely Blacks (10"'/0) 62 14 3 62 -16 
Hispanics (2% ) 54 36 7 75 -24 

to attract and intrigue readers through its Whites(88%) 36 55 8 47 -52 

Female (49%) 45 46 SO-48 

organized, sequential detail and reference-like MaJe(51%) 37 54 SO-48 
Female, favors equal rights 

quality. One supertable is far better than a amendment (22%) 54 32 11 
Female, opposes equal rights 

hundred little bar charts. 
amendment (I 5%) 29 66 

Catholic (25%) 40 51 54 -44 
Jewish (5%) 45 39 14 64-34 
Protestant (46%) 37 56 6 44-55 
Born·again white Protestant (17%) 34 61 

18 - 21 years old (6%) 44 43 11 48-SO 
22 · 29 years old (17%) 43 43 11 51 -46 
30 - 44 years old (31 %) 37 54 7 49-49 
45 - 59 ye.,. old (23%) 39 55 6 47- 52 
60 years or older (18%) 40 54 47- 52 

FamUyillCXlme 
Less lhan $10.000(13%) 50 41 58-40 
$10,000 - $14,999 (14%) 47 42 55-43 
515.000 - $24.999130%) 38 53 48- 50 
$25.000 - $50,000 (24%) 32 56 36-62 
Over $50,000 (5%) 25 55 

Professional or manager (40%) 33 56 41 -57 
Clerical. sales or other 
white-collar (I 1%) 42 48 46-53 

Blue--collar worker (1 7%) 46 47 57-41 
Agriculture (3%) 29 66 
Looking for work (3%) 55 35 65 -34 

Education 
High school or less (390/",) 46 48 57- 43 
Some college (28%) 35 55 51 -49 
College graduate (27%) 35 51 11 45- 55 

labor union household (26%) 47 44 59-39 
No member of household in union (62%) 35 55 43- 55 

Family finances 
Bener off than a year ago (16%) 53 37 30-70 
Same (40%) 46 46 51 -49 
Worse off than a year ago (34%) 2S 64 77-23 

Family finances and political party 
Democrats. better off 
than a year ago (7%) 77 16 69 -31 
Democrats, worse 0" 
than a year ago (13%) 47 39 10 94-6 

Independents, better off (3%) 45 36 12 
Independents, worse off (9%) 21 65 11 
Republicans, better off (4%) 16 77 5 3-97 
Republicans, worse off (11%) 6 89 24 -76 

More important problem 
Unemployment (39%) 51 40 75-25 
Inflation (44%) 30 60 35-65 

Feel that U.S. should be more forceful in 
dealing with SOviet Union even if it would 
increase the risk of war (54%) 28 64 

Disagree (31%) 56 32 10 

Favor equal rights amendment (46%) 49 38 11 
Oppose equal rights amendment (35%) 26 66 

When decided about choice 
Knew all along (4 1%) 47 50 44- 55 

New York Times. November 9. 1980. p_ A-28_ 
During the primaries (13%) 30 60 57-42 
During conventions (8%) 36 55 51-48 
Since labor Day (8%) 30 54 13 49-49 
In week before election (23%) 38 46 13 49- 47 

Source: 1976 and Ig8De/setion day surveys by The New York" Times /CBS News Poll and 
1976 election day survey by NeC News. 
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For sets of highly labeled numbers, a wordy data graphic
coming close to straight text-works well. This table of numbers 
is nicely organized into a graphic: 

Making Complexity Accessible: Combining Words, 
Numbers, and Pictures 

Explanations that give access to the richness of the data make 
graphics more attractive to the viewer. Words and pictures are 
sometimes jurisdictional enemies, as artists feud with writers for 
scarce space. An unfortunate legacy of these craft-union differences 
is the artificial separation of words and pictures; a few style sheets 
even forbid printing on graphics. What has gone wrong is that the 
teclmiques of production instead of the information conveyed 
have been given precedence. 

Words and pictures belong together. Viewers need the help that 
words can provide. Words on graphics are data-i:nk, making 
effective use of the space freed up by erasing redundant and non
data-ink. It is nearly always helpful to write little messages on the 
plotting field to explain the data, to label outliers and interesting 
data points, to write equations and sometimes tables on the graphic 
itself, and to integrate the caption and legend into the design so 
that the eye is not required to dart back and forth between textual 
material and the graphic. (The size of type on and around graphics 

New York Times,]anuary 2,1979, p. D-3. 



can be quite small, since the phrases and sentences are usually not 
too long-and therefore the small type will not fatigue viewers 
the way it does in lengthy texts.) 

The principle of data ftext integration is 

Data graphics are paragraphs about data and 
should be treated as such. 

Words, graphics, and tables are different mechanisms with but a 
single purpose-the presentation of information. Why should the 
flow of information be broken up into different places on the page 
because the information is packaged one way or another? Some
times it may be useful to have multiple story-lines or multiple 
levels of presentation, but that should be a deliberate design judg
ment, not something decided by conventional production require
ments. Imagine if graphics were replaced by paragraphs of words 
and those paragraphs scattered over the pages out of sequence with 
the rest of the text- that is how graphical and tabular information 
is now treated in the layout of many published pages, particularly 
in scientific journals and professional books. 

Tables and graphics should be run into the text whenever pos
sible, avoiding the clumsy and diverting segregation of "See Fig. 
2," (figures all too often located on the back of the adjacent page).3 
If a display is discussed in various parts of the text, it might well 
be printed afresh near each reference to it, perhaps in reduced 
size in later showings. The principle of text/graphic/table inte
gration also suggests that the same typeface be used for text and 
graphic and, further, that ruled lines separating different types of 
information be avoided. Albert Biderman notes that illustrations 
were once well-integrated with text in scientific manuscripts, such 
as those of Newton and Leonardo da Vinci, but that statistical 
graphics became segregated from text and table as printing tech
nology developed: 

The evolution of graphic methods as an element of the scientific 
enterprise has been handicapped by their adjunctive, segre
gated, and marginal position. The exigencies of typography 
that moved graphics to a segregated position in the printed 
work have in the past contributed to their intellectual segre
gation and marginality as well. There was a corresponding 
organizational segregation, with decisions on graphics often 
passing out of the hands of the original analyst and communi
cator into those of graphic specialists-the commercial artists 
and designers of graphic departments and audio-visual aids 
shops, for example, whose predilections and skills are usually 
more those of cosmeticians and merchandisers than of scientific 
analysts and communicators.4 

AESTHETICS AND TECHNIQUE 181 

3 "Fig.," often used to refer to graphics, 
is an ugly abbreviation and is not worth 
the two spaces saved. 

4 Albert D. Biderman, "The Graph as a 
Victim of Adverse Discrimination and 
Segregation," Information Design Journal, 
1 (1980), 238. 
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Page after page of Leonardo's manuscripts have a gentle but 
thorough integration of text and figure, a quality rarely seen in 

- modern work: 
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Finally, a caveat: the use of words and pictures together requires 
a special sensitivity to the purpose of the design-in particular, 
whether the graphic is primarily for communication and illus
tration of a settled finding or, in contrast, for the exploration of 
a data set. Words on and around graphics are highly effective
sometimes all too effective-in telling viewers how to allocate 
their attention to the various parts of the data display.s Thus, for 
graphics in exploratory data analysis, words should tell the viewer 
how to read the design (if it is a technically complex arrangement) 
and not what to read in terms of content. 

Leonardo da Vinci, Treatise on Painting 
[Codex Urbinas Latinus 1270], vol. 2, 

facsimile (princeton, 1956), p, 234, 
paragraph 827. 

5 Experiments in visual perception indi
cate that word instructions substantially 
determine eye movements in viewing 
pictures. See John D. Gould, "Looking 
at Pictures," in Richard A. Monty and 
John W. Senders, eds., Eye Movements 
and Psychological Processes (Hillsdale, N.J.. 
1976), 323-343· 



Accessible Complexity: The Friendly Data Graphic 

An occasional data graphic displays such care in design that it is 
particularly accessible and open to the eye, as if the designer had 
the viewer in mind at every tum while constructing the graphic. 
This is the friendly data graphic. 

There are many specific differences between friendly and 
unfriendly graphics: 

Friendly 

words are spelled out, mysterious and 
elaborate encoding avoided 

words run from left to right, the 
usual direction for reading occidental 
languages 

little messages help explain data 

elaborately encoded shadings, cross
hatching, and colors are avoided; 
instead, labels are placed on the graphic 
itself; no legend is required 

graphic attracts viewer, provokes 
curiosity 

colors, if used, are chosen so that the 
color-deficient and color-blind (5 to 
10 percent of viewers) can make sense 
of the graphic (blue can be distin
guished from other colors by most 
color-deficient people) 

type is clear, precise, modest; lettering 
may be done by hand 

type is upper-and-lower case, with 
serifs 

Unfriendly 

abbreviations abound, requiring the 
viewer to sort through text to 
decode abbreviations 

words run vertically, particularly along 
the Y-axis; words run in several 
different directions 

graphic is cryptic, requires repeated 
references to scattered text 

obscure co dings require going back 
and forth between legend and graphic 

graphic is repellent, filled with 
chart junk 

design insensitive to color-deficient 
viewers; red and green used for 
essential contrasts 

type is clotted, overbearing 

type is all capitals, sans serif 

With regard to typography, Josef Albers writes: 

The concept that "the simpler the form of a letter the simpler 
its reading" was an obsession of beginning constructivism. It 
became something like a dogma, and is still followed by 
"modernistic" typographers .... Ophthalmology has disclosed 
that the more the letters are differentiated from each other, the 
easier is the reading. Without going into comparisons and 
details, it should be realized that words consisting of only 
capital letters present the most difficult reading-because of 
their equal height, equal volume, and, with most, their equal 
width. When comparing serif letters with sans-serif, the latter 
provide an uneasy reading. The fashionable preference for 
sans-serif in text shows neither historical nor practical 
competence.6 
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6Josef Albers, Interaction of Color (New 
Haven, 1963, revised edition 1975), p. 4. 
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Proportion and Scale: Line Weight and Lettering 

Graphical elements look better together when their relative pro
portions are in balance. An integrated quality, an appropriate 
visual linkage between the various elements, results. This musical 
score of Karlheinz Stockhausen exhibits such a visual balance: 

Karlheinz Stockhausen, Texte, vol. 2 

(Cologne, 1964), p. 82, from the score 
of "Zyklus fur einen Schlagzeuger." 
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In contrast, this next design is heavy handed, with nearly every 
element out of balance: the clotted ink, the poor style of lettering, 
the puffed-up display of a small data set, the coarse texture of the 
entire graphic, and the mismatch between drawing and sur
rounding text: 
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Edward R. Tufte, "The Relationship 
Between Seats and Votes in Two-Party 
Systems," American Political Science 

Review, 67 0une 1973), 551. 



Lines in data graphics should be thin. One reason eighteenth
and nineteenth-century graphics look so good is that they were 
engraved on copper plates, with a characteristic hair-thin line. 
The drafting pens of twentieth-century mechanical drawing 
thickened linework, making it clumsy and unattractive. 

An effective aesthetic device is the orthogonal intersection of 
lines of different weights: 

Nearly every intersection of the lines in this design (based on a 
painting by Burgoyne Diller) involves lines of differing weights, 

and it makes a difference, for the painting's character is diluted 
with lines of constant width: 
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Poster for the exhibition "Mondrian and 
Neo-Plasticism in America," Yale Uni
versity Art Gallery, October 18 to 
December 2,1979. The original painting 
was done in 1941 by Diller; see Nancy 
J. Troy, Mondrian and Neo-Plasticism in 
America (New Haven, 1979), p. 28. 
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Likewise, data graphics can be enhanced by the perpendicular 
intersections of lines of differing weights. The heavier line should 
be a data measure. 111 a time-series, for example: 

I 

The contrast in line weight represents contrast in meaning. The 
greater meaning is given to the greater line weight; thus the data 
line should receive greater weight than the connecting verticals. 
The logic here is a restatement, in different language, of the 
principle of data-ink maximization. 

Proportion and Scale: The Shape of Graphics 

Graphics should tend toward the horizontal, greater in length 
than height: 

lesser height 

greater length 

Several lines of reasoning favor horizontal over vertical displays. 
First, analogy to the horizon. Our eye is naturally practi<;:ed in 

detecting deviations from the horizon, and graphic design should 
take advantage of this fact. Horizontally stretched time-series 
are more accessible to the eye: 



The analogy to the horizon also suggests that a shaded, high con
trast display might occasionally be better than the floating snake. 
The shading should be calm, without moire effects. 

Second, ease of labeling. It is easier to write and to read words 
that read from left to right on a horizontally stretched plotting
field: 

some labels 
instead of 

some other labels 

some 
labels 

some 
other 
labels 

Third, emphasis on causal influence. Many graphics plot, in essence, 

effect 

cause 

and a longer horizontal helps to elaborate the workings of the 
causal variable in more detail. 
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Fourth, Tukey's counsel. 

Most diagnostic plots involve either a more or Jess definite 
dependence that bobbles around a lot, or a point spatter. Such 
plots are rather more often better made wider than tall. Wider
than-tall shapes usually make it easier for the eye to follow 
from left to right. 

Perhaps the most general guidance we can offer is that 
smoothly-changing curves can stand being taller than wide, 
but a wiggly curve needs to be wider than tall. . . .7 

And, finally, Playfair's example. Of the 89 graphics in six dif
ferent books by William Playfair, most (92 percent) are wider than 
tall. Several of the exceptions are his skyrocketing government 
debt displays. This plot shows the dimensions of each of those 
89 graphics: 

Graphic is taller than wide 

7]ohn W. Tukey, Exploratory Data 
Analysis (Reading, Mass., 1977), p. 129. 

Graphic is wider than tall 
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Each plotted point represents the 

upper right-hand comer of one of 
Playfair's graphics; for example 
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If graphics should tend toward the horizontal rather than the ver
tical, then how much so? A venerable (fifth-century B.C.) but 
dubious rule of aesthetic proportion is the Golden Section, a "di
vine division" of a line.8 A length is divided such that the smaller 
is to the greater part as the greater is to the whole: 

a b 

a b 

b a + b 

Solving the quadratic when a = 1 yields b = v5 + 1 = 1.618 .... 
2 

In turn the Golden Rectangle is 

1.0 

1.618 ... 

The nice geometry of the Golden Rectangle is not unique; 
Birkhoff points out that at least five other rectangles (including 
the square) have one simple mathematical property or another for 
which aesthetic claims might be made:9 

D OJ CD LSJ IT] 
r = I r = 1.618 l' = 1.732 r = 2 

Playfair favored proportions between 1.4 and 1.8 in about two
thirds of his published graphics, with most of the exceptions 
moving more toward the horizontal than the golden prescription: 
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BThe combination of geometry and 
mysticism surrounding the Golden Rec
tangle can be seen in Miloutine Boris
savW:vitch. The Golden Number and the 
Scientific Aesthetics of Architecture (New 
York. 1958) and Tons Brunes. The Se
crets of Ancient Geometry (Copenhagen. 
1967). vols. 1 and 2. 

9 George D. Birkhoff. Aesthetic Measure 
(Cambridge. 1933), pp. 27-30. 

Golden Rectangle 
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Visual preferences for rectangular proportions have been studied 
by psychologists since 1860, but, even given the implausible as
sumption that such studies are relevant to graphic design, the find
ings are hardly decisive. A mild preference for proportions near 
to the Golden Rectangle is found among those taking part in the 
experiments, but the preferred height/length ratios also vary a 
great deal, ranging between 

1.2 2.2 

And, as is nearly always the case in experiments in graphical 
perception, viewer responses were found to be highly context
dependent. to 

The conclusions: 

• If the nature of the data suggests the shape of the graphic, 
follow that suggestion . 

• Otherwise, move toward horizontal graphics about 50 percent 
wider than tall: 

lOr have relied on Leonard Zusne, Visual 
Perception of Form (New York, 1970), 
ch. 10, for a summary of the immense 
literature . 



Epilogue: Designs for the Display of Information 

Design is choice. The theory of the visual display of quantitative 
information consists of principles that generate design options and 
that guide choices among options. The principles should not be 
applied rigidly or in a peevish spirit; they are not logically or mathe
matically certain; and it is better to violate any principle than to 
place graceless or inelegant marks on paper. Most principles of 
design should be greeted with some skepticism, for word authority 
can dominate our vision, and we may come to see only through 
the lenses of word authority rather than with our own eyes. 

What is to be sought in designs for the display of information 
is the clear portrayal of complexity. Not the complication of the 
simple; rather the task of the designer is to give visual access to 
the subtle and the difficult-that is, 

the revelation of the complex. 
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The Statistical Crisis in Science
Data-dependent analysis—a “garden of forking paths”— explains why many statistically significant comparisons don't
hold up.

Andrew Gelman, Eric Loken

There is a growing realization that reported “statistically significant” claims in scientific publications are routinely mistaken. Researchers typically express the
confidence in their data in terms of p-value: the probability that a perceived result is actually the result of random variation. The value of p (for “probability”)
is a way of measuring the extent to which a data set provides evidence against a so-called null hypothesis. By convention, a p-value below 0.05 is considered
a meaningful refutation of the null hypothesis; however, such conclusions are less solid than they appear.

The idea is that when p is less than some prespecified value such as 0.05, the null hypothesis is rejected by the data, allowing
researchers to claim strong evidence in favor of the alternative. The concept of p-values was originally developed by
statistician Ronald Fisher in the 1920s in the context of his research on crop variance in Hertfordshire, England. Fisher offered
the idea of p-values as a means of protecting researchers from declaring truth based on patterns in noise. In an ironic twist,
p-values are now often used to lend credence to noisy claims based on small samples.

In general, p-values are based on what would have happened under other possible data sets. As a hypothetical example,
suppose a researcher is interested in how Democrats and Republicans perform differently in a short mathematics test when it
is expressed in two different contexts, involving either healthcare or the military. The question may be framed nonspecifically
as an investigation of possible associations between party affiliation and mathematical reasoning across contexts. The null
hypothesis is that the political context is irrelevant to the task, and the alternative hypothesis is that context matters and the
difference in performance between the two parties would be different in the military and healthcare contexts.

At this point a huge number of possible comparisons could be performed, all consistent with the researcher’s theory. For
example, the null hypothesis could be rejected (with statistical significance) among men and not among women—explicable
under the theory that men are more ideological than women. The pattern could be found among women but not among
men—explicable under the theory that women are more sensitive to context than men. Or the pattern could be statistically significant for neither group, but
the difference could be significant (still fitting the theory, as described above). Or the effect might only appear among men who are being questioned by
female interviewers.

We might see a difference between the sexes in the healthcare context but not the military context; this would make sense given that health care is currently
a highly politically salient issue and the military is less so. And how are independents and nonpartisans handled? They could be excluded entirely, depending
on how many were in the sample. And so on: A single overarching research hypothesis—in this case, the idea that issue context interacts with political
partisanship to affect mathematical problem-solving skills—corresponds to many possible choices of a decision variable.

This multiple comparisons issue is well known in statistics and has been called “p -hacking” in an influential 2011 paper by the psychology researchers Joseph
Simmons, Leif Nelson, and Uri Simonsohn. Our main point in the present article is that it is possible to have multiple potential comparisons (that is, a data
analysis whose details are highly contingent on data, invalidating published p-values) without the researcher performing any conscious procedure of fishing
through the data or explicitly examining multiple comparisons.

How to Test a Hypothesis
In general, we can think of four classes of procedures for hypothesis testing: (1) a simple classical test based on a unique test statistic, T, which when
applied to the observed data yields T(y), where y represents the data; (2) a classical test prechosen from a set of possible tests, yielding T(y;φ), with
preregistered φ (for example, φ might correspond to choices of control variables in a regression, transformations, the decision of which main effect or
interaction to focus on); (3) researcher degrees of freedom without fishing, which consists of computing a single test based on the data, but in an
environment where a different test would have been performed given different data; the result of such a course is T(y;φ(y)), where the function φ(•) is
observed for the data, y. It is generally considered unethical to (4) commit outright fishing, computing T(y ;φj) for j=1,...J. This would be a matter of
performing J tests and then reporting the best result given the data, thus T(y;φbest(y)).

It would take a highly unscrupulous researcher to perform test after test in a search for statistical significance (which could almost certainly be found at the
0.05 or even the 0.01 level, given all the options above and the many more that would be possible in a real study). The difficult challenge lies elsewhere:
Given a particular data set, it  can seem entirely appropriate to look at the data and construct reasonable rules for data exclusion, coding, and analysis that
can lead to statistical significance. In such a case, researchers need to perform only one test, but that test is conditional on the data; hence, T(y;φ(y)), with
the same effect as if they had deliberately fished for those results. As political scientists Macartan Humphreys, Raul Sanchez de la Sierra, and Peter van der
Windt wrote in 2013, a researcher faced with multiple reasonable measures can think—perhaps correctly—that the one that produces a significant result is
more likely to be the least noisy measure, but then decide—incorrectly—to draw inferences based on that one measure alone. In the hypothetical example
presented earlier, finding a difference in the healthcare context might be taken as evidence that that is the most important context in which to explore
differences.

This error carries particular risks in the context of small effect sizes, small sample sizes, large measurement errors, and high variation (which combine to give
low power, hence less reliable results even when they happen to be statistically significant, as discussed by Katherine Button and her coauthors in a 2013
paper in Nature Reviews: Neuroscience). Multiplicity is less consequential in settings with large real differences, large samples, small measurement errors,
and low variation. To state the problem in Bayesian terms (where p-values are about the plausibility of the hypothesis given the data, as opposed to the
other way around), any data-based claim is more plausible to the extent it is a priori more likely, and any claim is less plausible to the extent that it is
estimated with more error.

There are many roads to statistical significance; if data are gathered with no preconceptions at all, statistical significance can obviously be obtained even
from pure noise by the simple means of repeatedly performing comparisons, excluding data in different ways, examining different interactions, controlling for
different predictors, and so forth. Realistically, though, a researcher will come into a study with strong substantive hypotheses, to the extent that, for any
given data set, the appropriate analysis can seem evidently clear. But even if the chosen data analysis is a deterministic function of the observed data, this
does not eliminate the problem posed by multiple comparisons.

The Statistical Crisis in Science » American Scientist https://www.americanscientist.org/issues/id.16259,y.2014,no.6,...

1 of 5 6/1/17, 1:41 PM



Arm Strength and Economic Status
In 2013, a research group led by Michael Petersen of Aarhus University published a study that claimed to find an association between men’s upper-body
strength, interacted with socioeconomic status, and their attitudes about economic redistribution. Using arm circumference as a proxy for arm strength,
which was in turn serving as a proxy for fighting ability, the authors argue that stronger men of high socioeconomic status (SES) will oppose wealth
redistribution, and that stronger men with low SES will support redistribution.

These researchers had enough degrees of freedom for them to be able to find any number of apparent needles in the haystack of their data—and, again, it
would be easy enough to come across the statistically significant comparisons without “fishing” by simply looking at the data and noticing large differences
that are consistent with their substantive theory.

Most notably, the authors report a statistically significant interaction with no statistically significant main effect—that is, they did not find that men with
bigger arm circumference had more conservative positions on economic redistribution. What they found was that the correlation of arm circumference with
opposition to redistribution of wealth was higher among men of high socioeconomic status. Had they seen the main effect (in either direction), they could
have come up with a theoretically justified explanation for that, too. And if there had been no main effect and no interaction, they could have looked for other
interactions. Perhaps, for example, the correlations could have differed when comparing students with or without older siblings?

As we wrote in a 2013 critique for Slate, nothing in this report suggests that fishing or p -hacking—which could imply an active pursuit of statistical
significance—was involved at all. Of course, it is reasonable for scientists to refine their hypotheses in light of the data. When the desired pattern does not
show up as a main effect, it makes sense to look at interactions. (For example, our earlier mention of older siblings was no joke: Family relations are often
taken to be crucial in evolutionary psychology–based explanations.)

There also appear to be some degrees of freedom involved in the measurement, for example in the procedures for comparing questionnaires across
countries. In conducting follow-up validations, the researchers found that some of the Danish questions worked differently when answered by Americans, and
further explain: “When these two unreliable items are removed … the interaction effect becomes significant. …The scale measuring support for redistribution
in the Argentina sample has a low α-level [an index of measurement precision] and, hence, is affected by a high level of random noise. Hence, the
consistency of the results across the samples is achieved in spite of this noise.” They conclude that “a subscale with an acceptable α = 0.65 can be formed”
from two of the items. These may be appropriate data analytic decisions, but they are clearly data dependent.

In 2013, psychologists Brian Nosek, Jeffrey Spies, and Matt Motyl posted an appealing example of prepublication replication in
one of their own studies, in which they performed an experiment on perceptual judgment and political attitudes, motivated and
supported by substantive theory. In their so-called 50 shades of gray study, Nosek and his coauthors found a large and
statistically significant relationship between political extremism and the perception of images as black or white rather than
intermediate shades. But rather than stopping there, declaring victory, and publishing these results, they gathered a large new
sample and performed a replication with predetermined protocols and data analysis. According to an analysis based on their
initial estimate, the replication had a 99 percent chance of reaching statistical significance with p < 0.05. In fact, though, the
attempted replication was unsuccessful, with a p-value of 0.59.

Unwelcome though it may be, the important moral of the story is that the statistically significant p-value cannot be taken at
face value—even if it is associated with a comparison that is consistent with an existing theory.

In Search of ESP
A much-discussed example of possibly spurious statistical significance is the 2011 claim of Daryl Bem, an emeritus professor of social psychology at Cornell
University, to have found evidence for extrasensory perception (ESP) in college students. In his first experiment, in which 100 students participated in
visualizations of images, he found a statistically significant result for erotic pictures but not for nonerotic pictures. Despite the misgivings of many critics such
as the psychometrician E. J. Wagenmakers, the study was published in a prestigious journal and received much media attention. After some failed attempts
at replications, the furor has mostly subsided, but this case remains of interest as an example of how investigators can use well-accepted research practices
to find statistical significance anywhere.

Bem’s paper presented nine different experiments and many statistically significant results—multiple degrees of freedom that allowed him to keep looking
until he could find what he was searching for. But consider all the other comparisons he could have drawn: If the subjects had identified all images at a rate
statistically significantly higher than chance, that certainly would have been reported as evidence of ESP. Or what if performance had been higher for the
nonerotic pictures? One could easily argue that the erotic images were distracting and only the nonerotic images were a good test of the phenomenon. If
participants had performed statistically significantly better in the second half of the trial than in the first half, that would be evidence of learning; if better in
the first half, evidence of fatigue.

Bem, in a follow-up paper with statisticians Jessica Utts and Wesley Johnson, rebutted the criticism that his hypotheses had been exploratory. On the
contrary, the three wrote, “The specificity of this hypothesis derives from several earlier ‘presentiment’ experiments (e.g., Radin, 1997) which had
demonstrated that participants showed anomalous ‘precognitive’ physiological arousal a few seconds before seeing an erotic image but not before seeing a
calm or nonerotic image.” The authors explained they had also presented nonerotic images mixed in at random intervals with the erotic ones to leave open
the question of whether the participants could anticipate the future left/right positions of these images. They could not do so, a finding that Bem and his
coauthors saw as “consistent with the results of the presentiment experiments.” Summing up, they state that “there was no data exploration that required
adjustment for multiple analyses in this or any other experiment.”

We have no reason to disbelieve the above description of motivations, but it seems clear to us that each of the scientific hypotheses there described
correspond to multiple statistical hypotheses. For example, consider the statement about “anomalous precognitive physiological arousal.” Suppose that the
experimental subjects had performed statistically significantly worse for the erotic pictures. This result, too, would fit right into the theory, with the rationale
that the anomalous arousal could be interfering with otherwise effective precognitive processes.

Bem insists his hypothesis “was not formulated from a post hoc exploration of the data,” but a data-dependent analysis would not necessarily look “post hoc.”
For example, if men had performed better with erotic images and women with romantic but nonerotic images, there is no reason such a pattern would look
like fishing or p -hacking. Rather, it would be seen as a natural implication of the research hypothesis, because there is a considerable amount of literature
suggesting sex differences in response to visual erotic stimuli. The problem resides in the one-to-many mapping from scientific to statistical hypotheses.

Menstrual Cycles and Voting
For a p-value to be interpreted as evidence, it requires a strong claim that the same analysis would have been performed had the data been different. In
2013, psychologists Kristina Durante, Ashley Rae, and Vladas Griskevicius published a paper based on survey data claiming that “Ovulation led single women
to become more liberal, less religious, and more likely to vote for Barack Obama. In contrast, ovulation led married women to become more conservative,
more religious, and more likely to vote for Mitt Romney.…Overall, the ovulatory cycle not only influences women’s politics, but appears to do so differently for
single versus married women.” The claimed effects were huge, indeed implausibly large given our understanding of the stability of political partisanship: for
example, they report that, among women in relationships, 40 percent in the ovulation period supported Romney, compared to 23 percent in the nonfertile
part of their cycle.

But the reported comparison was statistically significant: Does that mean we are duty-bound to believe it, or at least to consider the data as strong evidence
in favor of their hypothesis? No, and the reason is, again, the garden of forking paths: Even if Durante and her colleagues only performed one analysis on the
particular data they saw, had they seen other data, they could have performed other analyses that would be equally consistent with their substantive theory.

The Statistical Crisis in Science » American Scientist https://www.americanscientist.org/issues/id.16259,y.2014,no.6,...

2 of 5 6/1/17, 1:41 PM



The interaction reported in the paper (a different pattern for married and single women) coheres with the authors’ general theoretical perspective (“ovulation
should lead women to prioritize securing genetic benefits from a mate possessing indicators of genetic fitness”). But various other main effects and
interactions would also fit the theory. Indeed, as the authors note, their hypothesis “is consistent with the idea that women should support the more liberal
candidate.” Or suppose the data had followed the opposite pattern, with time of ovulation (as estimated by the researchers) being correlated with
conservative attitudes among single women and with liberal attitudes among married women. This would fit a story in which ovulation leads women’s
preferences away from party identification and toward more fundamental biological imperatives. Other natural interactions to consider would be age or
socioeconomic status (as in the arm-circumference paper considered earlier).

On a first reading, these objections may seem petty. After all, these researchers found a large effect that was consistent with their theory, so why quibble if
the significance level was somewhat overstated because of multiple comparisons problems? We believe it is important to call attention to these flaws,
however, for two reasons. First, the claimed effect size, in the range of a 20 percentage point difference in vote intention at different phases of the menstrual
cycle, is substantively implausible, given all the evidence from polling that very few people change their vote intentions during presidential general election
campaigns (a well-known finding that Gelman and colleagues recently confirmed with a panel survey from the 2012 presidential election campaign). Second,
the statistical significance of the published comparisons is a central part of the authors’ argument—certainly the paper would not have been published in a top
journal without p < 0.05 results—and the high multiplicity of all the potential interactions is relevant to this point.

In addition to the choice of main effects or interactions, Durante and her collaborators had several political questions to work with (attitudes as well as voting
intentions), along with other demographic variables (age, ethnicity, and parenthood status) and flexibility in characterizing relationship status (at one point,
“single” versus “married,” but later, “single” versus “in a committed relationship”).

Data Processing and Data Analysis
We have considered several prominent research papers in which statistical significance was attained via a sort of invisible multiplicity: data-dependent
analysis choices that did not appear to be degrees of freedom because the researchers analyze only one data set at a time. Another study, also published in a
top psychology journal, exhibits several different forms of multiplicity of choices in data analysis.

In 2013, psychologists Alec Beall and Jessica Tracy reported in Psychological Science that women who were at peak fertility were three times more likely to
wear red or pink shirts than women at other points in their menstrual cycles. The researchers’ theory, they wrote, was “based on the idea that red and
shades of red (such as the pinkish swellings seen in ovulating chimpanzees, or the pinkish skin tone observed in attractive and healthy human faces) are
associated with sexual interest and attractiveness.” In a critique published later that year in Slate, one of us (Gelman) noted that many different comparisons
could have been reported in the data, so there was nothing special about a particular comparison being statistically significant.

Tracy and Beall responded on the website of their Emotion and Self Lab at the University of British Columbia that they had conducted their studies “with the
sole purpose of testing one specific hypothesis: that conception risk would increase women’s tendency to dress in red or pink”—a hypothesis that they saw as
emerging clearly from a large body of work, which they cited. “We set out to test a specific theory,” they write.

Nevertheless, it seems clear to us that their analysis was contingent on the data: Within the context of their specific theory are many possible choices of data
selection and analysis. Most important, their protocol and analysis were not preregistered. Even though Beall and Tracy did an analysis that was consistent
with their general research hypothesis—and we take them at their word that they were not conducting a “fishing expedition”—many degrees of freedom
remain in their specific decisions: how strictly to set the criteria regarding the age of the women included, the hues considered as “red or shades of red,” the
exact window of days to be considered high risk for conception, choices of potential interactions to examine, whether to combine or contrast results from
different groups, and so on.

Again, all the above could well have occurred without it looking like p -hacking or fishing. Rather, the researchers start with a somewhat formed idea in their
mind of what comparison to perform, and they refine that idea in light of the data. This example is particularly stark because Beall and Tracy on one hand,
and Durante and her coauthors on the other, published two studies inspired by similar stories, using similar research methods, in the same journal in the
same year. But in the details they made different analytic choices, each time finding statistical significance with the comparisons they chose to focus on. Both
studies compared women in ovulation and elsewhere in their self-reported menstrual cycles, but they used different rules for excluding data and different
days for their comparisons. Both studies examined women of childbearing age, but one study reported a main effect whereas the other reported a difference
between single and married women. In neither case were the data inclusion rules and data analysis choices preregistered.

In this garden of forking paths, whatever route you take seems predetermined, but that’s because the choices are done implicitly. The researchers are not
trying multiple tests to see which has the best p-value; rather, they are using their scientific common sense to formulate their hypotheses in a reasonable
way, given the data they have. The mistake is in thinking that, if the particular path that was chosen yields statistical significance, this is strong evidence in
favor of the hypothesis.

Criticism is Easy, Research is Hard
Flaws can be found in any research design if you look hard enough. Our own applied work is full of analyses that are contingent on data, yet we and our
colleagues have been happy to report uncertainty intervals (and thus, implicitly, claims of statistical significance) without concern for selection bias or
multiple comparisons. So we would like to put a positive spin on the message of this paper, to avoid playing the role of statistician as scold.

In our experience, it is good scientific practice to refine one’s research hypotheses in light of the data. Working scientists are also keenly aware of the risks of
data dredging, and they use confidence intervals and p-values as a tool to avoid getting fooled by noise. Unfortunately, a by-product of all this struggle and
care is that when a statistically significant pattern does show up, it is natural to get excited and believe it. The very fact that scientists generally don’t cheat,
generally don’t go fishing for statistical significance, makes them vulnerable to drawing strong conclusions when they encounter a pattern that is robust
enough to cross the p < 0.05 threshold.

We are hardly the first to express concern over the use of p-values to justify scientific claims, or to point out that multiple comparisons invalidate p-values.
Our contribution is simply to note that because the justification for p-values lies in what would have happened across multiple data sets, it is relevant to
consider whether any choices in analysis and interpretation are data dependent and would have been different given other possible data. If so, even in
settings where a single analysis has been carried out on the given data, the issue of multiple comparisons emerges because different choices about combining
variables, inclusion and exclusion of cases, transformations of variables, tests for interactions in the absence of main effects, and many other steps in the
analysis could well have occurred with different data. It’s also possible that different interpretations regarding confirmation of theories would have been
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invoked to explain different observed patterns of results.

At this point it might be natural to object that any research study involves data-dependent decisions, and so is open to the critique outlined here. In some
sense, yes. But we have discussed examples where we find a strong reliance on the p-value to support a strong inference. In the case of the ESP
experiments, a phenomenon with no real theoretical basis was investigated with a sequence of studies designed to reveal small effects. The studies of
women’s voting behavior, men’s attitudes about the distribution of wealth, and women’s tendency to wear red when ovulating, are all broadly consistent with
evolutionary theories, but produced implausibly large effects in relatively small studies.

What, then, can be done?
In political science, Humphreys and his coauthors recommend preregistration: defining the entire data-collection and analysis protocol ahead of time. For
most of our own research projects this strategy hardly seems possible: In our many applied research projects, we have learned so much by looking at the
data. Our most important hypotheses could never have been formulated ahead of time. For example, one of Gelman’s most successful recent projects was a
comparison of the attitudes of rich and poor voters in rich and poor states; the patterns found by Gelman and his collaborators became apparent only after
many different looks at the data (although they were confirmed by analyses of other elections). In any case, as applied social science researchers we are
often analyzing public data on education trends, elections, the economy, and public opinion that have already been studied by others many times before, and
it would be close to meaningless to consider preregistration for data with which we are already so familiar.

In fields such as psychology where it is typically not so difficult to get more data, preregistration might make sense. At the same time, we do not want
demands of statistical purity to strait-jacket our science, whether in psychology, nutrition, or education. The most valuable statistical analyses often arise
only after an iterative process involving the data. Preregistration may be practical in some fields and for some types of problems, but it cannot realistically be
a general solution.

One message we wish to emphasize is that researchers can and should be more aware of the choices involved in their data analysis, partly to recognize the
problems with published p-values but, ultimately, with the goal of recognizing the actual open-ended aspect of their projects and then analyzing their data
with this generality in mind. One can follow up an open-ended analysis with prepublication replication, which is related to the idea of external validation,
popular in statistics and computer science. The idea is to perform two experiments, the first being exploratory but still theory-based, and the second being
purely confirmatory with its own preregistered protocol.

In (largely) observational fields such as political science, economics, and sociology, replication is difficult or infeasible. We cannot easily gather data on
additional wars, or additional financial crises, or additional countries. In such settings our only recommendation can be to more fully analyze existing data. A
starting point would be to analyze all relevant comparisons, not just focusing on whatever happens to be statistically significant. We have elsewhere argued
that multilevel modeling can resolve multiple-comparisons issues, but the practical difficulties of such an approach are not trivial.

The Way Forward
We must realize that, absent preregistration or opportunities for authentic replication, our choices for data analysis will be data dependent, even when they
are motivated directly from theoretical concerns. When preregistered replication is difficult or impossible (as in much research in social science and public
health), we believe the best strategy is to move toward an analysis of all the data rather than a focus on a single comparison or small set of comparisons.
There is no statistical quality board that could enforce such larger analyses—nor would we believe such coercion to be appropriate—but as more and more
scientists follow the lead of Brian Nosek, who openly expressed concerns about the malign effects of p-values on his own research, we hope there will be an
increasing motivation toward more comprehensive data analyses that will be less subject to these concerns. If necessary, one must step back to a sharper
distinction between exploratory and confirmatory data analysis, recognizing the benefits and limitations of each.

In fields where new data can readily be gathered, perhaps the two-part structure of Nosek and his colleagues—attempting
to replicate his results before publishing—will set a standard for future research. Instead of the current norm in which
several different studies are performed, each with statistical significance but each with analyses that are contingent on
data, perhaps researchers can perform half as many original experiments in each paper and just pair each new experiment
with a preregistered replication. We encourage awareness among scientists that p-values should not necessarily be taken
at face value. However, this does not mean that scientists are without options for valid statistical inference.

Our positive message is related to our strong feeling that scientists are interested in getting closer to the truth. In the
words of the great statistical educator Frederick Mosteller, it is easy to lie with statistics, but easier without them.
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